
Homework Two, due Tuesday 2/12 CSE 291 (Bayesian methods)

You will likely need a computer for some of these problems.

1. (From Gelman.) As a modern-day Laplace, you have more definite beliefs about the ratio of male
to female births than reflected by his uniform prior distribution. In particular, if θ represents the
proportion of female births in a given population, you are willing to place a Beta(100, 100) prior on θ.

(a) Show that this means you are more than 95% sure that θ is between 0.4 and 0.6, even though you
are ambivalent as to whether it is greater or less than 0.5.

(b) Now you observe that out of a random sample of 1000 births, 511 are boys. What is your posterior
probability that θ > 0.5?

2. You are given a coin of unknown bias θ ∈ [0, 1]. You toss the coin ten times and observe the outcomes
T,H,H,H,H,H, T,H, T,H. Based on these, you want to make inferences about θ.

(a) Suppose you place a uniform prior on θ. Plot the posterior distribution, and give its mean.
Approximate its 25th, 50th, and 75th percentile.

(b) Suppose that instead you start with the following prior over θ:

qo(θ) =
π

2
sin(πθ).

Plot the posterior q10 and approximate its mean as well as its 25th, 50th, and 75th percentile.

3. The cable car problem (from Gelman). Suppose there are N cable cars in San Francisco, numbered
sequentially from 1 to N . You see a cable car at random; it is numbered 203. You wish to estimate N .

(a) Assume your prior distribution on N is geometric with mean 100; that is,

p(N) = (1/100)(99/100)N−1, for N = 1, 2, . . ..

What is your posterior distribution for N? You can leave summations in your answer, if you like.

(b) What are the posterior mean and standard deviation of N?

4. Sums of Gamma variables. Recall from class that (for α, β > 0) Gamma(α, β) is a distribution over
R+ with density

p(x) =
βα

Γ(α)
xα−1e−βx.

Show that if X ∼ Gamma(α1, β) and Y ∼ Gamma(α2, β) are independent, then their sum, X+Y , has
a Gamma(α1 + α2, β) distribution. Hint: For any z > 0, explicitly compute the probability (density)
that X + Y = z; in the integral you obtain, you might find it useful to recall the normalization of the
beta distribution.

5. Poisson and exponential. In the previous homework, we introduced the Exponential(λ) distribution.
It is commonly used to model waiting times: the elapsed time before the phone next rings, the elapsed
time before disaster strikes again, and so on.

(a) Show that the exponential distribution has a memoryless property: If X ∼ Exponential(λ), then

Pr(X > s+ t|X > s) = Pr(X > t).

This means, for instance, that if you’re waiting for the phone to ring, the probability of having to
wait another hour does not depend on how long you have already waited.
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(b) Suppose the waiting time for a particular event follows an exponential distribution with mean 1.
For any positive integer k, let Zk denote the waiting time for k successive events. What is the
distribution of Zk? Hint: Use the earlier result about sums of Gammas.

(c) Continuing from part (b), show that the number of events that occur in a particular amount of
time t follows a Poisson distribution. What is the mean of this Poisson, as a function of t?

6. Conditioning reduces entropy. When two random variables X and Y are dependent, knowing the value
of one yields some information about the other. How random does X remain after the value of Y is
revealed (averaged over all possible values of Y )? This is called the conditional entropy H(X|Y ), and
is defined as follows:

H(X|Y ) =
∑
y

Pr(Y = y)H(X|Y = y) =
∑
y

Pr(Y = y)

(∑
x

Pr(X = x|Y = y) log
1

Pr(X = x|Y = y)

)
.

(a) Show that H(X|Y ) ≤ H(X). Hint: As a first step, look at the KL divergence between the
distribution of X|Y = y and the distribution of X, for any given value y.

(b) Explain briefly why this result implies that in Bayesian inference, the posterior has lower entropy
(on average) than the prior.

7. Project planning. Briefly summarize your intentions for the final project.
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