
Homework One, due Thursday 1/31 CSE 291 (Bayesian methods)

1. KL divergence is non-negative.

(a) In class, we defined the notion of a convex function. Suppose a function f : S → R is twice-
differentiable and its domain S is an open interval of the real line. Here’s a quick way to check if
f is convex:

f is convex if and only if f ′′(x) ≥ 0 for all x ∈ S.

Use this to show that f(x) = − log x is convex.

(b) Jensen’s inequality says that Eφ(X) ≥ φ(EX) for any convex function φ and random variable X.
Use this fact to prove that the KL divergence between any two distributions is non-negative.

2. Differential entropy. In class we only talked about entropies of discrete distributions. For a continuous
density p, the corresponding notion is the differential entropy h(p), which is defined as follows:

h(p) =

∫
p(x) log

1

p(x)
dx.

(a) What is the differential entropy of the uniform distribution over an interval [a, b]?

(b) From part (a), you can see that differential entropy can sometimes be negative. Is it possible for
discrete entropy (of a distribution defined on a finite set) to be negative?

(c) What is the differential entropy of a normal distribution with mean µ and variance σ2? You can
use the natural logarithm, if you wish.

3. Somebody gives you a six-sided die that you initially assume to be fair: that is, you assume each of
the outcomes S = {1, 2, . . . , 6} occurs with probability 1/6. However, this turns out not to be true.

(a) Upon experimentation you find that

Pr(the outcome is an even number) = 0.6

Pr(the outcome is 1) = 0.3

Find the maximum entropy distribution over S that satisfies these constraints. You should give
explicit values for the probabilities of each of the six outcomes.

(b) Repeat the same problem, for a different set of constraints:

Pr(the outcome is an even number) = 0.5

Pr(the outcome is < 3) = 0.5

4. You are told that an unknown distribution over R has EX = 2 and EX2 = 10. What is the maximum
entropy distribution meeting these constraints?

5. Exponential distribution. For λ > 0, the exponential(λ) is a distribution over R+ with density

p(x) = λe−λx.

(a) Directly compute the mean of an exponential(λ) distribution.

(b) Show that these distributions form an exponential family. What is the log partition function G(θ)
and its domain (the natural parameter space) Θ?

(c) Obtain the result of part (a) by taking the derivative of G(θ).
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6. Multinomial distribution. Let k ≥ 2 and N be positive integers, and let q = (q1, . . . , qk) denote any
probability distribution over k outcomes. The multinomial(N, q) is a distribution over vectors

S = {(x1, . . . , xk) : the xi’s are nonnegative integers that sum to N},

where the probability of a particular x = (x1, . . . , xk) is given by

p(x) =

(
N

x1, . . . , xk

)
qx1
1 qx2

2 · · · q
xk

k .

Here is an interpretation: suppose there are k bins, and we throw N balls into these bins. Each ball is
thrown independently, and the probability that a ball lands in bin i is exactly qi. Then p(x1, . . . , xk)
is the probability that the bins end up with x1, . . . , xk balls, respectively.

Show that for fixed N, k, the multinomial(N, q) distributions constitute an exponential family. Specify
the log partition function G(θ) and the natural parameter space Θ.

7. Uniform distribution. Let pα denote the uniform distribution on [0, α], where α > 0. Consider the
family of uniform distributions {pα : α > 0}.

(a) Given data x1, . . . , xn ∈ R+, what is the maximum likelihood distribution from this family?

(b) Is this an exponential family? Why or why not?

8. Change of variable and random generation. Suppose random variable X ∈ R has distribution p. What
is the distribution of Y = f(X), where f : R → R is a one-to-one (and hence invertible) function? If
X is discrete, then the distribution q of Y is simply

q(y) = p(g(y))

where g : R→ R is the inverse of f . If X is continuous, then a scaling term is also needed:

q(y) = |g′(y)| p(g(y)).

Using these results, characterize the distribution of the variable Y generated as follows:

• Pick U at random from the uniform distribution over [0, 1].

• Set Y = −(lnU)/β, where β > 0 is some fixed parameter.

9. Pythagorean theorem for KL divergence. The simplex of probability distributions over a finite set S is

∆ = {p ∈ R|S| : px ≥ 0,
∑
x∈S

px = 1}.

Suppose π ∈ ∆. Now add in k constraints of the form ETi(x) = bi: these define an affine subspace A
of R|S|. Let p∗ be the information projection of π onto A, that is,

p∗ = arg min
p∈∆∩A

K(p, π).

Show that for any other distribution p that satisfies the constraints (that is, p ∈ ∆ ∩ A), we have
K(p, π) = K(p, p∗) +K(p∗, π). If you draw a picture of π, p, p∗ and A, you will see why this is called
a Pythagorean theorem. Hint: Start by showing that log(p∗(x)/π(x)) has the same expected value
under p and p∗.
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