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Background: 

● Many authors have pointed out that GANs may fail to model the full distribution ("mode 
collapse").

● There are less metrics that can measure how good the generated distribution is.

Previous metrics for measuring quality:

● Inception Score (IS)[1]

● Fréchet Inception Distance (FID)[2]

[1] Improved Techniques for Training GANs, Salimans et al, NIPS2016

[2] GANs Trained by a Two Time-Scale Update Rule Converge to a Local Nash Equilibrium, Heusel et al, NIPS2017



● Inception Score (IS):  Apply pre-trained CNN to every generated image to get the 
conditional label distribution p(y|x). Images that contain meaningful objects should 
have a conditional label distribution p(y|x) with low entropy.

● Fréchet Inception Distance (FID): Apply pre-trained CNN to extract features of the 
generated images and the training datas, assuming generated datas and real datas 
are Gaussian distribution (N(m, C) and N(m_w, C_w)) :

Limitations: 

Both methods rely on pre-trained neural networks, to provide a low-dimensional 
representation of the original and generated samples that can be
compared statistically.

● Pre-trained neural networks may be insensitive to artifacts, if data-augmentation 
tricks are used during training.

● Data domain may be different.



Contributions:
1. A simple method to evaluate generative models (NDB score: 

Number of statistically-Different Bins).

2. Some experiments that comparing the performance of GANs 
and GMMs.

A toy example in R^2

The training data is first grouped into 30 clusters.

The entire space is partitioned into Voronoi cells, the boundary is the points which have 
more than one minimal distance.



How to measure similarity of two distribution p and q?

For each cell, let Np and Nq be the number of samples come from 
distribution p and distribution q, P is the proportion that falls into the cell in 
the joined sets, Pp and Pq are the proportions from each distribution that 
fall into the cell, then:

Number of statistically-Different Bins (NDB): the average of the Z scores of all the 
Voronoi cells.

NDB v.s. Inception Score



On training GMMs:  Mixture of Factor Analyzers

How GMM works

We can use many single Gaussian models to 
approximate a complicated distribution, here we 
have:
                f = 1.3*N0+1.7*N1+1.2*N2 

We can also use many single Gaussian 
models to approximate the real data 
distribution, where each Gaussian model is 
defined as:



Optimization details:

During training we maximize the log-likelihood to generate realistic images (approximate the real 
distribution of the data).

During testing:

z1 and z2 are two noise inputs and ci is a one-hot random variable drawn from a multinomial distribution 
controlled by the mixing coefficients π. 



Experiments:

Dataset:  CelebA, SVHN, MNIST

Results generated by GMM:

Mode collapse of GANs:



Quantitative results

Visualization of parameters:



Continuity in the latent space

                is equivalent to set        to be 1, and other       to be 0.

If we have a continuous feature space, then every Z vector should be meaningful.

Other interesting experiments:



Outlier detection:

Substitute the data term, outliers get lower 
log-likelihood.

Image inpainting:

Step 1: find the component with maximal conditional probability

We need to reduce all component mean and scale 
matrices to the scope of the observed variables.



Step 2: calculate the posterior probability P (z|x)

The posterior probability is by itself a Gaussian, we can estimate 
latent vector Z as the mean (that is set epsilon to be 0).

Last step: image generation using the original full model

*Note that we can also sample vector Z to produce other possible reconstructions 
(diverse outputs). 

Find the most likely component Calculate Z vector Reconstruct full image

Image inpainting



Z vector

Demo:

Thank you!


