
Question 1 (School Age, 10 points). Wingra School has 100 students from Kindergarten through 8th grade
and a total of 10 teachers.

For each question, select the most accurate answer.

(a) Which is most likely to describe the distribution of ages of the students? [2 points]

(A) Unimodal

(B) Bimodal

(C) Uniform - We would expect that the students are roughly evenly distributed across grades.

(D) Skewed Right

(b) If the teachers are added to the distribution, this will have the biggest impact on which statistic of the
ages of the people involved?[2 points]

(A) The mean

(B) The median

(C) The range The range is almost entirely dependant upon outliers, which these teachers are.

(D) The standard deviation

(c) With the teachers included, how would you expect the mean age and median age to compare to each
other?[2 points]

(A) The mean age will be larger than the median age The teachers have much larger ages than
the students and will increase the mean age substantially more than the median.

(B) They will be about the same

(C) The median age will be larger than the mean age

(d) Someone computes the correlation between student age and student height. Which range is mostly likely
to contain the correlation?[2 points]

(A) -1 to -0.1

(B) -0.1 to 0.1

(C) 0.1 to 0.9 We expect there to be a notable positive correlation, but with enough variance that it
will not be near 1.

(D) 0.9 to 2

(e) Which of the following pairs of variables would you expect to have the largest correlation? [2 points]

(A) The age vs. height of the students

(B) The age vs. height of all people at the school

(C) The age vs. height of a given student measured once per year kindergarten through
8th grade Looking across students will add more noise than considering a single student. Teachers
will have lower correlation since they stop growing approximately half way through the age range.

(D) The age vs. height of a teacher measured once per year for each of the first 30 years of their life
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Question 2 (Distribution Models, 10 points). For each of the following situations, which of the following
probability distributions best models the random variable in question:

(A) Binomial

(B) Poisson

(C) Geometric

(D) Exponential

(E) Uniform

(F) Normal

(a) Going for your morning run, the number of other runners that you pass (assume your runs are always
the same length). [2 points]
(B) Poisson - Meeting other runners is a random process that takes place over continuous time. The
count of total number should be well modelled by a poisson random variable.

(b) The weight of a randomly chosen adult elephant. [2 points]
(F) Normal - The weight of an elephant is the combined effect of many somewhat independent small
factors. We can expect that the normal model is a decent approximation.

(c) The number of days until it next rains in San Diego. [2 points]
(C) Geometric - This is a waiting time for the next event in a discrete process where events are nearly
independent. The geometric distribution should be a good model.

(d) The time between consecutive cars entering a given parking lot. [2 points]
(D) Exponential - This is a waiting time for a continuous process, which should be modelled by an
exponential.

(e) The number of students in a given class of size 20 whose last name starts with a letter in the first half
of the alphabet. [2 points]
(A) Binomial - Each of the students independently has some probability p of having last name in the
appropriate range. The total count should be approximately binomial.
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Question 3 (Sampling and Inference Multiple Choice, 10 points). For each question, select the most accurate
answer.

(a) Which of the following is an example of a Type II error? [2 points]

(A) A court convicts the defendant even though they are innocent.

(B) The actual value for the money saved by a new procedure lies outside of the computed confidence
interval.

(C) A study incorrectly claims to have discovered a new psychological difference between men and women.

(D) A drug trial fails to prove the effectiveness of their drug despite it working. - This fails
to reject a null hypothesis when it should.

(b) Which of the following leads to increased power in a statistical test? [2 points]

(A) Larger sample size

(B) Smaller critical value

(C) Larger effect size

(D) All of the above

(c) A philanthropic organization wants to better understand the livestock raised by families in certain regions
of Africa. The send researchers to 300 villages and in each measure the weights of 20 randomly selected
cattle. This is most like an example of which experimental design? [2 points]

(A) Simple random sample

(B) Stratified random sample

(C) Cluster sampling - They pick a number of random clusters (villages) and take several samples
from each cluster.

(D) Voluntary sampling

(d) The researchers in the previous question compute a 90% confidence interval for the average weight of
these cows of 1340 pounds to 1380 pounds. What does this mean? [2 points]

(A) If this survey were run again, there’s a 90% probability that the average weight of cows in the region
would lie between 1340 pounds and 1380 pounds.

(B) If this survey were run again, there’s a 90% probability that the range computed would
contain the actual average weight of the cows in the region.

(C) In 90% of villages the average weight of a cow is between 1340 pounds and 1380 pounds.

(D) In the region sampled, 90% of cows weight between 1340 pounds and 1380 pounds.

(e) A pollster is trying to estimate the fraction of people supporting a given policy position. Their first
attempt left a confidence interval that was too wide. Which of the following techniques would allow then
to halve the size of their confidence interval? [2 points]

(A) Double the sample size.

(B) Quadruple the sample size. - Multiplying the sample size by 4 should decrease the margin by a
factor of 2 =

√
4.

(C) Halve the confidence level.

(D) Double the confidence level.
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Question 4 (Test Usage, 10 points). For each of the following situations, determine which of the following
tests (or corresponding confidence interval computation) is most appropriate to use.

(A) p-test

(B) z-test

(C) t-test

(D) 2-sample t test

(E) paired t-test

(F) Chi-squared goodness of fit test

(G) Chi-squared test of homogeneity

(H) Chi-squared test of independence

(a) A dice maker wants to test if their new design is fair. The roll the die 1000 times and tabulate the
results. [2 points]
(F) Chi-squared goodness of fit test - You are trying to test of the distribution of values is a given
one.

(b) A person wants to measure the average time that it takes them to walk to work using a given route.
They measure the time that it takes walking to work on 30 consecutive days. They also know that almost
all of the day-to-day variation is due to time spent at traffic lights leading to a standard deviation of 3
minutes. [2 points]
(B) z-test - They want to estimate the population mean in a circumstance where the standard deviation
is known.

(c) Someone wants to measure whether classes taken in the sophomore year are generally more difficult than
those taken freshman year. They find 100 students and compare the GPAs from their freshman classes
to the GPAs from their sophomore classes. [2 points]
(E) Paired t-test - They are comparing paired samples of freshman GPAs and sophomore GPAs.

(d) A political scientist wants to determine if men and women have similar political leanings. They survey
100 men and 100 women and ask if they identify as Democratic, Republican, or Independent. [2 points]
(G) Chi-squared test of homogeneity - They want to determine whether two populations come in
the same proportion.

(e) An epidemiologist wants to estimate the fraction of people with a given disease, so they randomly sample
1000 people and test them for it and record the results. [2 points]
(A) p-test - They are trying to estimate a proportion.
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Question 5 (Lifespan vs. Weight, 10 points). A study looked at many different animal species, trying
to measure the impact of average weight of a species on average lifespan. They obtained a least squares
regression given by

̂log(lifespan in years) = 0.970 + 0.191 log(weight in grams)

where both logarithms are base 10. The standard deviation of log(weight) in their data set was 2 and the
standard deviation of log(lifespan) was 0.5.

(a) What is the correlation between log(weight) and log(lifespan)? [4 points]
The linear term (0.191) is given by rsy/sx. Therefore,

r = 0.191sx/sy = (0.191)(2)/(0.5) = 0.764.

(b) Average human weight is about 100, 000 grams. What does this model predict for average human lifespan?
[4 points]
log(weight in grams) = 5. Plugging this into our regression equation we estimate

̂log(lifespan in years) = 0.970 + 0.191 · 5 = 1.925.

Thus, our estimate of average lifespan in years is

101.925 = 84.14.

(c) In this model, if animal A weights twice as much as animal B, roughly how many times longer would
you expect A to live? [2 points]
If A weighs twice as much, log(weight A) = log(weight B)+log(2). Therefore, the estimate of log(lifespan A)
is larger than the estimate of log(lifespan A) by 0.191 log(2) = 0.0574. This corresponds to having a lifes-
pan longer by a factor of 100.0574 = 1.141.
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Question 6 (Dice Probabilities, 10 points). Two dice are rolled. Let A be the event that at least one of the
dice rolls a 1. Let B be the event that the sum of the die rolls is a 6.

(a) What is the probability of A? [3 points]
By the generalized addition rule this is

P (first die rolls a 1) + P (second die rolls a 1)− P (both dice roll 1s) = 1/6 + 1/6− 1/36 = 11/36.

(b) What is the probability of B? [3 points]
The dice can sum to 6 only if the rolls in order are (1, 5), (2, 4), (3, 3), (4, 2), or (5, 1). Each happens with
probability 1/36, so the final probability is 5/36.

(c) What is the probability of A and B? [3 points]
This happens if and only if the rolls are (1, 5) or (5, 1). Each happens with probability 1/36, so the final
probability is 1/18.

(d) Are these events independent? [1 points]
No. 1/18 6= (5/36)(11/36).
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Question 7 (Random Variable Computations, 10 points). Consider three independent random variables
X,Y, and Z with:

E[X] = 1, Var(X) = 2

E[Y ] = 0, Var(Y ) = 3

E[Z] = 3, Var(Z) = 4.

Compute:

(a) E[5Y ] [2 points]

E[5X] = 5E[X] = 5 · 1 = 5.

(b) E[X + 2Y − Z] [2 points]

E[X + 2Y − Z] = E[X] + E[2Y ]− E[Z] = E[X] + 2E[Y ]− E[Z] = 1 + 2 · 0− 3 = -2.

(c) Var(2Y − Z) [2 points]

Var(2Y − Z) = Var(2Y ) + Var(Z) = 4Var(Y ) + Var(Z) = 4 · 3 + 4 = 16.

(d) Var(X1 +X2 +X3) (the sum of three independent copies of X)[2 points]

Var(X1 +X2 +X3) = Var(X1) + Var(X2) + Var(X3) = Var(X) + Var(X) + Var(X) = 2 + 2 + 2 = 6.

(e) Var(X +X) (the sum of two identical copies of X) [2 points]

Var(X +X) = Var(2X) = 4Var(X) = 4 · 2 = 8.
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Question 8 (Multiple Hypothesis Testing, 10 points). Some scientists are trying to identify genes that con-
tribute to heart disease. They expect that only 1% of the genes under consideration actually have an impact.
They run tests at significance level α = 5% and power 99% to test each gene for having an effect. What
fraction of the genes that pass their test (rejecting the null hypothesis of no effect) actually have an impact
on heart disease?

Let A be the event that a random gene has an impact and B the event that the null hypothesis is rejected
for that gene. We want to compute P (A|B). By Bayes’ Theorem this is:

P (A|B) =
P (A)P (B|A)

P (A)P (B|A) + P (not A)P (B|not A)
.

Now we have that P (A) = 1%, so P (not A) = 99%. We have that P (B|A) is the probability that we reject
the null hypothesis when it is false, which is the power of our test, or 99%. On the other hand P (B|not A)
is the probability that we reject the null hypothesis when it is true (a type I error), which has probability
α = 5%. This the final probability is

(0.01)(0.99)

(0.01)(0.99) + (0.99)(0.05)
= 1/6.
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Question 9 (Cow Testing, 10 points). A rancher is testing out a new cattle feed to determine if it is worth
the extra price. In doing so he takes a sample of 20 cows using the old feed and finds they have an average
weight of 1550 pounds with a standard deviation of 100 pounds, and a sample of 5 cows which he gives the
new feed and finds an average weight of 1700 pounds with a standard deviation of 100 pounds.

He wishes to use a 2-sample t-test to compute a 95% confidence interval for the difference between the
average weights under the new feed and the old feed.

(a) What is the approximate value of the difference between the means? [2 points]

This is the difference of the sample means: 1700− 1550 = 150.

(b) What is the standard error for this value? [4 points]
The standard error is given by

SE =

√
s21
n1

+
s22
n2

=

√
1002

20
+

1002

5
=
√

500 + 2000 =
√

2500 = 50.

(c) What is the appropriate critical value? [2 points]
We are using a t-distribution with min(20 − 1, 5 − 1) = 4 degrees of freedom. The critical value for a
two-sided 95% confidence interval is 2.776.

(d) What is the final confidence interval? [2 points]
The confidence interval is

150± 2.776 · 50 = [11.2, 288.8].
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Question 10 (Card Type Testing, 10 points). A collectable card game, has a particular card that comes in
three varieties: red, blue, and green. The publisher claims that these cards come in ratios 50% : 30% : 20%
red:blue:green, however you are skeptical. You collect 40 random copies of this card (out of thousands in
circulation) and count 11 red, 17 blue, and 12 green cards.

You want to apply a χ2 goodness of fit test on the publisher’s claims.

(a) Are the assumptions necessary for a χ2 test satisfied? [2 points]
The samples are random. The expected number of copies of each type are 20, 12 and 8. The last of these
is not at least 10, so the standard assumptions are not satisfied.

(b) Regardless of the answer to (a), what is the χ2 test statistic? [6 points]
The expected numbers are 20, 12, and 8. The statistic is the sum of (Obsi − Expi)2/Expi. This is

(11− 20)2

20
+

(17− 12)2

12
+

(12− 8)2

8
=

81

20
+

25

12
+

16

8
= 8.133.

(c) What are the critical values for α = 0.05 and α = 0.01? Can you conclude that the publisher is lying at
these significance levels? [2 points]
The critical values for a χ2 distribution with 2 degrees of freedom are 5.991 and 9.210. So we can
reject at the 5% significance level, but not the 1% significance level.
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