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9.1 Last time

Let A be a collection of sets.
We define SA(n) = sup|s|=n #{A ∩ S : A ∈ A}, V C − dim(A) = max{d : SA(d) = 2d}.
If V C − dim(A) = d, then for any n, SA(n) ≤

∑d
i=0

(
n
i

)
.

Theorem 9.1 If V C−dim(A) = d, p̂ is the empirical distribution of p based on N > c · d
ε2 samples (c large

enough), then whp |p̂− p|A < ε.

Recall that we proved a weaker version of this using a slightly larger value of N with a log factor from union
bound. We showed this via a double sampling argument wherein we argue that whp |p̂ − p|A < ε ⇐⇒
|p̂ − p̂′|A < ε where p̂ and p̂′ are independent empirical distributions. We can think of this as instead of
sampling twice, we pick 2n samples and randomize which samples came from p̂ and p̂′. As SA(n) is small,
there are few ways A could intersect these samples. So, for each of these sets, we showed that things work
out. We need probability high enough for union bound to work out.

9.2 Proving the stronger version of the theorem

9.2.1 Intuition

We want to prove the above theorem without the log factors. If we do union bound naively, then we would
require this extra log factor. Looking at this sample of size 2n and all of its intersections with A, there could
be a large number of them but many of them are very close to each other (as in maybe they don’t differ by
many elements). If that happens, one of the sets working makes the nearby sets working out. So, we need
the extra log many samples if the expected number of failures is less than one. However, these failures are
highly correlated, if we have a failure, we will have a bunch of them. So, we could do better for no failures.
Formally, we use the chaining argument to prove this.
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9.2.2 Covering by balls

Proposition 9.2 For X,Y ⊂ S, we define d(x, y) = 1
|S| |X4Y |.

If A ⊂ 2S such that V C − dim(A) = d, then A is covered by
(
1
r

)O(d)
balls of radius r for r < 1

2 .

Proof: Upto constants, the problems of covering these points and packing these separated points are
equivalent. Let S1, · · · , SM be maximal set of elements of A such that d(Si, Sj) ≥ r.
We claim that these points centred at Si of radius r, cover A as otherwise, this would not be a maximal
collection separated by r and we could add in another set. It remains to show that M is small. We do this
by showing that any collection of M sets that pairwise differ by r cannot be too big.
Pick random T ⊂ S such that |T | = m. Consider {Si ∩ T}.

• If m is large enough, whp all Si ∩ T are distinct. When is Si ∩ T 6= Sj ∩ T? This happens if some
element distinguishes the two aka T ∩(Si4Sj) 6= ∅. d(Si, Sj) ≥ r =⇒ Pr(T ∩(Si4Sj)) ≤ (1−r)m. In
particular, if M2(1−r)mM < 1, then ∃T such that Si∩T are distinct. For this, we let m > c · 1r log(M)
where c is a large enough constant.

• If not, then by VC-dimension, M ≤ #{A ∩ T : A ∈ A} <
∑d

i=0

(
m
i

)
≤ O

(
2 + m

d

)d
. If we take m large

enough so that the previous inequality holds, then O
(
2 + 1

r
1
d log(M)

)
≥ M . If M >

(
1
r

)cd
for c large

enough, then O
(
2 + c

r log(r)
)d ≥ ( 1r )cd which is a contradiction.

Hence, M =
(
1
r

)O(d)
.

9.2.3 Double sampling

We pick a1, · · · , aN , b1, · · · , bN and for each i, flip a coin and set ai = xi, bi = yi or ai = yi, bi = xi where we
associate ai with p̂ and bi with p̂′. We care about for each A ∈ A : A∩{a1, · · · , aN , b1, · · · , bN}. Let f(x) = 1A

(1 if x ∈ A and 0 otherwise). We want to show that
∣∣∣∑2N

i=1 f(xi)− f(yi)
∣∣∣ =

∣∣∣∑2N
i=1(f(ai)− f(bi))δi

∣∣∣ < εN

where δ1 = 1 or δi = −1 based on the coin flip above. Let S = {a1, · · · aN , b1, · · · , bN .
We cover S ∩ A with 2O(d) balls of radius 1

2 .

We cover each of the above balls with 2O(2d) balls of radius 1
4 .

We cover each of the above balls with 2O(3d) balls of radius 1
8 .

...
We cover each of the above balls with 2O(d log(N)) balls of radius 1

2N (effectively points at this level).
Let A ∈ A be arbitrary. Then, its in some balls of radius in 1

2 ,
1
4 , · · ·

1
2N until it converges to some point.

Let these balls be Z 1
2
, Z 1

4
, · · · , Z 1

2N
.

1A = (1Z 1
2

) + (1Z 1
4

− 1Z 1
2

) + · · · (1Z 1
2N

− 1Z 1
N

)

We want that for each of these functions in parens,
∣∣∣∑2N

i=1(f(ai)− f(bi))δi

∣∣∣ to be small enough so that even

when we sum over each one of them, the sum is smaller than ε
N . Sets of large radius are less in number and

so, we can make the union bound work whp. There are lots of sets with small radius, say 1Zr
− 1Z r

2
, these

differ on small number of entries and they have small support which we can bound by O(Nr). Hence, we
can bound the difference by O(Nr). So, for this function, the above sum will have most terms as 0 and so,
the sum will have small standard deviation.
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Formally, for each fixed radius, number of such balls of fixed radius is 2O(d log ( 1
r )). The contribution to sum

from these balls is
∣∣∣∑2N

i=1(f(ai)− f(bi))δi

∣∣∣ =
∣∣∣∑O(Nr)

i=1 O(1)δi

∣∣∣(as f is difference of two indicator functions

and has small support). As standard deviation is O(
√
Nr), to union bound across these balls we get that

the max value of this sum is O(
√
Nr)O

(√
d log

(
1
r

))
.

We use Chernoff bounds and union bound for each radius r and for each such ball of radius r, to infer
that whp, every bound holds. So, whp ∀A ∈ A ∩ S : contribution of first term in expansion of 1A (1Z 1

2

) is

≤ O(
√
nd); contribution of second term ((1Z 1

4

− 1Z 1
2

)) is O
(√

nd log(2)√
2

)
, and so on. If all of these hold, then

their sum is O(
√
nd).

Hence, |p̂− p̂′(A)| ≤ O(
√
Nd)

N = O
(

d
N

)
. So, if N > c d

ε2 where c is large enough, then |p̂− p̂′| < ε whp.

9.3 General strategy to learn structured distributions

If you have a structured class of distributions and you want to learn them, then if you can find a collection
of sets A such that the total variation distance between any two elements in the class is approximated by
A distance and it also has small V C − dim, then the empirical distribution approximates the original dis-
tribution A distance and if you can round that to the closest element in the class in A distance, then you
can learn an element in O

(
d
ε2

)
samples. In a lot of cases, this gives the right sample comlexity once you find

such A. However, there is no general way to find such A.

9.4 Learning structured 1 dimensional distributions

However, for 1 dimensional distributions - families of distributions where the structure depends on one di-
mension - like one dimension log concave distributions, mixture of Gaussians in one dimension, piecewise
linear functions in one dimension etc., there is a way that usually works. By usually we mean that in most
practical scenarios, it gives information theoretically optimal answer (upto constants).

9.4.1 Ak metric

We define Ak metric. Let p, q be arbitrary distributions.

|p− q|Ak
= sup

partition of reals into intervals i1, · · · , ik

1

2

k∑
i=1

|p(Ii)− q(Ii)|

This is approximated by |p − q|A where A is the union of k/2 intervals. One way to see this is that Ak

metric is the difference of union of intervals where p has more mass than q and vice versa. We see that
V C − dim(A) = ck where c is some constant (most likely 1). This is because if you have a set and want to
intersect its elements with A, then you can have at most k alternations of element being in the set, not in the
set etc. The A2 distance is also known as the Kolmogorov distance. Generally, limk→∞ |p− q|Ak

= |p− q|tv.
To actually prove that Ak distance approximates total variation distance, we need better argument. One
nice way to phrase this is to use a specific class for which Ak distance is 2.
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9.4.2 t piecewise degree d polynomials

Let p, q be t piecewise degree d polynomial distributions. So, to define p, q, you partition the real line into t
parts and on each piece, you have degree at most d polynomial defining the probability density function on
that piece. So, for each piece, you can pick a different polynomial so long as they are non-negative and their
integration over intervals sums to 1. Note that p(x)− q(x) is 2t piecewise degree d polynomial. As degree d
polynomial can have at most d distinct roots, p(x)− q(x) can ”cross” the real line at most d times on each
piece. So, {x : p(x) ≥ q(x)} is a union of at most 2t(d+1) intervals. So, |p−q|tv = |p−q|Ak

for k ≥ 4t(d+1).

9.4.3 Approximating classes by t piecewise degree d polynomials

Most classes of functions are not t piecewise degree d polynomials. However, most functions can be approx-
imated by it. Let C be a class of distributions and ∀p ∈ C∃q ∈ t piecewise degree d polynomials such that
|p − q|tv < ε. Then, for p, p′ ∈ C, if q and q′ are their approximations in t piecewise degree d polynomials,
then letting k = 4t(d+ 1),

|p− p′|tv ≤ |p− q|tv + |q − q′|tv + |q′ − p′|tv
≤ ε+ |q − q′|Ak

+ ε

≤ 2ε+ |q − p|Ak
+ |p− p′|Ak

+ |p′ − q′|Ak

≤ 2ε+ ε+ |p− p′|Ak
+ ε

≤ 4ε+ |p− p′|Ak

So, everything in this class is approximated by Ak distance. Hence, we can use our old learning algorithm to
learn distributions using O

(
k
ε2

)
samples. Our empirical distribution will approximate the actual distribution

upto error ε under Ak metric and then, if we round it to the nearest element in the class C, the actual error
in total variation distance would still be O(ε).
Hence, as long as we can approximate functions by t piecewise degree d polynomials, we can learn distribu-
tions using our old learner with same sample complexity.

9.4.3.1 K-histograms

We use l-histograms to avoid notational abuse. Here, the probability function is constant in l different pieces.
These are exactly l piecewise degree 0 functions and we need Ak metric with k = 2l as the parameter.

9.4.3.2 Gaussian

We claim that we can approximate arbitrary Gaussian by 3 piecewise degree O
(
log
(
1
ε

))
. Consider the

standard Gaussian e−x
2

. We use Taylor expansion - e−x
2

=
∑∞

n=0
(−x2)n

n! = 1 − x2 + x4

2 −
x6

6 + · · · . We
approximate using terms upto degree O

(
log
(
1
ε

))
with large enough constant c. This approximation gives

an error of poly(ε) so long as x2 < c log
(
1
ε

)
. We argue that in the range

(
−
√
c log

(
1
ε

)
,
√
c log

(
1
ε

))
, we get

poly(ε) approximation, as we have pointwise approximation in that range with poly(ε) error and integrating
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that in the window, we still get poly(ε) error. Outside this range, we approximate by 0 on both ends. Inte-

grating, the error in both tails is at most e
−
(√

c log (1ε)
)2

which by making c large enough, the total amount
of mass in the tails is at most poly(ε).

9.4.3.3 Mixtures of m Gaussians in one dimension

We take m Gaussians, and assign weights w1, · · · , wm where ∀i : wi ≥ 0 and
∑m

i=1 wi = 1. Then, we define
the new distribution by adding up these m Gaussians with weight wi.
We can approximate each component by 3 piecewise degree

(
log
(
1
ε

))
. We take these approximations and

add them with these weights wi. As these wi add up to 1, the sum of the errors in each add up to 1. In
total, require O(m) piecewise degree O

(
log
(
1
ε

))
polynomials. Hence, the k in the Ak distance required to

make this work is O
(
m log

(
1
ε

))
which is close to information theoretically optimal.

9.4.3.4 Log concave distributions

These are an infinite dimensional family and there are not a bounded number of parameters that you can

use to exactly describe them. You can get by with O
(

1√
ε

)
piecewise degree 1 polynomials. Hence, in Ak

distance, we need k = O
(

1√
ε

)
. It gives sample complexity for learning to be ε−

5
2 which is actually optimal.

9.4.4 Generally learning structured 1 dimensional distributions

In structured families, we should not expect an easy general way to learn distributions. In particular, we
could build family that encodes some np hard problem into it and then learning would respect to that
family will be hard. However, if we have Ak distribution or know some that we can approximate family
by t piecewise degree d polynomials, then we can make things work. Right now, we look at the empirical
distribution and somehow pick the closest distribution in the family in the Ak distance. That is not a good
algorithm as the last step is a magic black box.

9.4.5 Eliminating the black box

We have always hoped that given the empirical distribution p̂, we find a close enough distribution that is
t piecewise degree d distribution q such that |p̂ − q|Ak

< ε. We can’t always hope to approximate p̂ by
functions from our family as the family may encode some np hard problem which could be impossible to
approximate well. So, it could still be hard to return an actual element from the family. However, q is close
enough to the actual distribution in the total variation distance. Hence, we now concentrate our efforts into
finding such an approximation.

Problem: Given p̂, find such q.
Special case: t = 1 with support on [0, 1]. We don’t insist on being supported on reals as it won’t have
proper normalization.
Want: q(x) =

∑d
i=0 aix

i such that the following things hold:
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1. ∀x ∈ [0, 1] : q(x) ≥ 0.

2.
∫ 1

0
q(x)dx = 1.

3. For any partition of [0, 1] into intervals I1, · · · , Ik,
∑k

i=1

∣∣∣p̂(Ii)− ∫Ii q(x)dx
∣∣∣ < ε.

Solution:

This is just a linear program on the variables ai for fixed x and fixed partitions.
A linear program is defined by a list of variables and inequalities. If we have an explicity linear program,
then there is a polynomial time algorithm that actually finds a solution to it.
(1) is a linear condition on ai, (2) is a linear condition as integrating polynomials results in another polynomial
which we can express through ai. (3) is not linear but if we mandate that we pick any intervals Ii and a
bunch of signs + or − (to get rid of absolute value), then it becomes linear. Hence, we can solve this using
linear programming. Note that the actual conditions however, are required for all x and for all ways of
partitioning. To fix this, we note that the linear program need not be explicit! In particular, we just need
a seperation oracle. If q does not satisfy these conditions, we need to exhibit a specific violated constraint.
If it violates (2), then its easy to detect and we easily check it. If it violates (1), we can find the x that
minimizes q. Technically, there could be certain numerical issues and so, we are actually approximate q or
add some tiny constant to it. So, at the minima, we check if we are getting a minimum value. The real issue
is with (3). We would like to actually compute (or approximate) the Ak distance. We can actually do this!
First step would be to discretize. So, we assume that Ii have endpoints on samples from p̂. Then, we use
dynamic programming to solve this!


