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8.1 Overview

8.1.1 Last Time

• Learning structured continuous distributions.

• Coverings.

• Tournament method.

• Double sampling argument.

8.1.2 Today

• Another approach to learning structured continuous distributions:

• VC-dimension.

8.2 Lecture Notes

8.2.1 Preliminaries from Last Time

Recall from the previous lecture that for some collection of sets A, we define the A-distance:

Definition 8.1 A-distance:
‖p− q‖A = sup

A∈A

|p(A) − q(A)|

Note: It is easier to learn an unknown distribution from a known structured class C of distributions under
dA than under dTV, by carefully picking A such that it efficiently distinguishes distributions in our class C

while also being somewhat nice to work with. For example, for C taken to be Gaussians in Rn, we might
take A to be the set of half-spaces over Rn. Note that if we take A to be all sets, we recover the total
variational distance.

We also showed the following lemma:

Lemma 8.2 Let p̂ and p̂ ′ be two empirical distributions estimated from independent two sets of samples
from p. Then if and only if ‖p̂− p‖A is small w.h.p., ‖p̂− p̂ ′‖A is small w.h.p.

Caveat: while you do lose a little bit going back and forth, it is iff up to constants in error.
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8.2.2 Preliminaries

We want to show that ‖p̂− p̂ ′‖A is small. Put another way, we want to show w.h.p. that if we take two sets
of samples x1 . . . xn ∼ p and y1 . . . yn ∼ p, i.i.d. then for all A ∈ A it is the case that:

∣∣∣∣#x’s in A− #y’s in A

N

∣∣∣∣ < ε (8.1)

One of the keys ideas in this approach is that if we just pick a bunch of x’s and a bunch of y’s, things are
complicated, as we have to worry about interactions between each A and p. To avoid this, we make use of
a “counting in two different ways” style argument.

All that really matters is that the x’s and y’s come from the same distribution p. Instead of just picking x’s
and y’s, we instead pick N pairs (ai, bi). For each pair, we flip a coin.

If the coin lands heads, we let xi = ai and yi = bi. If the coin lands tails, we let xi = bi and yi = ai.

This is very convenient for us: by this process, we no longer have to care that we are drawing from an
underlying distribution p, but instead only about N coin flips. Let δi = 1A(xi) − 1A(yi).

#x’s in A− #y’s in A =

N∑
i=1

δi (8.2)

Note that δi is either 0, or it is±1 with 50/50 distribution. Regardless ofA, this implies that #x’s in A− #y’s in A
is binomially distributed. Then if N� log(1/δ)/ε2, (8.1) holds with probability at worst 1− δ.

Note: This is essentially a different way of picking an equivalent sequence of x’s and y’s. However, this
construction is more readily analyzable because analyzing it does not require any knowledge about p, which
makes the following analysis possible and nice.

Our intended approach is to do a union bound over all sets A ∈ A. Before, even for very nice classes A a
union bound was impractical because we were still taking a union over infinite possible A’s.

However, in this case the situation is simpler, as we only need to care about the intersectionA ∩ {x1 . . . xn, y1 . . . yn}.
By taking this approach, we do not need to worry about infinite A’s, but only our finite set of samples.

8.2.3 Shatterings of Sets

Definition 8.3 Shattering of a set:
Given a set S and a class A, we say that A shatters S if for all subsets a ⊂ A, there exists C ∈ C such
that a = C ∩ A. (Note: this definition wasn’t included in lecture but it was mentioned repeatedly and the
definition makes this easier to refer back to later.)

Put another way, S is shattered by A if {A ∩ S | A ∈ A} = 2|S|.

Definition 8.4 SA(N), the N-th shattering coefficient of a set S by a class A:
For an unknown set S of size N, we define the N-th shattering coefficient of A by S as:

SA(N) = max
|S|=N, S∈Set

#{A ∩ S | A ∈ A} (8.3)
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Our hope is that SA(N) is much smaller than 2N, making a union bound tighter and more tractable. For
example if A = {[x,∞) ∈ R} (set of all threshold functions), then S = S1 ⊂ . . . ⊂ SN and SA(N) = N+ 1.

To apply our union bound, we need only to apply a union bound over sets of size SA(N). Furthermore, if:

N� log(SA(N)

ε2
(8.4)

...then we can union bound, and ‖p̂ − p̂ ′‖A < ε and therefore ‖p̂ − p‖A < ε (within constant error terms,
and with high probability).

8.2.4 VC-dimension

So, how big is SA(N)? In theory SA(N) could be as large as 2N, in which case in our bound we have log(2N)
and the bound collapses to N� N/ε2, which is impossible.

So we have that this can’t work for arbitrary classes A. But we would like to show that for ”nice” classes
A, we can make this work. We define this ”niceness” as the VC-dimension.

Definition 8.5 VC-dimension:

VC-dim(A) = max
N

{
N | SA(N) = 2N

}
Note: If the VC-dimension of A is finite, then our learning problem is at least possible. Furthermore if it
is finite, then the VC-dimension quantifies the hardness of our problem.

Proposition 8.6 If VC-dim(A) = d, then SA(N) 6
∑d

i=0

(
N
i

)
≈ Nd.

By this proposition, if we want N� logNd/ε2, we can do that. So, we are justified in a choice such as:

N� d log (d/ε)

ε2
(8.5)

Note: It will later (in Lecture 9) be shown that the log term can be safely ignored.

So, if we choose A with reasonable small VC-dimension, then we can learn p in dA in reasonable time.
However, if d is large, it can still be very hard. If d = VC-dimA, then there must exist a subset T of size d
such that the intersection T ∩ A could be any subset. In this case, for p and q supported on T , the A metric
collapses to the total-variation metric. This means that if the VC-dimension is d and we need ‖p − p̂‖A to
be small, we need N� d/ε2.

In summary: VC-dimension (nearly) characterizes how hard it is to learn our distribution p with respect to
this A metric.

In addition, this bound is tight, which can be shown by taking A = {sets of size 6 d}. The proof of this
proposition works by essentially reducing the proposition to this case. However before we can show that, we
need some definitions and lemmas.

There is a nice transform we can perform that doesn’t change VC-dimension, or at worst doesn’t increase
it. The goal is to transform our collection A into the set {sets of size 6 d}.
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Definition 8.7 Intersection of Sets and Classes of Sets. For a set S and a class C:

S ∩ C = {S ∩ C | C ∈ C}

Definition 8.8 Falldown Transformation. For each x ∈ S, we define:

Fx(A) = {A ∈ A | x /∈ A}
∪ {A ∈ A | x ∈ A ∧ A− {x} ∈ A}

∪ {A− {x}, A ∈ A}

Intuition: This transformation can be understood as ”applying gravity”. If we think of these sets as
sequences of 0’s and 1’s, this transformation wants to replace a 1 in the x-coordinate with a 0, but if there
is already a 0 there, you can’t (the x-slot is ”full”).

Another way to look at this transformation is to imagine it, for a given class A, defining a mapping over
sets: Fx,A : Set 7→ Set such that

Fx,A(A) =

{
A− {x} iff x ∈ A and A− {x} /∈ A

A otherwise
(8.6)

We have two important lemmas with respect to this definition. Intuitively: while this transformation does
change A, it preserves several properties that we care about, which allows us to make use of it in our proof
of Proposition 8.6.

Lemma 8.9 |Fx(A)| = |A|

Proof Idea: If we had some x where we had a 1, but no 0 it just ”falls down”. If we only have a 0, or a 0
and 1, nothing happens. So this transformation does not ever change the number of elements.

Lemma 8.10 VC-dim(A) 6 d =⇒ VC-dim Fx(A) 6 d

Proof: We need to show that for some T such that |T | > d, it is the case that |T ∩ Fx(A)| < 2|T |. This is
already the case for A before the transformation, but we would like to show that this is preserved by the
falldown transformation.

We consider two cases:

If x /∈ T , then {T ∩ Fx(A)} = {T ∩ A}.

If x ∈ T , then perhaps there exists some H = T ∩ Fx,A(A) for some A ∈ A but such that H is not an
intersection of T with any element of the original class A. This could only occur if x ∈ A (so it was a 1) and
it fell down under Fx.

This is only a concern if H ∪ {x} = T ∩ Fx,A(A
′), which could only happen if A ′ and A ′ − {x} were both

in A. But if they were both in A, then it must be the case that H = T ∩ (A ′ − {x}) which contradicts the
assumption that H could not have been written as an intersection.

Now we can return to proving Proposition 8.6.

Proof: (of Proposition 8.6)
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Take A, and apply Fx1
. . . Fxn

for {x1 . . . xn} in A until there is no further change. Then, our resulting class
(which we will also call A) is now closed under taking subsets, which in turn implies that all sets in A must
have size at most d, as all sets in A have been shattered and all of their subsets are also in A.

No set of size more than d can be in A, and A ⊂ {sets of size d}.

Therefore, |A| 6
∑d

i=0

(
N
i

)
.

8.2.5 Learning Distributions (or, “why is any of this useful, again?”)

Example: C = N(µ, I) ⊂ Rd.

Take A = {half-spaces}. Further, recall that we know dTV(p, q) = ‖p− q‖A for p, q ∈ A.

Claim 8.11 VC-dim(A) = d+ 1 when A is the class of all half-spaces for Rd.

Proof: That VC-dim(A) > d + 1 is straightforward. Given a simplex with d + 1 vertices, you can always
pick a half-space that splits these vertices in any way you like.

However, we also need to show that VC-dim(A) < d + 2, i.e. any set of size d + 2 is not fully shattered by
our A (which consists of half-spaces). We proceed by contradiction.

Consider any d+ 2 points in Rd. Given any such collection of points, there is some linear affine dependence
between these points. That is, you can split the points up into some x’s and some y’s such that

∑
αixi =∑

βiyi for some non-negative constants αi’s and βi’s such that
∑
αi = 1 and

∑
βi = 1.

Or equivalently, you can split these d+ 2 points into two sets, such that their convex hulls intersect. To see
this, consider all points (pi, 1) ∈ Rd+1. There are d + 2 points in d + 1 dimensions, so therefore there is a
linear dependence:

∑
γi(pi, 1) = 0

Which yields in our case that:

∑
αi(xi, 1) =

∑
βi(xi, 1)

And therefore, component-wise,
∑
αixi =

∑
βiyi and

∑
αi =

∑
βi = 1 (under renormalization) and we

have an affine linear dependence.

Therefore, there cannot exist a half-space where all of the x’s are on one side and all of the y’s are on the
other, as that can’t possibly be the case if their convex hulls intersect.

If we assume we have N = O(d/ε2) samples (this is assuming the improvement by eliminating the log term
mentioned before), then w.h.p. ‖p̂− p‖A < ε. Note: this does not mean that p̂ is actually close to p under
dTV.

So, instead, we pick some p̃ ∈ C such that ‖p̃ − p̂‖A as small as possible (< ε). Note: this step is actually
very hard computationally.

Then because p and p̃ are both in C (so their A-distance is equal to their total variational distance), and by
the triangle inequality:
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dTV(p− p̃) = ‖p− p̃‖A
6 ‖p− p̂‖A + ‖p̃− p̂‖A
< 2ε

We can generalize this a little bit. Let C be some class and A be an appropriate choice for the chosen C with
VC-dim(A) 6 d. Then for p, q ∈ C we need it to be the case that dTV(p, q) = O(‖p− q‖A) + ε.

Then with N = O(d/ε2), this approach works:

1. Find an empirical approximation p̂.

2. Find some p̃ in C such that ‖p̃− p̂‖A < ε.

3. Then ‖p̃− p‖A < 2ε.

4. And then in particular dTV(p̃− p) = O(ε).

This approach gives us nearly-optimal sample complexity, however it is not in general computationally
feasible. In particular, finding a p̃ is very hard. Furthermore, it is not even obvious how to compute
A-distance, even for two explicit distributions in a very nice class A such as half-spaces.

8.2.6 Next time: getting rid of the log term.

In order to guarantee ‖p̂− p‖A < ε, we needed N� log(SA(2N))
e2 .

Using the VC-dimension argument, we found that:

log(SA(2N))

e2
6

log
(
(2+N/d)d

)
ε

(8.7)

Therefore, it suffices to take:

N� d log 1/ε

ε2
(8.8)

However, the log term is not actually necessary, and we can achieve a sample complexity of N� d/ε2.

Theorem 8.12 If A has VC-dimension d, and p is any probability distribution, and N � d/ε2 (with a
large enough constant). Then, ‖p̂− p‖A < ε w.h.p.

The full proof of this theorem can be found in the notes for Lecture 9.


