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1 Overview

Previously... Last time, we continued our discussion of the robust parameter estimation problem. For
a distribution D over Rd, there’s a finite sample set S ⊆ Rd and we have access to an ε-corrupted copy
T ⊆ Rd of S in the sense that |T\S| = ε|S|. In general, we’d like to efficiently (in running time and sample
complexity) estimate parameters, such as moments, of D from T . We emphasize that the requirement on
T is quite weak since an adversary can look at S and then corrupt an ε-fraction in some arbitrary way.

Given the condition of stability, we were able to construct provable, polynomial-time algorithms for
estimating the mean µ ∈ Rd of D. Recall that stability is defined as follows:

Definition 1 ((ε, δ)-stability). A set S ⊆ Rn is (ε, δ)-stable with respect to a distribution D over Rn
with mean vector µD ∈ Rn if for any T ⊆ S with |T | ≥ (1− ε)|S| and any unit vector v ∈ Rn,

1. |Ex∼T [〈v, x− µD〉]| ≤ δ, and

2. |Ex∼T [〈v, x− µD〉2]− 1| ≤ δ2

ε .

The central claim that allows us to perform mean estimation from the assumption of stability is the
following:

Lemma 2 (Stability, small eigenvalues imply approximate and true means are close). Let S ⊆ Rn be an
(ε, δ)-stable set with respect to D for δ ≥ ε > 0. Let T be an ε-corrupted version of S. With µT and ΣT

denoting the empirical mean and covariance of T respectively, if the largest eigenvalue of ΣT is at most
1 + λ for some λ ≥ 0, then

‖µD − µT ‖2 ≤ O(δ +
√
ελ)

The proof was presented in an earlier lecture.
The first algorithm we saw for robust mean estimation was based on convex programming. We

essentially minimize the maximum eigenvalue of the covariance matrix of distributions over T with min-
entropy at least (1− ε) log |T |, a key ingredient of which is simulating separation oracles using violations
of the covariance condition.1 A problem inherent to algorithms using convex programming is that the
exponent in the polynomial run-time is large enough so as to reduce its practicality.

We turned our attention filtering-based algorithms, which perform outlier removal based on the eigen-
values of the empirical covariance matrix followed by an empirical mean estimation on the inliers (that
is, the samples which aren’t the outliers). The benefit of the filtering-based algorithm is that it obtains a
more efficient run-time the the convex programming approach and is also quite simple to describe. One
drawback was that we only provided an analysis of the filtering algorithm where we additional assumed
that S has Gaussian tails in each direction.

1This also requires the simple observation that stability and the associated lemma can be extended to distributions.
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Plan for today/next lecture. The plan for this lecture (and the following lecture) is to remove the
assumption that S has Gaussian tails from our filtering algorithm. First we’ll review the analysis of
the filtering algorithm. Then we’ll consider randomized choices of filters and formulate a generic way of
producing them.

2 Reviewing the analysis of filtering

Filtering algorithm: Given T which an ε-corrupted copy of a stable set S (wrt D), we repeat the
following until the maximum of eigenvalue of T ’s covariance matrix is less than 1 + 10δ2/ε.

1. Let v be the (unit) eigenvector corresponding the maximum eigenvalue of ΣT .

2. Remove points x from T for which |〈v, x− µT 〉| is ‘too large’.

The specifics of ‘too large’ will rely on the our assumption that S satisfies strong tail bounds, and is
detailed in the previous lecture notes. The important piece of information for now is that the set T ′ of
points for which |〈v, x − µT 〉| is not too large has the property that |T ′4S| ≤ |T4S| where 4 denotes
symmetric difference. This means that by replacing T ′ with T at each step, we always remove at least as
many outliers as inliers.

Since |T4S| ≤ ε|S| (by assumption) and the sequence |Ti4S| is non-increasing where Ti is the set
examined by the algorithm at the ith iteration (so T = T1), we know |Tfinal4S| ≤ ε|S|. Moreover, we
know the maximum eigenvalue of Tfinal’s covariance matrix is at most 1 + 10δ2/ε. These two properties
together ensure, by the stability lemma from before, that ‖µTfinal

− µD‖2 ≤ O(δ).

How can we remove the tail-bound assumption? Note that if v is the eigenvector whose corre-
sponding eigenvalue is at least 1 + λ then |

∑
x∈T 〈v, x− µD〉2| ≥ |T |(1 + λ).

We can re-write this as∑
x∈T
〈v, x− µD〉2 = |T |

∫ ∞
t0=0

2tPr[〈v, x− µD〉 > t]dt.

When D satisfies strong tail bounds, we can bound the probability on the inside to bound the contribution
of outliers to this sum. If we only assume bounded covariance, the best we can do is obtain Chebyshev-like
tail bounds which might not even guarantee convergence of the integral on the right.

3 Turning towards randomized choices of filters

Our approach will be to produce a sequence of random variables T0 := T, T1, T2, ... so that E[|Ti4S|] ≤
|Ti−14S| which we will use as our filters. Such a sequence is a super-martingale which means we can use
the ‘optional stopping theorem’ for super-martingales. Recall a stopping time τ is random variable over
N produced by a ‘stopping rule’ which is a rule that decides when to stop based only on the value of the
observed random variables in the martingale so far.

Lemma 3. For any stopping time τ , we have E|Tτ4S| ≤ |T04S| where T0 := T is the initial value (which
in our case is deterministic).

This suffices to prove that the entire sequence of random variables is bounded with constant proba-
bility:
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Lemma 4. Let Ti is the set produced on the ith step of the algorithm. With probability 2/3, it holds
that |Ti4S| ≤ 3|T04S| for every i over the course the filtering algorithm’s execution.

Proof. Pick the stopping time to be the first τ for which |Tτ4S| > 3|T04S|. Then E|Tτ4S| ≤ |T04S|
by the previous lemma and so by Markov is at most 3|T04S| with probability at least 2/3. �

The conclusion is that with probability 2/3, we have |Ti4S| ≤ 3ε|S| throughout the entire execution of
the algorithm. In particular, since our algorithm terminates when the covariance matrix of Ti as bounded
eigenvalue, this implies that the empirical mean of the final set Tτ is a good estimator of the mean of D,
by applying the stability lemma.

Having formulated stipulation which would result in a correct algorithm, how should we go about
constructing such a sequence of random variables? The idea will be to construct a function f : Rn → R
so that ∑

x∈T
f(x) ≥ 2

∑
x∈S∩T

f(x)

and then throw out points in T with probability f(x)/maxx∈T f(x). It turns out that there is a generic
way of achieving this called the ‘universal filter’, and that will be the topic of the next lecture.

After this, we all go to Clement Canonne’s talk on uniformity testing over {−1, 1}n in
Θ(
√
n/ε2) samples using ‘conditional sub-cube’ sampling

4 Uniformity testing with subcube conditional sampling (notes on a
talk by Clement Canonne)

The results explained in this section are contained in the paper Random Restrictions of High-Dimensional
Distributions and Uniformity Testing with Subcube Conditioning by Canonne, Chen, Kamath, Levi &
Waingarten.

The problem of interest is uniformity testing over the hypercube {−1, 1}n. Recall that this problem
asks us to distinguish between the case where a distribution p is uniform or if it’s ε-far in total variation
from uniform. We discussed this problem earlier in the quarter and saw that, over a universe of size [N ],
the problem requires Θ(

√
N/ε2) samples when given normal sample access to D. Over the hypercube we

have N = 2n which is restrictive.
Clement considers the uniformity testing problem in a more powerful sampling model. Let S ⊆ [n]

be a subset of the co-ordinates and x ∈ {0, 1}S be a string over this subset. Then the sub-cube induced
by x is the set C(x) = {y ∈ {−1, 1}n : yS = x} where yS is the restriction of y to the co-ordinates in
S. The sampling model allows one to make conditional samples: you can pick an S and an x and then
sample from the conditional distribution p|C(x). Each such sample has unit cost. Call this the ‘subcube
conditioning sample model’. In this model, the authors show that one can improve exponentially on the
lower bound for uniformity testing in the standard model:

Theorem 5. Uniformity testing on {−1, 1}n has query complexity Õ(
√
n/ε2) in the subcube conditioning

sample model.

This is tight, because there is an Ω(
√
n/ε2) lower for testing uniformity on product distributions over

{−1, 1}n and subcube conditioning clearly preserves the product structure of a distribution.
First we’ll describe the high-level idea behind the proof and then fill in some details.
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4.1 Restrictions of distributions

Let u denote the uniform distribution and let n(σ) denote the distribution over subsets S ⊆ [n] obtained
by independently including elements of [n] in S with probability σ.

Fix a set S ⊆ [n] and a string x ∈ {0, 1}S and let ρ = (S, x) denote a their pairing, which we’ll call a
restriction. For a distribution p, let p|ρ denote the distribution obtained by sampling from p conditioned
on being in C(x). Furthermore, let p|S be the marginal distribution of p over coordinates in S.

For a distribution q, a (q, σ)-random restriction is a restriction-valued random variable ρ = (S, x)
obtained by sampling S ∼ n(σ) and x ∼ qS . We’ll make a note that (q, σ)-random restrictions are
commonly used in circuit complexity, where one generally studies how different circuits simplify under
random restrictions, generally thinking of q as uniform or γ-biased for some γ ∈ [0, 1].

The lemma which underlies the property tester is the following:

Lemma 6. Let p be a distribution on {−1, 1}n, ρ a (p, σ)-random restriction and σ ∈ [0, 1]. Then

dTV (p,u) ≤ ES∼n(σ)[dTV (pS)] + Eρ[dTV (p|ρ,u)]

The utility of this lemma is in the following property testing strategy: suppose dTV (p,u) ≥ ε. The
one of the terms on the right is at least ε/2. If the large term is Eρ[dTV (p|ρ,u)], then we can draw ρ and
recurse on p|ρ, which is now just the uniformity testing problem on ≈ σn variables. If the large term is
ES∼n(σ)[dTV (pS)], we claim that we can test this Õ(

√
n/ε2) by reducing to a distribution testing problem

called ‘mean testing’.
We’ll describe the reduction in the next section and then an idea of how to solve the mean testing

problem in the following section.

4.2 Structure theorem for random restrictions of distributions

The following result explains some of the behavior of distributions under random restrictions, which is
the starting point for handling the second case of the case analysis mentioned above.

Theorem 7. Let p be a distribution over {−1, 1}n and ρ a (p, σ)-random restriction. Then

Eρ[‖µ(p|ρ)‖2] ≥ σES [dTV (pS ,u)]

where µ(p|ρ) ∈ [−1, 1]n is the mean vector of p|ρ and u is the uniform distribution.

We emphasize that this theorem makes a statement about how the distribution p when we restrict to a
random sub-cube defined by a string which is itself drawn from p. This tells us roughly that to distinguish
between dTV (pS ,u) ≥ ε and uniform, we could try distinguishing between ‖µ(p|ρ)‖2 and uniform, which
is problem that’s discussed in the next section.

We won’t prove this statement but will follow Clement in mentioning that the proof employs an
‘oriented’ version of Pisier’s inequality.

In order to state it, we need a few definitions. For x ∈ {−1, 1}n x⊕ ∈ {−1, 1}n denote the string
obtained by from x ∈ {−1, 1}n by flipping the value of the ith coordinate. Now think of {−1, 1}n as an
undirected graph whose vertices are n-bit strings and edges are drawn between any pair of strings which
differ on exactly on coordinate (i.e pairs of the form (x, x⊕i) for some i). An orientation E ⊆ ({0, 1}n)2

of the cube {−1, 1}n is a way of orienting every edge of this undirected graph to make it directed with no
bi-directional edges. In other words, E includes either (x, x⊕i) or (x⊕i, x) but not both.
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Theorem 8 (“Robust Pisier’s inequality’). For any f : {−1, 1}n → R with E[|f(x)|] = 0 and any
orientation E of the cube {−1, 1}n,

E[|f(x)|] / log n ·Ex,y

[∣∣∣∣∣ ∑
(x,x⊕i)∈E

xiyi ·
(f(x)− f(x⊕i)

2

)∣∣∣∣∣
]

where expectations are taken with respect to the uniform distribution over the cube.

The word ‘robust’ in this context is indicating that this inequality holds for any orientation of the
cube, whereas the original statement is for the undirected case. Proofs of both cases use discrete Fourier
analysis over {−1, 1}n and are beyond our scope.

To avoid a situation where mentioning this inequality provides no utility to these notes, we’ll very
briefly explain why we might expect such an inequality to be useful. Taking f(x) = 2np(x) − 1 with p
is ε-far from uniform, then E[|f(x)|] ≥ 2ε, by the equivalence between the `1-norm and total variation
distance. The paper gives a nice example of a relatively simple Õ(n/ε2) based off of the robust Pisier’s
inequality (i.e. without having to use the “`2-norm of the mean vs. total variation distance” theorem
stated above) when the signing E is obtained by including (x, x⊕(i)) when p(x) ≥ p(x⊕i). This signing
allows us to conclude that

2ε

log n
≤ ·Ex,y

[∣∣∣∣∣
n∑
i=1

xiyi ·max(f(x)− f(x⊕i), 0)

∣∣∣∣∣
]
.

With some manipulation, the right-hand quantity can be upper bounded as

Ex,y

[∣∣∣∣∣
n∑
i=1

xiyi ·max(f(x)− f(x⊕i), 0)

∣∣∣∣∣
]
≤

√√√√Ex

[
n∑
i=1

(
|p(x)− p(x⊕i)|
p(x) + p(x⊕i)

)2]
.

With this inequality, it should not be too surprising that measuring the quantity |p(x)−p(x⊕i)|
p(x)+p(x⊕i)

in a random

direction i for a random choice of x should distinguish p from uniform (if p is indeed far from uniform),
since an averaging argument would give us an average-case lower bound on this quantity from the above
lower bound, whereas this quantity will simply be 0 when p is the uniform distribution.

A much more sophisticated construction of edge signings is used in the proof of Theorem 7.

4.3 Mean testing

The mean testing problem, alluded to above, is, given a distribution p over {−1, 1}n with mean vector
µ(p) distinguish between the case where either p is the uniform distribution, or ‖µ(p)‖2 ≥ ε. The theorem
which enables us to apply Theorem 7 to solve the uniformity testing problem is the following:

Theorem 9. The mean testing problem has sample complexity Θ(
√
n/2) in the standard sampling model.

Note that we’re going to apply this to p|ρ and so the fact that the standard sampling complexity is
small won’t relieve us of our requirement for subcube-conditioned samples.

The basic idea is to take 2q independent samples X1, ..., X2q from p and compute the inner product

Z = 〈1
q

∑
i odd

Xi,
1

q

∑
i even

Xi〉.
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Since the samples are independent, the expectation of Z is simply ‖µ(p)‖22. The tester will compare the
value of Z against some threshold τ and reject if it passes this threshold and accept otherwise.

The idea from here is to say that if we were in the case that p had a large mean then we’ll interpret
the co-variance matrix as a vector in n2 dimensions and construct a new distribution p′ (which we can
sample from using p) so that ‖µ(p′)‖22 = ‖Σ(p)‖2F (where Σ(p) is the co-variance matrix for p), and then
estimate Z for this new distribution p′. Specifically p′ is simply the distribution obtained by drawing
x ∼ {−1, 1}n according to p and writing xx> as a vector in {−1, 1}n2

.
In particular, if our estimates for Z over this sequence p, p′, p′′ of distributions is generally large,

then it means that they generally have co-variances matrices with high norm. On the other hand, we can
argue that the same transformation (sending samples x to xx>) produces distributions whose covariance
matrices have bounded norm. This means that if we take the majority vote of sequence of threshold
votes on the sequence of the distributions p′ generated by this process then, with high probability, a
‘yes’-answer will indicate that p = u and a ‘no’-answer will indicate that p has a mean vector with high
norm.

We can also convert this into an algorithm for Gaussian mean testing, essentially by taking signs of
the Gaussian samples and running the algorithm for {−1, 1}n.
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