
CSE 291G: Computational Statistics Winter 2020

Lecture 12: February 13th

Lecturer: Daniel Kane Scribe: Shihui Wang

12.1 Announcement

Hw2 is online and due March 3rd in class.

12.2 Overview

Today we will start a new unit and unlike before, there is no particularly good theory for higher di-
mensional structured distributions. Proving anything is a lot harder and finding algorithm is a lot more
difficult since we can’t do dynamic programming anymore.

To make things tractable in high dimensions, usually the families that people focus on are ones that
have only polynomial number of degrees of freedom. So the type of families that we are going to focus
on are: Gaussian distributions, Product distributions, Bayes Nets and Mixtures of some of the above
distributions.

Today we will talk about the Gaussian distributions and Product distributions. For the next week,
we will start to talk about the relatively new area of robust computational theory.

12.3 Gaussian Distributions

Gaussian is a family of distribution if A is a symmetric matrix and µ is a vector, the distribution can be
written as:

G =
1

(2π)n/2
e−(x−µ)A(x−µ)/2

cov = A−1, mean = µ

It’s nice and symmetric and log-concave. It’s also a important family to discover because the central limit
theorem says if things are sum of a brunch of independent things they are tend to look like Gaussian
distributions. So it is a good model for a lot of things that would show up in nature.

12.3.1 Known Covariance Gaussian

For simplicity, I am going to assume this covariance is equal to the identity matrix because by changing
variables you can always arrange that to happen. By rotation variance,

dTV (N(µ, I), N(µ′, I)) = dTV (N(0, I), N(|µ− µ′|2 · e1, I))

= dTV (N(0, 1), N(|µ− µ′|2, 1))

= Θ(min(1, |µ− µ′|2))

Learning

Use µ̂ sample mean. To see that this works, we know that µ̂ ∼ N(µ, I/N).
So E[|µ− µ̂|22] = n

N , so you can get ε error with O(n/ε2) samples.
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Lower Bound

To see that this is also tight, we derive the lower bound.
µi = ±c ε/

√
n

In order to learn error ε, algorithm needs to learn 2/3rds of the signs, in particularly, this means that:
I(X;Samples) >> n.
On the other hand, we have Nn · I(Xi;Si) >> NI(X; single sample) >> I(X;Samples) and Nn ·
I(Xi;Si) = O(Nn(ε/

√
n)2).

Testing

Identity testing problem for Gaussian Distributions:

µ = 0 vs. |µ|2 > ε

Turns out that complexity should be Θ(
√
n/ε2).

Upper Bound

The test statistic that we want consider is |µ̂|22, where the sample is going to be distributed as N(µ, I/N).

• If µ = 0, each coordinates of the sample mean is the χ2-distribution, so each coordinates of the
(µ̂)2 is going to have mean 1

N and variance ≈ 1
N2 , in particular this means that by adding these

up, |µ̂|22 is going to have mean n
N and variance n

N2 .

• If |µ|2 > ε, we can perform a rotation and let µ = e · |µ|2, than |µ̂|22 has mean n
N + ε2 and variance

n
N2 .

So the question become can be distinguish between these two cases, and the way we do this as as usual,
we pick a threshold that is half way between these two means and we say are we bigger than the threshold
or not, so we need to know whether the variance is small enough that we stay on the proper side of the
threshold, so this kind of test is going to work if (ε2)2 � n

N2 , so we get N �
√
n/ε2

Lower Bound

A good case is that:

• x = 0, µ = 0

• x = 1, µ ∼ N(0, ε2I/n)

There are two things to note:

• Assume tester only considers the sample mean µ̂, the reason for that is no matter what the real
means of the Gaussians are, once you conditioned on some of your samples, the conditional distri-
bution of everything comes out the same.

• If
x = 0, µ̂ ∼ N(0, I/N)

x = 1, µ̂ ∼ µ+N(0, I/N) ∼ N(0, I(1/N + ε2/n))

I’d like to show that these two cases are close in dTV

Lemma.
dTV (N(0,Σ), N(0,Σ′))

=Θ(min(1, |I · Σ−1/2Σ′Σ−1/2|F ))

where | · |F is the Frobenius norm and |M |2F =
∑
M2
ij



Lecture 12: February 13th 3

Prove Sketch

Assume Σ = I, Σ′ can be diagonalized as a diagonal matrix.
log(ratio of probability density functions(pdfs(X))) = const +

∑
(λ−1
i − 1)X2

i .
We call this log function p(x), x ∼ N(0, I), then

V ar(p(x)) = Θ(
∑
|λ−1
i − 1|2)

≈ |I − Σ′|2F

This means that if I take a random X, the ratio of Pdfs is going to be

exp′ ≈ |I − Σ′|F = 1 +O(|I − Σ′|F ),

so
|dP1 − dP2

dP1
| ≈ |I − Σ′|F .

I − Σ−
1
2 Σ′Σ−

1
2

= I

(
ε2N

n

)
=
ε2N

n
|I|F

=
ε2N√
n
� 1

12.3.2 Learning Covariance

Sample complexity is Θ(n2/ε2)

Upper Bound

Suppose real covariance = I by changing variables, learn each entry of Σ to error 1/
√
N , this says that

|Σ− I|2F ≈
n2

N
,

and we want this to be less than ε2 so we get the upper bound.

Lower Bound

Σ has entries δij ± 10ε/n, to learn Σ to error ε, need Ω(n2) bits about signs.

n2 � I(X; samples)� N · I(X; single sample)

log odds of N(0,Σ)
N(0,I) ≈ |I − Σ|F ≈ Σ

I(X; single sample) = O(ε2)
So we can get n2 � N ·O(ε2), so we get the lower bound.

12.4 Binary Product Distributions

X given by vector p ∈ [0, 1]n.

Xi =

{
1 w/Prob pi

0 otherwise
with Xi independent.

It’s not hard to see that E[X] = p.
But before going further into this, we need to define the total variation distance.
Suppose X ∼ p, Y ∼ q, what can we say about dTV (X,Y )? Unfortunately, there isn’t any explicit general
formula for this question, but there are some upper bounds.

• dTV (X,Y ) ≤ |p− q|1
We can get this upper bound by changing the coordinates one at a time.
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• dTV (X,Y )2 � I(bit; X+Y
2 )�

∑
i I(bit; Xi+Yi

2 ) = Θ
(∑

i
(pi−qi)2
pi+qi

+ (pi−qi)2
2−pi−qi

)
The bit is a random bit that decides where you sample from, X or Y .

One thing to note is that if p; q are balanced, for example 1/10 < pi < 9/10, then we can get

dTV (X,Y ) = Θ(min(1, |p− q|2)).

Learning

Upper Bound

Assume pi ≤ 1/2.
p̂ =sample mean→ X̂

dTV (X, X̂)2 �
∑
i

(pi − p̂i)2

pi

p̂i has mean = pi and var = pi(1−pi)
N , so

E

[∑
i

(pi − p̂i)2

pi

]
=
∑
i

1− pi
N

=
n− 1

N
.

So when N � n/ε2 we are in good shape.

Lower Bound

Consider p when |p|1 = 1, learning/testing for such distributions is equivalent to learning/testing for
distributions over [n].
For example, what you can do is when given product distribution X, you can look at X|

∑
i xi = 1 and

think it as a distribution X̃ over [n].

You can go from X to X̃ by taking samples that meet the condition. You can go back by taking Poi(1)

samples from X̃ and return set of outputs X ′ and then we can prove that

dTV (X,Y ) ≈ dTV (X̃, Ỹ ) ≈ dTV (X ′, Y ′).

Thus this two cases are equivalent, so learning products requires Ω(n/ε2) samples.

Testing

Here are two special cases.

• If we have balanced distributions, then it is approximately the same as testing the mean of a
Gaussian, so the sample complexity is O(

√
n/ε2).

• |p|1 = 1, then it’s equivalent to doing identity testing, so the sample complexity is O(
√
n/ε2).

However, in general, it’s going to be a bit worse than this. For example see the closeness testing for
product distributions.

x = 0 x = 1
w/Prob 1/2 pi = qi = 1

k pi = qi = 1
k

w/Prob 1/2 pi = qi = ε
n pi = 0 qi = 2ε/n or

pi = 2ε/n qi = 0

dTV = 0 dTV ≈ ε

We get k samples, if k � n, the information is going to be coming from coordinates with 2 1s in them.
We have

signal ≈ n(
k · ε
n

)2

noise ≈ n
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and we need
signal2 � noise

so k � n3/4/ε, but this lower bound is sufficient for closeness testing. If pi and qi are small, we take
Poi(k) samples, let Xi =

∑
i in coordinates of p (X independent) and Yi =

∑
i in coordinates of q, we

define
Z =

∑
(Xi − Yi)2 −Xi − Yi,

then
E[Z] = k2|p− q|22 ≥ k2|p− q|21/n,

V ar(Z) = O(k3|p− q|2|p+ q|2 + k2|p+ q|22).

If k � n|p + q|2/ε2 we are good, otherwise we need to fix this. We can do this by first take Poi(k)
samples and bins with no 1s in them are called light and use the tester only on the light bins, because

on light bins pi ≈ 1/k and |p+ q|2 �
√
n
k .

For the heavy bins, we assume pi, qi ≤ 2/3 and suppose ai 1s in these poi(k), then we define

Z ′ =
∑ (Xi − Yi)2 −Xi − Yi

ai

E[Z] =
∑ k2(pi − qi)2

ai

and ai ≈ kpi, and we can show if we have enough sample the variance will be small enough to detect
again, the sample complexity is O(n3/4/ε+

√
n/ε2).


