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11.1 Overview

Continuing from last lecture, we will be looking at property testing using Ak distance. Our goal is to come
up with an algorithm/tester that, given two distributions p and q, distinguishes:

• p = q

• |p− q|Ak
> ε

11.2 A Special Case

First, consider the special case where:

• p = k-flat (has k constant pieces)

• q = U(0, 1) (is uniform on [0, 1])

The idea is to divide the [0, 1] domain into k2m equal-length intervals {Ii} and check whether p’s distribution
over these intervals is uniform or far from it in Ak distance. Now since p is k -flat, there exists some
partition of [0, 1] into ≤ k intervals {Ii} s.t. p is constant on them. For convenience, we will also split long
intervals so that all intervals have length ≤ 1

k . While this may slightly increase the total number of intervals,
there will still be O(k) of them at most.

11.2.1 L1 Difference over Intervals

To evaluate the difference of p and q over intervals, we define the quantity:

∆(Ii) = |p(Ii)− q(Ii)|

We can focus on the intervals where q ≥ p as they are guaranteed to be reasonably wide and will therefore
have reasonably-sized contributions. Specifically, this happens because both p and q are positive (as they
are probability densities), and since q is uniform, the delta in the intervals where q > p is upper-bounded
by q. In the intervals where p > q however, this delta is not bounded to the same extent as p is allowed
to be much spikier in its shape, and hence their overall contributions to the total discrepancy would not
necessarily be small.
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Summing over only intervals for which q ≥ p gives:

∑
q≥p

∆(Ii) > ε

We can push this even further and ignore small intervals with |I| < ε/10k, and we will still have:

∑
q≥p & big

∆(Ii) >
ε

2

We now subdivide these intervals {Ii} further into smaller subintervals {I ′j} of length s where |I|4 < s < |I|
2 .

This ensures that every interval Ii is guaranteed to fully contain at least one interval I ′j . We can now
use these new subintervals to check whether p = q or

∑
∆(I ′i) > ε.

If the L1 norm over k bins is >> ε, then the L2 norm will be >> ε/
√
k, and so we can simply use an

L2-tester to distinguish the two cases with a sample complexity of:

O

(
|q|2 /

(
ε√
k

)2
)

= O
(
k|q|2 / ε2

)
Finally, since q is uniform and since the intervals I ′ have some common length s, the sample complexity for
this special case will be:

O
(
k
√
s / ε2

)
This is a convenient result! The worst case here occurs at the coarsest partition where s = 1/k, giving

the expected complexity of O
(√

k / ε2
)

. However, as the partitions become finer and finer, the sample

complexity actually decreases, which gives us some leeway to work with in the final algorithm.

11.2.2 Final Algorithm

1. Iterate over s = 1/k2m for m = 0, 1, ..., log(1/ε)

2. Subdivide [0, 1] into bins I ′ of size s

3. Take samples and sort them into bins

4. Run an L2 tester to distinguish:

• p(I ′) = q(I ′)

• |p(I ′)−q(I ′)|2 > ε /
(

100
√
k 2m/10

)
*(this 2m/10 term is what the leeway buys us as s decreases)

5. Repeat multiple times so that the probability of failure is small (to ensure convergence even after
summing over m, we need the probability of failure to be on the order of 1/10m2)

6. If p(I ′) = q(I ′) then conclude that p = q, else conclude that |p − q|Ak
> ε. Note that with 2/3

probability, all of the L2 testers will return correctly.
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The complexity of each tester is:

O

(
1√
k2m

/

(
ε√

k2m/10

)2

log(m)

)
(11.1)

= O

(√
k

ε2
2−0.8mlog(m)

)
(11.2)

*Note that the constants should be chosen to ensure that the contribution of the m terms converges. This
will ensure that the sample complexity stays bounded as m increases and the partitions get finer and finer.

11.2.3 Showing that the Tester Works

Case 1: p = q

If p = q then p(I ′) = q(I ′) for any set of {I ′j}, and so the inner L2 testers would (with high probability)
conclude that p(I ′) = q(I ′) for most samples, causing the outer tester to correctly determine that p = q.

Case 2: |p− q|Ak
> ε

• We know that over O(k) bins we have
∑

∆(I ′) >> ε

• We can attribute each bin to one value of m

• If, for some s, the contribution to that s has
∑

∆(I ′) >> ε / 2m/10, then the corresponding s-size L2

tester detects the difference

• It must be the case that the above is satisfied for some s as 1/2m/10 is convergent

• So if the Ak distance is greater than ε then there has to be some scale where the amount of discrepancy
between p(I ′) and q(I ′) will be detected by the corresponding L2 tester w.h.p., and so the outer
algorithm will correctly conclude that |p− q|Ak

> ε

11.3 General Case

For the special case we assumed that q is uniform and p is k -flat. Given arbitrary p and q, we can always
reparametrize q into the uniform distribution so long as q is known, but we cannot do any such reparametriza-
tions to reshape p into a k -flat distribution.

11.3.1 Difference to the Special Case

When p was k -flat, the partitions into {I ′} always captured a constant fraction of the discrepancy between
p and q as compared to using the optimal partition into {I} (which are unknown). Specifically, for every
interval Ii, there was always at least one corresponding interval I ′j that was fully contained in Ii, and so the
fraction of the discrepancy was constant precisely because the probability of p was constant over each of the
k pieces. This, in turn, ensured that these discrepancies would lead to detectable discrepancies in the L2

norms at some sufficiently small scales.
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Without p being flat on those intervals however, we lose the guarantee that the discrepancies in our finer
and finer partitions will be representative of the actual discrepancies between p and q. For this to happen,
the majority of the discrepancies must lie on the edges of our intervals {I ′}.

However, if most of the discrepancies is contained at the boundaries no matter how small of a scale we chose,
than this implies that the most of the discrepancies are contained within a very narrow subset
of the domain. As we have already seen, the shorter the distance over which the discrepancy occurs, the
better it is for our L2 detectors. Thus the main idea is to examine the intervals containing the endpoints,
and then recursively examine their subintervals that contain the endpoints, and so on, up to some suitable
recursion depth.

11.3.2 Dealing with the Boundaries

Define J1, ..., Jn to be the partition of [0, 1] into intervals of length≤ 1/k s.t. the following sum is maximized,
given some sufficiently large constant C:

∑
∆(Ji)

2(k|Ji|)−1/C

The two terms in the sum capture the following intuition:

• ∆(Ji)
2 should be large to facilitate detection by the L2 testers

• |Ji| should be small (equivalently (k|Ji|)−1/C should be large) to emphasize smaller intervals

Thaking Ji to be the optimal partition, the sum is lower bounded
∑

∆(Ji)
2(k|Ji|)−1/C >> ε2/k, since in

the best case (lowest discrepancy between p and q) we would have k different bins each of length 1/k and
with with difference ε. If any of the bins are shorter, or if the discrepancies are not evenly distributed among
them, this would only exacerbate the sum. Hence if the discrepancies are concentrated at the endpoints,
this would only help detection.

Claim 11.1 If we consider the optimal partition {Ji} of this form, then we will again have some I ′j ⊂ Ji
for every interval Ji where the I ′j is one of our ’oblivious’ intervals that was obtained by subdividing [0, 1]
like before, and will have ∆(I ′j) >> ∆(Ji) be some constant fraction as ealier.

Proof: First, suppose that our oblivious intervals {I ′} are of size |J |/M for some large constant M . Then
the total discrepancy over some interval Ji will be at most as large as the sum over the M smaller oblivious
intervals {I ′} and the discrepancy over the two endpoints. (Note that at least M − 1 of the {I ′} would
always be contained within Ji due to their size, and possibly all M would be contained as well.)

This gives us:

∆(Ji) ≤
M∑

∆(I ′j) +
∑

∆(boundaries)

Either some ∆(I ′) >> ∆(Ji) by some constant amount, or one of the ∆(bundaries) >> ∆(Ji)/3. In the first
case, the analysis from the special case applies. In the second case of the discrepancy being concentrated at
the boundary, consider:

∆(boundary)2(k|boundary|)−1/20 v.s. ∆(Ji)
2(k|Ji|)−1/20

While Ji’s delta has the bigger squared factor ∆(Ji)
2 > ∆(boundary)2, the boundary’s delta’s width factor

will massively outweigh it due to the large constant in the power. In other words, the narrowness of the
boundary will outweight the slightly larger size of the discrepancy.
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This means that if we replace the entire interval Ji by even just the boundary itself, the total sum improves.
This however is a contradiction, as the Jis are already assumed to be the optimal partition that maximizes
the sum, and so this second case cannot happen. This implies that our I ′j intervals would always capture
some constant fraction of the discrepancy as required, thereby allowing us to use the very same algorithm.

11.4 Closeness Testing in Ak

The setup here is that we only know p but not q. This means that the subdivision approach does not work,
as we do not know anything about q. These different conditions lead to a peculiar difference in the sample
complexities between Closeness and Identity testing in the Ak space as compared to the discrete space,
summarized by the following table:

Discrete Ak

Identity O(n1/2/ε2) O(k1/2/ε2)

Closeness O(n2/3/ε4/3 + n1/2/ε2) O(k4/5/ε6/5 + k1/2/ε2)

To do closeness testing in the Ak space, as we do not know anything about the distributions, the main
idea is to examine the order of the samples. Intuitively, this is because the Ak distance only really tells us
information about the ordering of p and q, since the domains of both can be arbitrarily rescaled without
impacting Ak distance as all.

11.4.1 A Simple Tester

Possibly the simplest idea for a tester is to take m samples from p and q, divide them into bins, and then
run a discrete Ak-tester on the two distributions. This is reasonable to do but could be complex to analyze.

11.4.2 A Better Tester

Perhaps there is a natural approach. If the Ak distance between p and q is large, then when the samples
from both distributions are bundled together and sorted, there will be clusters of samples from p and other
clusters of samples from q. The idea is to create a test statistic that captures this idea of clustering.

To this end we design a tester as follows:

1. Take M = Poi(m) samples from p+q
2 (i.e. toss a coin to choose p or q for each sample) and remember

which distribution every sample belongs to

2. Sort them

3. Define Yi = 1 if the i+ 1th sample is from the same distribution as the ith sample, else −1

4. Test Z =
M∑
i

Yi
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Case 1: p = q

If p = q then Yi are i.i.d. ±1 values, and so Z = Binom(Poi(m)− 1) and is
√
m w.h.p.

Case 2: |p− q|Ak
> ε

If |p− q|Ak
> ε then Z will (w.h.p.) be large.

Firstly, we can show that V ar(Z) = O(
√
m):

• Split domain into intervals of length 1/m

• Let Xi be the contribution to Z from pairs where the first sample in the pair is from the ith interval

• |Xi| ≤ Poi(1)⇒ V ar(Xi) = O(1) (since |Xi| is the number of samples in the ith interval)

• For any two intervals far apart, they should not be highly correlated, sinceXi andXj are independent as
long as they are not consecutive (i.e. if there is at least one sample between the bins)⇒ Cor(Xi, Xj) =
O(e−|i−j|), which is exponentially decaying

Secondly, we can show that the E(Z) will be large:

• Define f(t) = Pr(prev sample to t is from p)− Pr(prev sample to t is from q)

• f(−∞) = 0

• If ∆t is small then only 1 sample will be in the interval. So what is f(t+ ∆t)? With high probability
it will be f(t+ ∆t) = f(t) +m∆dp

dt (1− f(t)) +m∆dq
dt (−1− f(t))

⇒ f(t+∆t)−f(t)
∆t = m

(
dp
dt −

dq
dt −

(
dp
dt + dq

dt

)
f(t)

)
⇒ f ′(t) = m(p′ − q′ − (p′ + q′)f(t))

⇒ m(p′ − q′) = m(p′ + q′)f(t) + f ′(t)

⇒ E(Z) =
∫
f(t)f ′(t)dt+m

∫
f(t)2(p′ + q′)dt

⇒ E(Z) = f2 +m
∫
f(t)2(p′ + q′)dt

• The first term f2 = O(1) is some constant, as it is the square of a bounded function f (which is
bounded as it is a difference of probabilities)

• The second term m
∫
f(t)2(p′ + q′)dt is nonnegative, and we will also show that it is large

Suppose that there is some interval I with p(I) + q(I) << 1
m and let ∆ = |p(I) − q(I)|. We claim that

somewhere on this interval p and q must be substantially different. We know that on this interval, we
have f ′(t) = −mf(t)(p′ + q′) +m(p′ − q′). If we integrate both sides over the interval, then:

•
∫
f ′(t)dt gives the difference between the interval’s endpoints

•
∫
−mf(t)(p′ + q′)dt << sup

I
|f |

• |
∫
m(p′ − q′)| = m∆

Now sup
I
|f | >> m∆, but also that |f ′| << m(p′ + q′). This means that a substantial fraction of the

interval will be reasonably large.
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If the discrepancy between p and q comes from intervals of length << 1/m, then E(Z) >>
∑
m3∆(I)3, and

if
∑

∆(I) >> ε, then E(Z) >> m3ε3/k2.

Consequently, in order to distinguish the two cases, we need E(Z)2 >> V ar(Z), which implies that:

(
m3ε3

k2

)2

>> m ⇒ m6ε6

k4
>> m ⇒ m >>

k4/5

ε6/5

This tester’s analysis assumes that most of the discrepancies come from small-length bins. In the case that
most of them instead come from large-length bins, the m samples may be used in running the simple discrete
Ak-tester as described in the first half of this lecture, and it would detect the discrepancy.


