
CSE 291 Homework 1

Winter 2020

This homework is due in class on Tuesday, February 4th. Please make sure that your solutions are
written either with legible handwriting or on LATEX. You are welcome to discuss problems with other
students (though are encouraged to think about the problems on your own before looking for help), but are
asked to do your solution writeups on your own. All problems require full justification of your work.

Question 1 (Closeness Testing with Differing Numbers of Samples, 40 points). Suppose that you are given
sample access to distributions p and q with support [n] and want to distinguish between the cases where p = q
and |p − q|1 > ε. In the case covered in class your algorithm was given k samples from each distribution.
Suppose instead that you are given k1 samples from p and k2 samples from q with k2 ≥ k1. Show that:

(a) If k1 is a sufficiently large constant multiple of
√
n/ε2 +n/(

√
k2ε

2) that there is an algorithm to perform
this test. [20 points]

(b) Show that if the above does not hold, that this is impossible. [20 points]

Question 2 (Instance Optimal Testing, 60 points). Recall that in identity testing, we want to distinguish
between p = q and |p−q|1 > ε where q is a known distribution and p is given via sample access. By taking q to
be the uniform distribution we have shown that in the worse case this requires Ω(

√
n/ε2) samples. However,

for many distributions q you can do better than this. In fact, it was shown in [Gregory Valiant, and Paul
Valiant, An Automatic Inequality Prover and Instance Optimal Identity Testing, FOCS, 2014] that you can

use as few as O(|q|2/3/ε2) samples (where |q|2/3 =
(∑n

i=1 q
2/3
i

)3/2
), and a bit better in some edge cases.

Find and analyze an algorithm for performing the identity testing problem using at most |q|2/3/ε2polylog(n/ε)
samples.

Hint: A relatively easy way to go about this involves splitting the coordinates into buckets based on the
approximate size of qi. If |p − q|1 is large, then either the distribution over buckets for p and q will be
large (easy to test for since there are relatively few buckets) or there is some bucket where the conditional
distributions on that bucket exhibit a large discrepancy. Since q is close to uniform on each bucket, running
our existing tester and the samples that you see from that bucket will be relatively efficient. You will need to
make sure to take enough samples that all of these bucket testers are correct simultaneously with appropriate
probability.
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