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Abstract – Flash memory is increasingly being used in 

embedded systems because of its small size, low power 
consumption, fast access time, and high shock and vibration 
resistance. This paper presents a flash memory-based 
development platform for embedded systems in general and 
homecare devices in particular, and explains its key features 
that provide ease and flexibility in exploring cost-performance 
trade-off in flash memory-based storage devices. In addition to 
its special emphasis on support for flash memory-based storage, 
the platform is designed to provide fast prototyping and easy 
evaluation for a wide range of embedded systems.   

I. INTRODUCTION 
lash memory is increasingly becoming popular as a 
non-volatile storage medium in embedded systems in 

general and homecare devices in particular. The popularity of 
flash memory is due to its small size, low power consumption, 
fast access time, and high shock and vibration resistance. 
However, flash memory imposes technical challenges that 
require a special support layer called the Flash Translation 
Layer (FTL). This layer encapsulates flash memory and 
provides an illusion of a hard disk-like device by hiding 
peculiarities of flash memory.  
 The performance of the flash memory-based storage 
system heavily depends on the efficiency of the FTL, and the 
efficiency of the FTL is determined by its functionalities and 
amount of resources used. Hence, in storage device 
implementations, there is a cost-performance trade off: the 
more resources used for efficient hardware automation, the 
better the performance of the storage device.  

This paper presents a flash memory-based development 
platform that provides the flexibility to support a wide range 
of hardware and software implementations in the 
cost-performance trade off spectrum. The platform is 
designed and developed to provide fast prototyping and easy 
evaluation of flash memory-based storage system designs.  

The remainder of this paper is organized into four sections. 
Section 2 surveys flash memory and the flash translation layer. 
Section 3 describes the key components and their 
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functionalities in the development platform. Finally, Section 
4 concludes and gives future research directions.  

II. FLASH MEMORY AND FLASH TRANSLATION LAYER 

A. Flash Memory  
Flash memory, a type of non-volatile solid state memory, is 

gaining popularity as a storage medium for embedded devices 
because of its small size, low power consumption, and high 
shock and vibration resistance. Moreover, with no 
mechanical moving parts and delay, flash memory provides 
much faster random access compared against hard disk.  

Figure 1 shows the density and price trends of NAND flash 
memory chips, the type of flash memory used for storage 
application; the figure shows that the capacity has been 
doubling every year with an accompanying exponential 
decrease of cost per bit. This exponential density growth and 
price drop of flash memory has accelerated the replacement 
of hard disk by flash memory-based storage devices in 
embedded systems.  

 
NAND flash memory, however, has peculiar 

characteristics that make straightforward replacement of hard 
disks difficult. First, in-place updates of data are not allowed - 
only area already erased can be programmed. Moreover, the 
two operations (erase and program) are asymmetrical in the 
size of units they operate: block for the erase operation and 
page for the programming operation. The size of a page is 
typically 2KB, while that of a block is 128KB, consisting of 
64 pages. Second, NAND flash memory allows a limited 
number of bad blocks that cannot guarantee correct memory 
behavior. Bad blocks are identified and marked at 
manufacturing. In addition to such initial bad blocks, blocks 
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Fig 1.  NAND Flash memory density and price trends [1]
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may become bad at run time. Third, NAND flash memory has 
a physical endurance limit, the number of times each block 
can be erased and re-written.  

B. Flash Translation Layer 
FTL is an intermediate layer between system software and 

flash memory chips and hides the peculiar characteristics of 
the flash memory. The restriction of no in-place updates is 
addressed by keeping mapping information between logical 
address given by the host and physical address in chip. Using 
the mapping information, FTL redirects each host write 
request to an empty location on flash memory that has been 
erased in advance. Bad blocks are managed by mapping them 
out in the mapping information. Initial bad blocks are 
identified during initialization by reading the special marks 
written at manufacturing time. Run time bad blocks are 
identified by checking if a page program or a block erase 
operation failed. The impact of finite endurance is reduced by 
employing a technique called wear leveling [2] that tries to 
even out the erase count of all blocks.  

Typically the FTL consists of a set of hardware primitives 
and management software that makes use of the hardware 
primitives to implement the required functionalities. Figure 2 
shows a possible cost-performance trade-off spectrum of FTL 
implementations.  

 
The simplest and most naïve implementation is to use GPIO 

(General Purpose I/O) pins to control the NAND flash 
memory chips whereas all the FTL functionalities are 
implemented in the management software. Although this 
implementation requires a minimum amount of hardware 
resource, it suffers from a serious performance degradation 
resulting from heavy firmware involvements. In a more 
refined implementation, a low-level flash memory controller 
is provided in hardware that offers primitive flash memory 
operations such as (1) erase a block, (2) program a page, and 
(3) read a page. The management software uses this hardware 
interface to implement the remaining FTL functionalities in a 
device-independent manner. 

More FTL functionalities can be delegated from the 
management software to hardware by implementing 
advanced flash memory operations in hardware that span 
across multiple pages. Such advanced flash memory 
operations can be implemented in a high-level flash memory 
controller that translates them into a sequence of primitive 
flash memory operations that are performed by the low-level 

flash memory controller. In a more advanced setting, there 
can be multiple high-level flash memory controllers that 
operate in parallel on different flash memory chips.  

The examples above indicate that as more the 
functionalities implemented in hardware, the better the 
performance, but with more hardware resources needed. The 
decision on this cost-performance trade-off can be different 
for different embedded systems and necessitates a careful 
evaluation. The flash daughter platform explained in the next 
section provides the needed ease and flexibility in exploring 
such a trade-off in flash memory-based storage devices for 
embedded systems in general and homecare devices in 
particular.  

III. DEVELOPMENT PLATFORM 
The development platform in this paper has three 

components: EDB9315A main board, flash daughter board, 
and LabView-based evaluation environment. The 
EDB9315A main board hosts the flash daughter board and 
has diverse I/O devices to facilitate the development of 
various embedded applications. The flash daughter board is 
an in-house development board that has an FPGA for 
implementing hardware functionalities of embedded 
applications. It also has two DIMM sockets for attaching 
different kinds of non-volatile memory modules (including 
flash memory modules), and a Data Acquisition (DAQ) 
connector to interface with the LabView-based evaluation 
environment. The evaluation environment has a DAQ board 
and software tools to measure the performance and power 
consumption of the flash daughter board. We describe in 
detail each component in the following sub-section.  

Fig. 2.  Cost-performance trade off spectrum in FTL 

A. EDB9315A Main Board 
The EDB9315A main board shown in Figure 3 provides a 

generic development environment for embedded applications. 
It has an EP9315 system-on-chip controller based on an 
ARM920T core. It also has a 16MB NOR flash memory and a 
64MB SDRAM for program code and data, and a wide range 
of I/O interfaces. These I/O interfaces include: Ethernet, 
UART, USB, SPI, I2S, and IDE. With its high performance 
processor, large memory size, and diverse I/O interfaces, the 
EDB9315A main board can host from specialized embedded 
applications to general purpose operating systems such as 
Linux and Windows CE. 

The EDB9315A main board has two system bus expansion 
connectors that interface with the flash daughter board. These 
system bus expansion connectors provide an SRAM interface 
between the main board and the daughter board. The 
connection also supports DMA and interrupt services that 
enable high performance data transfer. In essence, the system 
bus expansion connectors are the interface between the 
general purpose EDB9315A main board that can host a wide 
range of systems and applications, and the specialized flash 
daughter board.  



 
 

 

 
B. Flash Daughter board 
The flash daughter board is an in-house development board, 

designed specifically to accommodate flash memory-based 
storage systems for embedded device in general and 
homecare devices in particular. There are four major 
components in the board, as indicated in Figure 4. Firstly, the 
FPGA allows flexible implementation of FTL hardware 
primitives needed in a wide range of FTL implementations. 
Secondly, two DIMM sockets interface with different kinds 
of non-volatile memory modules to provide diversity, 
flexibility and expandability. Thirdly, the DAQ connector 
interfaces with the evaluation environment for performance 
and power consumption measurements. Lastly, the power 
circuit supplies stable power to the daughter board from an 
external source, instead of using power lines from the main 
board.  

 
1) FPGA 

The FPGA is a central component of the flash 
daughter board. The reprogrammable nature of the 
FPGA allows fast prototyping of a wide range of FTL 
for different embedded systems. Moreover, the 
sufficient gate count and soft processor capability 
provide greater flexibility in exploring FTL designs.  

Spartan-3 XC 3S5000 FPGA [5] on the flash daughter 
board has about 5000K system gates and 75K logic cells. 
This gate count is more than enough to integrate a large 
amount of programmable logic and IP cores even for a 
complex FTL design. The sufficient resources available 
allow a wide range of FTL implementations.  

In addition, FPGA has the flexibility to implement 
functionalities either in hardware or software. For 
example, SRAM controller can be implemented in 
hardware IP or software interface. MicroBlazeTM, a 

32-bit soft processor that can be implemented in the 
FPGA, provides a general-purpose processing 
capability.  

 
Fig. 3. Cirrus EDB 9315A development board 

 
2) DIMM sockets and memory modules 

DIMM sockets on the flash daughter board are 
physical interfaces that connect with non-volatile 
memory modules. Figure 5 shows a NAND flash 
memory module with four chips; each module can 
support up to 16 NAND chips.  

 
 

Fig. 5.  NAND Flash memory module with four 4Gb chips 
 

Pluggable memory modules provide three benefits: 
diverse choice of memory technology, flexible memory 
interface, and expandable capacity in the future. First, 
other non-volatile memories such as those shown in 
Figure 6 can serve as a storage medium. This enables the 
development platform to have compatibility with a 
diverse range of memory technologies. Second, even 
within NAND flash memory, there are variations in 
interfaces. For example, OneNAND flash memory 
stores data on NAND flash, but provides an SRAM-like 
flash interface [6]. With a module/socket structure, the 
platform can flexibly use memory with different 
interfaces. Third, even within NAND flash memory and 
with identical interface, new chips with higher capacity 
are introduced every year (remember that the density of 
NAND flash memory doubles every year). The 
development platform can easily expand the storage 
capacity by replacing modules.  

 
Fig. 4. Flash Daughter Board 

Fig 6. Non-volatile memory modules: NOR Flash, FRAM, MRAM 

 
3) DAQ board connector 

The DAQ board connector interfaces with the DAQ 
board that measures performance and power 
consumption of the flash daughter board. The DAQ 
board and details about the measurement will be 
discussed in Section III.C, in the evaluation 
environment.  

 
4) Power Circuit 

The power circuit of the flash daughter board supplies 
various stable voltage levels to components on board. 



 
 

 

Although power can be supplied through the EDB 
9315A main board, an external power source is supplied 
through an ATX power connector. This allows the 
components on the flash daughter board to use power 
supply tapped from a stronger source. Furthermore, a 
number of different regulators supply different voltages 
to the components on board. In particular, two voltage 
levels power the memory modules through the DIMM 
socket. This allows both OneNAND, which uses a 1.8V 
supply, and NAND flash memory, which uses a 3.3V 
supply, to be compatible with the DIMM socket.  

 

C. Evaluation Environment 
The DAQ board collects real-time information of the flash 

daughter board to measure performance and power 
consumption. Figure 7 illustrates the connection between the 
flash daughter board and the DAQ board inside the evaluation 
system. The evaluation system uses a GUI-based 
programming environment called LabView to control the 
DAQ board. The measurement flow is a two-step process: 
real-time data acquisition and post-mortem data analysis.  

 
The real-time data acquisition phase collects both digital 

and analog data from the flash daughter board. Figure 8 
shows the LabView-based tracing tool that samples digital 
and analog data from the flash daughter board. Digital data 
can be sampled at a maximum frequency of 10MHz and are 
collected from FPGA pins to capture the timing information 
needed to derive the performance. Analog data can be 
sampled at a maximum frequency of 1MHz and are collected 
from the voltage supplies to components to derive the power 
consumption.  

  
The post-mortem data analysis phase analyzes the 

collected trace data to quantify performance and power 
consumption. Figure 9 illustrates the post-processing tool 
based on LabView that calculates power consumption from 
sampled data. The digital data that marks the beginning and 

the end of an experiment is used to compute the total 
execution time, and thus the performance. 

 

IV. CONCLUSIONS 
In this paper, we have described flash memory-based 

development platform for embedded systems in general and 
homecare devices in particular. The platform has a number of 
features such as FPGA, NVM modules, and DAQ interface 
that allow easy and flexible exploration of cost-performance 
trade-off in implementing flash memory-based storage 
devices.  

 
Fig. 9.  Labview-based post-processing Tool 

Fig 7. Set-up for Performance Evaluation 

So far, the platform has only been applied to experimenting 
with different FTLs for flash memory-based storage devices. 
In the future, we plan to use this platform for experimenting 
hybrid solid state storage devices that combine the best 
features of flash memory and other advanced non-volatile 
memories such as FRAM and MRAM that are already 
available in our platform in a DIMM module.  We hope this 
hybrid approach will minimize performance degradation of 
flash memory-only storage devices due to flash memory’s 
inability to perform overwrites.  
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