A programmable logic unit (PLU). The PLU includes a plurality of four-input reconfigurable hard logics (RHLs), a three-input look-up-table (LUT), and a plurality of reconfigurable inverters. The plurality of RHLs include a first RHL, a second RHL, and a third RHL. The plurality of reconfigurable inverters are associated with the plurality of RHLs.
FIG. 1
FIG. 2
FIG. 6
Generating a first list of NPNs

Generating a second list of NPNs

Generating a third list of NPNs

Matching the Boolean function to a first NPN

The first NPN being included in the first list?

Mapping the Boolean function to the first RHL

The first NPN being included in the second list?

Mapping the Boolean function to the second RHL

The first NPN being included in the third list?

Mapping the Boolean function to the third RHL

Number of the plurality of inputs being smaller than four?

Mapping the Boolean function to the LUT

FIG. 7
The second NPN being included in the first list?  

902  

no  

yes  

904

Mapping the first sub-function to the first RHL

The second NPN being included in the second list?  

906  

no  

yes  

908

Mapping the first sub-function to the second RHL

The second NPN being included in the third list?  

910  

no  

yes  

912

Mapping the first sub-function to the third RHL

Number of the plurality of first sub-function inputs being smaller than four?  

914  

yes  

916

Mapping the first sub-function to the LUT

900

FIG. 9
The third NPN being included in the first list?

Mapping the second sub-function to the first RHL

The third NPN being included in the second list?

Mapping the second sub-function to the second RHL

The third NPN being included in the third list?

Mapping the second sub-function to the third RHL

FIG. 10
Matching the first cofactor to a fourth NPN

The fourth NPN being included in the first list?

Yes

No

Mapping the first cofactor to the first RHL

The fourth NPN being included in the second list?

Yes

No

Mapping the first cofactor to the second RHL

The fourth NPN being included in the third list?

Yes

No

Mapping the first cofactor to the third RHL

Mapping the first cofactor to the LUT

FIG. 11
Matching the second cofactor to a fifth NPN

The fifth NPN being included in the first list?

no

Mapping the second cofactor to the first RHL

yes

Mapping the second cofactor to the third LUT

The fifth NPN being included in the second list?

no

Mapping the second cofactor to the second RHL

yes

Mapping the second cofactor to the LUT

The fifth NPN being included in the third list?

no

Mapping the second cofactor to the third RHL

FIG. 12
PROGRAMMABLE LOGIC DESIGN

CROSS-REFERENCE TO RELATED APPLICATION


SPONSORSHIP STATEMENT

[0002] This application has been sponsored by Iran Patent Center, which does not have any rights in this application.

TECHNICAL FIELD

[0003] The present disclosure generally relates to integrated circuits, and particularly to programmable logic units.

BACKGROUND

[0004] A Field-Programmable Gate Array (FPGA) is an integrated circuit (a programmable device) consisting of logic and routing resources, with the capacity to implement various customer-designed hardware circuits. These programmable devices have been used since the 1980s in a wide range of applications from embedded systems to parallel high-performance computing. The tremendous growth in transistor density and the increasing power density in nano-CMOS has led to an end of Dennard scaling. There is now further integration of CMOS technology in FPGAs, resulting in aggressive growth of the inductive percentages of silicon die, also referred to as Dark Silicon.

[0005] However, the smaller footprint of logic resources relative to their high power consumption results in a power density greater than routing resources can accommodate, and may lead to ‘hot spots’ or other thermal challenges such as leakage-temperature positive feedback, performance degradation, and intensified aging.

[0006] The major contributors to FPGA high power are logic resources, in particular K-input look-up tables (LUTs) which serve as the primary blocks responsible for implementing an applications’ functionality. K-input LUTs (K-LUTs) are logic elements that can implement all possible K-input functions. Hence, such applications can be mapped using adequate resources.

[0007] Although the overall performance of FPGA devices consisting of large-input LUTs is improved, increasing the number of LUT inputs comes at the expense of a higher area footprint and greater power consumption as a result of their larger, inefficient structure. Furthermore, the propagation delay of the LUT increases linearly, negatively affecting the profits obtained using large-input LUTs. Hence, LUTs equipped with more than six inputs are rarely used. Among the various configurations of LUTs, 4-LUTs afford designs associated with the smallest area. However, non-uniform distribution of the different functions used in the applications has led to poor logic utilization of 4-LUTs.

[0008] Various alternative architectures have been proposed, based on either power-gating of unused resources or manufacturing processes of low-leakage transistors. Such substitute architectures can reduce static power, but suffer from performance overhead. As an example, low-leakage manufacturing processes have been exploited. These manufacturing processes include variable transistor gate length, triple gate oxide, and multiple-Vth employed in interconnect pass transistors and configuration memory cells. However, such techniques cannot be employed in entire chip resources, due to the performance loss associated with the high-threshold transistors. In addition, these techniques may not be cost-effective due to the complexity of manufacture and fabrication.

[0009] Other types of structures have employed static (offline) or dynamic (online) power gating of unused logic and routing resources. However, such structures suffer from a large ‘wake-up’ (power-on) current. This current is drawn from the power rails, and can lead to register content instability, functional error, greater power overhead, and longer wake-up time. In addition, the idleness period must be large enough to offset the mentioned overheads. Moreover, the application behavior of these structures is unpredictable in interactive or input-dependent usages.

[0010] There is, therefore, a need for a logic unit with a simplified structure configured to provide high performance and reliability with a reduced number of cells, and associated with reduced static and dynamic power dissipation. There is also a need for a power allocation mechanism for power gating unused cells and modules in the logic unit. There is further a need for a method of efficiently mapping logic functions to the simplified logic unit structure, such that FPGAs or other programmable logic devices (PLDs) can be built up or into greater complexity using the simplified structure.

SUMMARY

[0011] This summary is intended to provide an overview of the subject matter of the present disclosure, and is not intended to identify essential elements or key elements of the subject matter, nor is it intended to be used to determine the scope of the claimed implementations. The proper scope of the present disclosure may be ascertained from the claims set forth below in view of the detailed description below and the drawings.

[0012] In one general aspect, the present disclosure describes a programmable logic unit (PLU). The PLU may include a plurality of four-input reconfigurable hard logics (RHLs), a three-input look-up-table (LUT), and a plurality of reconfigurable inverters. The plurality of RHLs may include a first RHL, a second RHL, and a third RHL. The plurality of reconfigurable inverters may be associated with the plurality of RHLs.

[0013] The above general aspect may include one or more of the following features. In some implementations, the PLU may further comprise a plurality of inputs, a plurality of outputs, a plurality of power gating cells, a plurality of configuration cells, and a reconfigurable power controller (RPC). The plurality of inputs may include a first input, a second input, a third input, and a fourth input. The plurality of outputs may include a first output, a second output, a third output, and a fourth output. The plurality of power gating cells may include a first power gating cell, a second power gating cell, a third power gating cell, and a fourth power gating cell. The plurality of configuration cells may include a first configuration cell, a second configuration cell, a third configuration cell, a fourth configuration cell, a fifth configuration cell, a sixth configuration cell, a seventh configuration cell, and an eighth configuration cell.
In some implementations, the first RHL may include a first reconfigurable inverter of the plurality of reconfigurable inverters, a second reconfigurable inverter of the plurality of reconfigurable inverters, a first two-input NAND gate, a first two-input NOR gate, a third reconfigurable inverter of the plurality of reconfigurable inverters, a fourth reconfigurable inverter of the plurality of reconfigurable inverters, a second two-input NAND gate, and a fifth reconfigurable inverter of the plurality of reconfigurable inverters. The first reconfigurable inverter may be associated with the first configuration cell, and may receive the first input. The second reconfigurable inverter may be associated with the second configuration cell, and may receive the fourth input. The first two-input NAND gate may receive the second input and be coupled with the first reconfigurable inverter to receive the output of the first reconfigurable inverter. The first two-input NOR gate may receive the third input and be coupled with the second reconfigurable inverter to receive the output of the second reconfigurable inverter. The third reconfigurable inverter may be associated with the third configuration cell, and be coupled with the first two-input NAND gate to receive the output of the third two-input NAND gate. The tenth reconfigurable inverter may be associated with the fifth configuration cell, and be coupled with the fourth two-input NAND gate to receive the output of the fourth two-input NAND gate. The fifth two-input NAND gate may be coupled with the tenth reconfigurable inverter and the eleventh reconfigurable inverter to receive the outputs of the tenth reconfigurable inverter and the eleventh reconfigurable inverter. The twelfth reconfigurable inverter may be associated with the sixth configuration cell, and be coupled with the fifth two-input NAND gate to receive the output of the fifth two-input NAND gate. The sixth two-input NAND gate may be coupled with the sixth reconfigurable inverter and the twelfth reconfigurable inverter to receive the outputs of the sixth reconfigurable inverter and the twelfth reconfigurable inverter. The thirteenth reconfigurable inverter may be associated with the seventh configuration cell, and be coupled with the sixth two-input NAND gate to receive the output of the sixth two-input NAND gate. The output of the thirteenth reconfigurable inverter may be connected to the second output.

In different implementations, the third RHL may include a fourteenth reconfigurable inverter of the plurality of reconfigurable inverters, a fifteenth reconfigurable inverter of the plurality of reconfigurable inverters, a sixteenth reconfigurable inverter of the plurality of reconfigurable inverters, a seventeenth reconfigurable inverter of the plurality of reconfigurable inverters, an eighteenth reconfigurable inverter of the plurality of reconfigurable inverters, a second two-input NOR gate, a third two-input NOR gate, a nineteenth reconfigurable inverter of the plurality of reconfigurable inverters, a twentieth reconfigurable inverter of the plurality of reconfigurable inverters, a first three-input NAND gate, a second three-input NAND gate, a fourth two-input NOR gate, and a twenty first reconfigurable inverter of the plurality of reconfigurable inverters. The fourteenth reconfigurable inverter may be associated with the first configuration cell, and may receive the first input. The fourteenth reconfigurable inverter may be associated with the second configuration cell, and may receive the second input. The twentieth reconfigurable inverter may be associated with the second configuration cell, and may receive the fourth input. The twentieth reconfigurable inverter may be associated with the third configuration cell, and may receive the fourth input. The eighteenth reconfigurable inverter may be associated with the third configuration cell, and may receive the fourth input. The second two-input NOR gate may receive the fourth input, and be coupled with the sixteenth reconfigurable inverter to receive the output of the sixteenth reconfigurable inverter. The third two-input NOR gate may receive the second input, and be coupled with the seventeenth reconfigurable inverter to receive the output of the seventeenth reconfigurable inverter. The first two-input NAND gate may receive the third input, and be coupled with the second configuration cell, and may receive the third input. The third two-input NAND gate may receive the third input, and be coupled with the seventh reconfigurable inverter to receive the output of the seventh reconfigurable inverter. The fourth two-input NAND gate may be coupled with the eighth reconfigurable inverter and the ninth reconfigurable inverter to receive the outputs of the eighth reconfigurable inverter and the ninth reconfigurable inverter. The tenth reconfigurable inverter may be associated with the fifth configuration cell, and be coupled with the third two-input NAND gate to receive the output of the third two-input NAND gate. The eleventh reconfigurable inverter may be associated with the sixth configuration cell, and be coupled with the fourth two-input NAND gate to receive the output of the fourth two-input NAND gate. The fifth two-input NAND gate may be coupled with the tenth reconfigurable inverter and the eleventh reconfigurable inverter to receive the outputs of the tenth reconfigurable inverter and the eleventh reconfigurable inverter. The twelfth reconfigurable inverter may be associated with the fifth configuration cell, and be coupled with the fifth two-input NAND gate to receive the output of the fifth two-input NAND gate. The sixth two-input NAND gate may be coupled with the sixth reconfigurable inverter and the twelfth reconfigurable inverter to receive the outputs of the sixth reconfigurable inverter and the twelfth reconfigurable inverter. The thirteenth reconfigurable inverter may be associated with the sixth configuration cell, and be coupled with the sixth two-input NAND gate to receive the output of the sixth two-input NAND gate. The output of the thirteenth reconfigurable inverter may be connected to the second output.
fourteenth reconfigurable inverter, the fifteenth reconfigurable inverter, and the nineteenth reconfigurable inverter. The second three-input NAND gate may receive the first input, and be coupled with the eighteenth reconfigurable inverter and the twentieth reconfigurable inverter to receive the outputs of the eighteenth reconfigurable inverter and the twentieth reconfigurable inverter. The fourth two-input NOR gate may be coupled with the first three-input NAND gate and the second three-input NAND gate to receive the outputs of the first three-input NAND gate and the second three-input NAND gate. The twenty first reconfigurable inverter may be associated with the eighth configuration cell, and be coupled with the fourth two-input NOR gate to receive the output of the fourth two-input NOR gate. The output of the twenty first reconfigurable inverter may be connected to the third output.

[0017] In one example, the LUT may be associated with the plurality of configuration cells. The output of the LUT may be connected to the fourth output. In other implementations, a first transistor may be configured to couple the first RHL with a power supply, in response to the first power gating cell being active. A second transistor may be configured to couple the second RHL with the power supply, in response to the second power gating cell being active. A third transistor may be configured to couple the third RHL with the power supply, in response to the third power gating cell being active. A fourth transistor may be configured to couple the LUT with the power supply, in response to the fourth power gating cell being active.

[0018] In some implementations, the reconfigurable power controller may be configured to activate the first configuration cell, the second configuration cell, the third configuration cell, the fourth configuration cell, and the fifth configuration cell, in response to the first power gating cell being active. The reconfigurable power controller may be configured to activate the plurality of configuration cells in response to any of the second power gating cell, the third power gating cell, and the fourth power gating cell being active. In other implementations, the reconfigurable power controller may include a three-input AND gate, a two-input AND gate, a first, inverter, and a second inverter. The three-input AND gate may be coupled with the second power gating cell, the third power gating cell, and the fourth power gating cell, for receiving the values of the second power gating cell, the third power gating cell, and the fourth power gating cell. The two-input AND gate may be coupled with the three-input AND gate and the first power gating cell, to receive the output of the two-input AND gate and the value of the first power gating cell. The first inverter may be coupled with the two-input AND gate to receive the output of the two-input AND gate. The output of the first inverter may be loaded into each of the first configuration cell, the second configuration cell, the third configuration cell, the fourth configuration cell, and the fifth configuration cell. The second inverter may be coupled with the three-input AND gate to receive the output of the three-input AND gate. The output of the second inverter may be loaded into each of the sixth configuration cell, the seventh configuration cell, and the eighth configuration cell.

[0019] In some cases, each of the plurality of power gating cells may include a static random-access memory (SRAM) cell. In other cases, the plurality of configuration cells may include a SRAM cell.

[0020] In one implementation, each reconfigurable inverter of the plurality of reconfigurable inverters may be associated with a configuration cell. The reconfigurable inverter may be configured to act as an inverter in response to the configuration cell being set. The reconfigurable inverter may be configured to act as a buffer in response to the configuration cell being reset.

[0021] In another general aspect, the present disclosure describes a method for mapping a Boolean function of a plurality of inputs to a circuit. The circuit may include a plurality of programmable logic units (PLUs). Each of the PLUs may include a first reconfigurable hard logic (RHL), a second RHL, a third RHL, and a look-up table (LUT). The method may comprise generating a first list of negating-permuting-negating functions (NPNs), generating a second list of NPNs, generating a third list of NPNs, matching the Boolean function to a first NPN, mapping the Boolean function to the first RHL in response to the first NPN being included in the first list, mapping the Boolean function to the second RHL in response to the first NPN not being included in the first list and being included in the second list, mapping the Boolean function to the third RHL in response to the first NPN not being included in any of the first list and the second list and being included in the third list, and mapping the Boolean function to the LUT in response to the first NPN not being included in any of the first list, the second list, and the third list, and the number of the plurality of inputs being smaller than four. The first list of NPNs may correspond to the first RHL, the second list of NPNs may correspond to the second RHL, the third list of NPNs may correspond to the third RHL.

[0022] The above general aspect may include one or more of the following features. In some implementations, the method may further comprise mapping the Boolean function to a first PLU and a second PLU of the plurality of PLUs in response to the Boolean function meeting a decomposition condition, and mapping the Boolean function to a third PLU, a fourth PLU, and a fifth PLU of the plurality of PLUs in response to the Boolean function not meeting the decomposition condition. The second PLU may be coupled with the first PLU to receive the output of the first PLU. The fifth PLU may be coupled with the third PLU and the fourth PLU to receive the outputs of the third PLU and the fourth PLU.

[0023] In some examples, mapping the Boolean function to the first PLU and the second PLU may include decomposing the Boolean function into a series of two sub-functions, including a first sub-function and a second sub-function, matching the first sub-function to a second NPN, matching the second sub-function to a third NPN, and mapping the Boolean function to the first PLU and the second PLU in response to the Boolean function meeting the decomposition condition. The first sub-function may include a plurality of first sub-function inputs and a first sub-function output. The second sub-function may receive the first sub-function output. The decomposition condition may include a first sub-condition and one of a second sub-condition and a third sub-condition. The first sub-condition may include the third NPN being included in one of the first list, the second list, and the third list. The second sub-condition may include the second NPN being included in one of the first list, the second list, and the third list. The third sub-condition may include the number of the plurality of first sub-function inputs being smaller than four.
In one implementation, mapping the Boolean function to the first PLU may include mapping the first sub-function to the first RHL in response to the second NPN being included in the first list, mapping the first sub-function to the second RHL in response to the second NPN not being included in the first list and being included in the second list, mapping the first sub-function to the third RHL in response to the second NPN not being included in any of the first list and the second list and being included in the third list, and mapping the first sub-function to the LUT in response to the second NPN not being included in any of the first list, the second list, and the third list, and the number of the plurality of first sub-function inputs being smaller than four. In another implementation, mapping the Boolean function to the second PLU may include mapping the second sub-function to the first RHL in response to the third NPN being included in the first list, mapping the second sub-function to the second RHL in response to the third NPN not being included in the first list and being included in the second list, and mapping the second sub-function to the third RHL in response to the third NPN not being included in any of the first list and the second list and being included in the third list.

In different implementations, mapping the Boolean function to the third PLU, the fourth PLU, and the fifth PLU may include decomposing the Boolean function into a pair of cofactors including a first cofactor and a second cofactor, mapping the first cofactor to the third PLU, mapping the second cofactor to the fourth PLU, and configuring the fifth PLU to act as a two-to-one multiplexer. The two-to-one multiplexer may receive one of the plurality of inputs as a selector input of the two-to-one multiplexer. Mapping the first cofactor to the third PLU may include matching the first cofactor to a fourth NPN, mapping the first cofactor to the first RHL in response to the fourth NPN being included in the first list, mapping the first cofactor to the second RHL in response to the fourth NPN not being included in the first list and being included in the second list, mapping the first cofactor to the third RHL in response to the fourth NPN not being included in any of the first list and the second list, and being included in the third list, and mapping the first cofactor to the LUT in response to the fourth NPN not being included in any of the first list, the second list, and the third list. Mapping the second cofactor to the fourth PLU may include matching the second cofactor to a fifth NPN, mapping the second cofactor to the first RHL in response to the fifth NPN being included in the first list, mapping the second cofactor to the second RHL in response to the fifth NPN not being included in the first list and being included in the second list, mapping the second cofactor to the third RHL in response to the fifth NPN not being included in any of the first list and the second list, and being included in the third list, and mapping the second cofactor to the LUT in response to the fifth NPN not being included in any of the first list, the second list, and the third list. In some examples, configuring the fifth PLU may include configuring the first RHL to act as the two-to-one multiplexer.

This Summary is provided to introduce a selection of concepts in a simplified form that are further described below in the Detailed Description. This Summary is not intended to identify key features or essential features of the claimed subject matter, nor is it intended to be used to limit the scope of the claimed subject matter. Furthermore, the claimed subject matter is not limited to implementations that solve any or all disadvantages noted in any part of this disclosure.

BRIEF DESCRIPTION OF THE DRAWINGS

The drawing figures depict one or more implementations in accord with the present teachings, by way of example only, not by way of limitation. In the figures, like reference numerals refer to the same or similar elements. FIG. 1 illustrates an implementation of a programmable logic unit (PLU). FIG. 2 illustrates an implementation of a first reconfigurable hard logic (RHL). FIG. 3 illustrates an implementation of a second RHL. FIG. 4 illustrates an implementation of a third RHL. FIG. 5 illustrates an implementation of a three-input look-up table (LUT). FIG. 6 illustrates an implementation of a reconfigurable power controller (RPC). FIG. 7 illustrates an implementation of a method of mapping a Boolean function to a circuit. FIG. 8 illustrates an implementation of the circuit, including a plurality of PLUs. FIG. 9 is a flowchart depicting an implementation of a mapping of the Boolean function to a first PLU. FIG. 10 is a flowchart depicting an implementation of a mapping of the Boolean function to a second PLU. FIG. 11 is a flowchart depicting an implementation of a mapping of a first cofactor to a third PLU. FIG. 12 is a flowchart depicting an implementation of a mapping of a second cofactor to a fourth PLU.

DETAILED DESCRIPTION

The following detailed description is presented to enable a person skilled in the art to make and use the methods and devices disclosed in exemplary implementations of the present disclosure. For purposes of explanation, specific nomenclature is set forth to provide a thorough understanding of the present disclosure. However, it will be apparent to one skilled in the art that these specific details are not required to practice the disclosed exemplary implementations. Descriptions of specific exemplary implementations are provided only as representative examples. Various modifications to the exemplary implementations will be readily apparent to one skilled in the art, and the general principles defined herein may be applied to other implementations and applications without departing from the scope of the present disclosure. The present disclosure is not intended to be limited to the implementations shown, but is to be accorded the widest possible scope consistent with the principles and features disclosed herein.

The present disclosure describes implementations of a programmable logic unit (PLU). For purposes of this application, a PLU is a logic block that can include reconfigurable hard logics (RHLs), and a number of configuration cells that are shared among the RHLs by a reconfigurable power controller (RPC). In different implementations, the RHLs are programmable modules that may be arranged in a tree structure and include a plurality of logic gates. The logic gates, as well as the inputs and outputs of the RHLs, may be associated with reconfigurable inverters. The entire PLU, or
one or more RHLs, may be used as an exclusive and/or alternative logic component of integrated circuits (ICs), including field programmable gate arrays (FPGAs) and programmable logic devices (PLDs). The PLUs can reduce the number of configuration cells as well as the propagation delay of a circuit mapped into typical look-up table (LUT)-based FPGAs, thereby obtaining improved performance, reliability, and lower static and dynamic power dissipation.

Each RHL can be designed to implement a significant portion of frequent logic functions that have the same negative-putting-negating (NPN)-class representation in industrial and standard applications. Therefore, by utilizing a plurality of RHLs in the PLU, a majority of Boolean functions can be implemented via a method of mapping each function to a RHL that has higher power efficiency. This PLU can provide a more optimal tradeoff between static and dynamic power dissipation, performance, reliability, and hardware cost. In addition, a wide range of LUTs can be utilized along with different implementations of the PLU in a FPGA.

FIG. 1 depicts an implementation of a PLU 100, according to one or more implementations of the present disclosure. The PLU 100 is configured for implementation of Boolean functions by use of logic modules. In some implementations, the PLU 100 may include a plurality of four-input reconfigurable hard logics (RHLs), a three-input look-up table (LUT) 102, and a plurality of reconfigurable inverters. The plurality of reconfigurable inverters may be associated with the plurality of RHLs. The plurality of RHLs may include a first RHL 104, a second RHL 106, and a third RHL 108. The LUT 102 and each of the plurality of RHLs may be configured to implement a portion of the Boolean functions. In some examples, each reconfigurable inverter of the plurality of reconfigurable inverters may be associated with a configuration cell. In one implementation the reconfigurable inverter functions as an inverter in response to the configuration cell being set, and functions as a buffer in response to the configuration cell being reset. In these cases, the reconfigurable inverter can be implemented by an XOR gate associated with the configuration cell. In another example, the PLU 100 may be implemented as part of an integrated circuit, including a field-programmable gate array (FPGA) with a look-up table structure, or a programmable logic device (PLD).

In some implementations, the PLU 100 may further include a plurality of inputs, a plurality of outputs O1-O4, a plurality of configuration cells S1-S4 (hereinafter referred to as power gating cells), a plurality of configuration cells M1-M8, and a reconfigurable power controller (RPC) 110 for power gating each of the plurality of configuration cells M1-M8. In this example, the plurality of inputs includes a first input A, a second input B, a third input C, and a fourth input D, and the plurality of outputs includes a first output O1, a second output O2, a third output O3, and a fourth output O4. Furthermore, the plurality of power gating cells include a first power gating cell S1, a second power gating cell S2, a third power gating cell S3, and a fourth power gating cell S4. The plurality of configuration cells include a first configuration cell M1, a second configuration cell M2, a third configuration cell M3, a fourth configuration cell M4, a fifth configuration cell M5, a sixth configuration cell M6, a seventh configuration cell M7, and an eighth configuration cell M8.

Fig. 2-4 further details regarding the RHLs are presented. FIG. 2 depicts an implementation of the first RHL 104. In some implementations, the first RHL 104 includes a first reconfigurable inverter 202 of the plurality of reconfigurable inverters, a second reconfigurable inverter 204 of the plurality of reconfigurable inverters, a first two-input NAND gate 206, a first two-input NOR gate 208, a third reconfigurable inverter 210 of the plurality of reconfigurable inverters, a fourth reconfigurable inverter 212 of the plurality of reconfigurable inverters, a second two-input NAND gate 214, and a fifth reconfigurable inverter 216 of the plurality of reconfigurable inverters. The first reconfigurable inverter 202 may be associated with the first configuration cell M1, and may receive the first input A. The second reconfigurable inverter 204 may be associated with the second configuration cell M2, and may receive the fourth input D. The first two-input NAND gate 206 may receive the second input B, and be coupled with the first reconfigurable inverter 202 to receive the output of the first reconfigurable inverter 202. The first two-input NOR gate 208 may receive the third input C, and be coupled with the second reconfigurable inverter 204 to receive the output of the second reconfigurable inverter 204. The third reconfigurable inverter 210 may be associated with the third configuration cell M3 and be coupled with the first two-input NAND gate 206 to receive the output of the first two-input NAND gate 206. The fourth reconfigurable inverter 212 may be associated with the fourth configuration cell M4, and be coupled with the first two-input NOR gate 208 to receive the output of the first two-input NOR gate 208. The second two-input NAND gate 214 is coupled with the third reconfigurable inverter 210 and the fourth reconfigurable inverter 212 to receive the outputs of the third reconfigurable inverter 210 and the fourth reconfigurable inverter 212. The fifth reconfigurable inverter 216 may be associated with the fifth configuration cell M5, and be coupled with the second two-input NAND gate 214 to receive the output of the second two-input NAND gate 214. The output of the fifth reconfigurable inverter 216 may be connected to the first output O1. Thus, the first RHL 104 can be viewed as a two-level logic, where a first level includes the first two-input NAND gate 206 and the first two-input NOR gate 208, followed by a second level including the second two-input NAND gate 214.

Fig. 3 depicts an implementation of the second RHL 106. In some implementations, the second RHL 106 includes a sixth reconfigurable inverter 302 of the plurality of reconfigurable inverters, a seventh reconfigurable inverter 304 of the plurality of reconfigurable inverters, an eighth reconfigurable inverter 306 of the plurality of reconfigurable inverters, a ninth reconfigurable inverter 308 of the plurality of reconfigurable inverters, a third two-input NAND gate 310, a fourth two-input NAND gate 312, a tenth reconfigurable inverter 314 of the plurality of reconfigurable inverters, an eleventh reconfigurable inverter 316 of the plurality of reconfigurable inverters, a fifth two-input NAND gate 318, a twelfth reconfigurable inverter 320 of the plurality of reconfigurable inverters, a sixth two-input NAND gate 322, and an thirteenth reconfigurable inverter 324 of the plurality of reconfigurable inverters. The sixth reconfigurable inverter 302 may be associated with the first configuration cell M1, and receive the first input A. The seventh reconfigurable inverter 304 may be associated with the second configuration cell M2, and receive the second input B. The eighth
reconfigurable inverter 306 may be associated with the third configuration cell M3, and receive the third input C. The ninth reconfigurable inverter 308 may be associated with the fourth configuration cell M4, and receive the fourth input D. The third two-input NAND gate 310 may receive the third input C, and be coupled with the seventh reconfigurable inverter 304 to receive the output of the seventh reconfigurable inverter 304. The fourth two-input NAND gate 312 may be coupled with the eighth reconfigurable inverter 306 and the ninth reconfigurable inverter 308 to receive the outputs of the eighth reconfigurable inverter 306 and the ninth reconfigurable inverter 308. The tenth reconfigurable inverter 314 may be associated with the fifth configuration cell M5, and be coupled with the third two-input NAND gate 310 to receive the output of the third two-input NAND gate 310. The eleventh reconfigurable inverter 316 may be associated with the sixth configuration cell M6, and be coupled with the fourth two-input NAND gate 312 to receive the output of the fourth two-input NAND gate 312. The fifth two-input NAND gate 318 may be coupled with the tenth reconfigurable inverter 314 and the eleventh reconfigurable inverter 316 to receive the outputs of the tenth reconfigurable inverter 314 and the eleventh reconfigurable inverter 316. The twelfth reconfigurable inverter 320 may be associated with the seventh configuration cell M7, and be coupled with the fifth two-input NAND gate 318 to receive the output of the fifth two-input NAND gate 318. The sixth two-input NAND gate 322 may be coupled with the sixth reconfigurable inverter 302 and the twelfth reconfigurable inverter 320, to receive the outputs of the sixth reconfigurable inverter 302 and the twelfth reconfigurable inverter 320. The thirteenth reconfigurable inverter 324 may be associated with the eighth configuration cell M8, and be coupled with the sixth two-input NAND gate 322 to receive the output of the sixth two-input NAND gate 322. The output of the thirteenth reconfigurable inverter 324 may be connected to the second output second output O2. Thus, in some implementations, the second RHL 106 can be viewed as a three-level logic, where a first level includes the third two-input NAND gate 310 and the fourth two-input NAND gate 312, followed by a second level including the fifth two-input NAND gate 318, and finally a third level including the sixth two-input NAND gate 322.

[0046] FIG. 4 depicts an implementation of the third RHL 108. In some implementations, the third RHL 108 includes a fourteenth reconfigurable inverter 402 of the plurality of reconfigurable inverters, a fifteenth reconfigurable inverter 404 of the plurality of reconfigurable inverters, a sixteenth reconfigurable inverter 406 of the plurality of reconfigurable inverters, a seventeenth reconfigurable inverter 408 of the plurality of reconfigurable inverters, an eighteenth reconfigurable inverter 410 of the plurality of reconfigurable inverters, a second two-input NOR gate 412, a third two-input NOR gate 414, a nineteenth reconfigurable inverter 416 of the plurality of reconfigurable inverters, a twentieth reconfigurable inverter 418 of the plurality of reconfigurable inverters, a first three-input NAND gate 420, a second three-input NAND gate 422, a fourth two-input NOR gate 424, and a twenty first reconfigurable inverter 426 of the plurality of reconfigurable inverters. The fourteenth reconfigurable inverter 402 may be associated with the first configuration cell M1, and receive the first input A. The fifteenth reconfigurable inverter 404 may be associated with the second configuration cell M2, and receive the fourth input D. The sixteenth reconfigurable inverter 406 may be associated with the third configuration cell M3, and receive the second input B. The seventeenth reconfigurable inverter 408 may be associated with the fourth configuration cell M4, and receive the third input C. The eighteenth reconfigurable inverter 410 may be associated with the fifth configuration cell M5, and receive the fourth input D. The second two-input NOR gate 412 may receive the third input C, and be coupled with the sixteenth reconfigurable inverter 406 to receive the output of the sixteenth reconfigurable inverter 406. The third two-input NOR gate 414 may receive the second input B, and be coupled with the seventeenth reconfigurable inverter 408 to receive the output of the seventeenth reconfigurable inverter 408. The nineteenth reconfigurable inverter 416 may be associated with the sixth configuration cell M6, and be coupled with the second two-input NOR gate 412 to receive the output of the second two-input NOR gate 412. The twentieth reconfigurable inverter 418 may be associated with the seventh configuration cell M7, and be coupled with the third two-input NOR gate 414 to receive the output of the third two-input NOR gate 414. The first three-input NAND gate 420 may be coupled with the fourteenth reconfigurable inverter 402, the fifteenth reconfigurable inverter 404, and the nineteenth reconfigurable inverter 416, to receive the outputs of the fourteenth reconfigurable inverter 402, the fifteenth reconfigurable inverter 404, and the nineteenth reconfigurable inverter 416. The second three-input NAND gate 422 may receive the first input A, and be coupled with the eighteenth reconfigurable inverter 410 and the twentieth reconfigurable inverter 418 to receive the outputs of the eighteenth reconfigurable inverter 410 and the twentieth reconfigurable inverter 418. The fourth two-input NOR gate 424 may be coupled with the first three-input NAND gate 420 and the second three-input NAND gate 422 to receive the outputs of the first three-input NAND gate 420 and the second three-input NAND gate 422. The twenty first reconfigurable inverter 426 may be associated with the eighth configuration cell M8, and be coupled with the fourth two-input NOR gate 424 to receive the output of the fourth two-input NOR gate 424. The output of the twenty first reconfigurable inverter 426 may be connected to the third output O3. Thus, in some implementations, the third RHL 108 can be viewed as a three-level logic, with a first level including the second two-input NOR gate 412 and the third two-input NOR gate 414, followed by a second level including the first three-input NAND gate 420 and the second three-input NAND gate 422, and finally a third level including the fourth two-input NOR gate 424.

[0047] Further details regarding the LUT and the configuration cells are now presented with reference to FIGS. 1 and 5. FIG. 5 depicts an implementation of the LUT 102. In some implementations, the LUT 102 may be associated with the plurality of configuration cells M1-M8, and the output of the LUT may be connected to the fourth output O4.

[0048] Referring back to FIG. 1, in some implementations, the plurality of power gating cells S1-S4 may be configured to determine the power allocation for the logic modules in the PLU 100. In some examples, the plurality of power gating cells S1-S4 may be active-low. Therefore, a logical 0 in each of the plurality of power gating cells S1-S4 may determine that the associated logic module shall be activated. For example, S4=0 may indicate that the LUT 102 is active.
In different implementations, power may be provided for each module via a cut-off transistor. In one implementation, a first transistor Q1 is configured to couple the first RHL 104 with a power supply $V_{dd}$ in response to the first power gating cell S1 being active. Similarly, a second transistor Q2 may be configured to couple the second RHL 106 with the power supply $V_{dd}$ in response to the second power gating cell S2 being active. A third transistor Q3 may be configured to couple the third RHL 108 with the power supply $V_{dd}$ in response to the third power gating cell S3 being active. Furthermore, a fourth transistor Q4 may be configured to couple the LUT 102 with the power supply $V_{dd}$ in response to the fourth power gating cell S4 being active.

Generally, the total number of configuration cells in a PLU is equal to a sum of the configuration cells in each logic module in the PLU. However, because only one of the logic modules (the plurality of RHLs or the LUT 102) and its associated configuration cells may be active in a single implementation in the PLU 100, a shared set of configuration cells can be allocated for the logic modules, resulting in a smaller number of total configuration cells in the PLU 100. The potential benefits of this approach are at least two-fold. In one example, the significant reduction in the number of configuration cells improves the power efficiency of the PLU by throttling the leakage of power-gated configuration cells. In another example, such an approach reduces the area of the PLU. In addition, this scheme can be generalized for a higher number of logic modules and configuration cells.

Referring again to FIG. 1, in different implementations, the first RHL 104 may exploit only five of the plurality of configuration cells M1-M8 in its structure, whereas the other logic modules may be associated with all of the plurality of configuration cells M1-M8. The reduction in the number of configuration cells associated with the first RHL 104 is in part due to a lower number of logic gates in the first RHL 104, as well as a reduction of the number of reconfigurable inverters in the first RHL 104 that are associated with the plurality of inputs (the second input B and the third input C are not loaded into a reconfigurable inverter in the first RHL 104). Reducing the number of reconfigurable inverters can improve power efficiency by decreasing the area of the PLU 100, at the cost of a negligible impact on the function coverage ratio of the first RHL 104.

Through the use of only five configuration cells within the first RHL 104, three of the plurality of configuration cells M1-M8 can be powered off if the first RHL 104 is active in the PLU 100. This may be the case for more than about 60% of Boolean functions, resulting in a significant power saving for the PLU 100, particularly when compared to conventional four-input LUTs. Because power allocation for the logic modules may be determined by the plurality of power gating cells S1-S4, power gating for each of the plurality of configuration cells M1-M8 that is not associated with the first RHL 104 is determined by logical values of S2-S4. For the remaining of the plurality of configuration cells M1-M8 (that are also associated with the first RHL 104) the first power gating cell S1 may also be involved in power allocation.

In different implementations, the RPC 110 may be configured to activate the first configuration cell M1, the second configuration cell M2, the third configuration cell M3, the fourth configuration cell M4, and the fifth configuration cell M5, in response to the first power gating cell S1 being active. The RPC 110 may further be configured to activate the plurality of configuration cells M1-M8 in response to any of the second power gating cell S2, the third power gating cell S3, and the fourth power gating cell S4 being active. As a result, all of the plurality of configuration cells M1-M8, along with all of the logic modules, can be powered off by inactivating the plurality of power gating cells S1-S4.

Referring next to FIG. 6, an implementation of the RPC 110 is depicted. In some implementations, the RPC 110 includes a three-input AND gate 602, a two-input AND gate 604, a first inverter 606, and a second inverter 608. The three-input AND gate 602 may be coupled with the second power gating cell S2, the third power gating cell S3, and the fourth power gating cell S4 to receive the values of the second power gating cell S2, the third power gating cell S3, and the fourth power gating cell S4. The two-input AND gate 604 may be coupled with the three-input AND gate 602 and the first power gating cell S1 to receive the output of the two-input AND gate 604 and the value of the first power gating cell S1. The first inverter 606 may be coupled with the two-input AND gate 604 to receive the output of the two-input AND gate 604. In addition, the output of the first inverter 606 may be loaded into each of the first configuration cell M1, the second configuration cell M2, the third configuration cell M3, the fourth configuration cell M4, and the fifth configuration cell M5. The second inverter 608 can be coupled with the three-input AND gate 602 to receive the output of the three-input AND gate 602. Furthermore, the output of the second inverter 608 may be loaded into each of the sixth configuration cell M6, the seventh configuration cell M7, and the eighth configuration cell M8. In one implementation, each of the plurality of power gating cells S1-S4 may include a static random-access memory (SRAM) cell. In another implementation, each of the plurality of configuration cells M1-M8 includes a SRAM cell.

FIG. 7 depicts an implementation of a method 700 for mapping a Boolean function $F$ of a plurality of inputs to a circuit. The circuit may include a plurality of programmable logic units (PLUs). In some implementations, each of the PLUs includes the first RHL 104, the second RHL 106, the third RHL 108, and the LUT 102. In general, the goal of mapping contemplates a variety of constraints, such as power, area, or delay optimization. The optimization goals of the method 700 may primarily include static and dynamic power reduction, as well as delay minimization. In some cases, a mapping method may be considered an optimal solution if the power is minimum. In some implementations, the PLU mapping is analogous with conventional LUT technology mapping, but can be optimized based on the specifications of the PLUs.

In different implementations, the method 700 may map the Boolean function $F$ to the circuit based on a negating-permuting-negating (NPN) representation of the Boolean function. Through the use of the NPN representation, two different functions can be classified in the same NPN-class if each of them is obtained from the other by negating and/or permuting the inputs and/or negating the output of the other function. For example, two functions $F=AB+CD$ and $G=AC+BD$ can be obtained from each other by permuting C and B and negating D.

As shown in FIG. 7, in some implementations, the method 700 involves generating a first list of negating-permuting-negating functions (NPNs) (a first step 702)
corresponding to the first RHL 104, generating a second list of NPNs (a second step 704) corresponding to the second RHL 106, generating a third list of NPNs (a third step 706) corresponding to the third RI-IL 108, and matching the Boolean function F to a first NPN (a fourth step 708). Furthermore, the method includes mapping the Boolean function F to the first RHL 104 (a sixth step 712) in response to the first NPN being included in the first list (a fifth step 710, when ‘yes’). If the first NPN is not included in the first list (fifth step 710, when ‘no’), the method includes mapping the Boolean function F to the second RHL 106 (an eighth step 716) in response to the first NPN being included in the second list (a seventh step 714, when ‘yes’). If the first NPN is not included in any of the first list and the second list (seventh step 714, when ‘no’), the method includes mapping the Boolean function F to the third RHL 108 (a tenth step 720) in response to the first NPN being included in the third list (a ninth step 718, when ‘yes’). If the first NPN is not included in any of the first list, the second list, and the third list (ninth step 718, when ‘no’), and the number of the plurality of inputs is smaller than four (an eleventh step 722, when ‘yes’), the method includes mapping the Boolean function F to the LUT (a twelfth step 724).

Furthermore, in some cases, generating the first list may include generating a first list of Boolean functions of the plurality of inputs A, B, C, D. The first list of Boolean functions may include: (A\&B)\&C, A\&B\&C, A\&C\&D, and A\&B\&C\&D, where ! is a logical negation operator, ! is a logical AND operator and + is a logical inclusive OR operator.

In addition, in some implementations, generating the second list may include generating a second list of Boolean functions. The second list of Boolean functions may include: (A\&B\&C\&D), (A\&B\&C\&D), A\&B\&C\&D, and A\&B\&C\&D. Where ! is a logical negation operator, ! is a logical AND operator and + is a logical inclusive OR operator, and D is a logical exclusive OR operator.

Similarly, in some cases, generating the third list may include generating a third list of Boolean functions. The third list of Boolean functions may include: A\&B\&C\&D\&E, A\&B\&C\&D\&E, A\&B\&C\&D\&E, A\&B\&C\&D\&E, and A\&B\&C\&D\&E. Where is a logical negation operator, is a logical AND operator, + is a logical inclusive OR operator, and D is a logical exclusive OR operator.

TABLE 1 presented below summarizes the coverage ratio of four-input and three-input functions by each of the NPN classes corresponding to the Boolean functions in the first list, the second list, and the third list. The supporting logic unit for each NPN, that is the first RHL 104 (referred to as RHL, in TABLE 1), the second RHL 106 (referred to as RHL, in TABLE 1), the third RHL 108 (referred to as RHL, in TABLE 1), and the LUT 102 for each NPN class, is also designated by a check mark in TABLE 1. The coverage ratios are determined based on a comprehensive range of standard and industrial benchmarks. As illustrated in TABLE 1, the plurality of RHLs along with the LUT 102 may be able to implement more than about 95.5% of most-frequent NPNs. Several other NPNs in addition to those presented in TABLE 1 are also supported by the plurality of RHLs and the LUT 102. However, their utilization rate is trivial and is not reported in TABLE 1 for the sake of brevity. According to TABLE 1, there are some NPNs with three or less inputs that are covered by both the third RHL 108 and the LUT 102. In such cases, the third RHL 108 may be chosen over the LUT 102 to implement those functions due to the better power efficiency of third RHL 108 over the LUT 102.

| Coverage Ratio of NPNs supported by the plurality of RHLs and the LUT |
|-----------------|-----------------|-----------------|-----------------|-----------------|
| NPN             | RHL 104 | RHL 106 | RHL 108 | LUT 102 |
| ABCD            | 34.0    |            |          |          |
| AB(C + D)       | 14.4    |            |          |          |
| AB + CD         | 13.5    |            |          |          |
| A(BC + BD)      | 8.6     |            |          |          |
| A(B + CD)       | 7.0     |            |          |          |
| A(B + C + D)    | 5.1     |            |          |          |
| A(BC + CD)      | 4.4     |            |          |          |
| AB + AC + BC    | 1.6     |            |          |          |
| A(B + C)        | 1.2     |            |          |          |
| A(BC + D)       | 1.0     |            |          |          |
| A(BC + C + D)   | 0.9     |            |          |          |
| ABC + AB + CD   | 0.9     |            |          |          |
| ABC + AB + CD   | 0.6     |            |          |          |
| A(ABC + AC)     | 1.6     |            |          |          |
| ABC + AC       | 1.6     |            |          |          |
| ABC + AB + AC   | 0.5     |            |          |          |
| ABC + AB + AC   | 0.5     |            |          |          |
| Other supported NPNs | 0.5 |            |          |          |
| Unsupported NPNs |        |            |          |          |

Referring now to FIG. 8, an implementation of a circuit 800 is schematically illustrated. In one implementation, the circuit 800 includes a first PLU 802 and a second PLU 804 of the plurality of PLUs. The second PLU 804 is coupled with the first PLU 802 to receive the output of the first PLU 802. In another implementation, the circuit 800 may include a third PLU 806, a fourth PLU 808, and a fifth PLU 810 of the plurality of PLUs. The fifth PLU 810 may be coupled with the third PLU 806 and the fourth PLU 808 to receive the outputs of the third PLU 806 and the fourth PLU 808. In some cases, as described below, multiple PLUs can be utilized for implementing Boolean functions that are not supported by any of the plurality of RHLs and the LUT 102, and hence cannot be implemented in a single PLU.

In different implementations, the method 700 may further include mapping the Boolean function F to the first PLU 802 and the second PLU 804, in response to the Boolean function meeting a decomposition condition, and mapping the Boolean function F to the third PLU 806, the fourth PLU 808, and the fifth PLU 810, in response to the Boolean function not meeting the decomposition condition. The decomposition condition may determine whether the Boolean function F can be implemented by cascading two PLUs. In different implementations, mapping the Boolean function F to the first PLU 802 and the second PLU 804 may further include (1) decomposing the Boolean function F into a series of two sub-functions including a first sub-function F1 and a second sub-function F2 (2) matching the first sub-function F1 to a second NPN, (3) matching the second sub-function F2 to a third NPN, and (4) mapping the Boolean
function $F$ to the first PLU 802 and the second PLU 804 in response to the Boolean function meeting the decomposition condition. The first sub-function $F_1$ may include a plurality of first sub-function inputs and a first sub-function output. The second sub-function $F_2$ may receive the first sub-function output.

In some implementations, the decomposition condition may include a first sub-condition and one of a second sub-condition and a third sub-condition. The first sub-condition may include the third NPN being included in one of the first list, the second list, and the third list, indicating that the second sub-function $F_2$ can be implemented by (at least) one of the plurality of RLHS. The second sub-condition may include the second NPN being included in one of the first list, the second list, and the third list, indicating that the first sub-function $F_1$ can be implemented by (at least) one of the plurality of RLHS. The third sub-condition may include the number of the plurality of sub-function inputs being smaller than four, indicating that the first sub-function $F_1$ can be implemented by the LUT 102.

FIG. 9 is a flowchart 900 presenting an implementation of mapping the Boolean function to the first PLU 802 of FIG. 8. In some implementations, mapping the Boolean function to the first PLU 802 includes mapping the first sub-function to the first RHL 104 (a second step 904) in response to the second NPN being included in the first list (a first step 902, when ‘yes’). If the second NPN is not included in the first list (the first step 904, when ‘no’) and is included in the second list (a third step 906, when ‘yes’), the method includes mapping the first sub-function to the second RHL 106 (a fourth step 908). In addition, if the second NPN is not included in any of the first list and the second list (the third step 906, when ‘no’) and is included in the third list (a fifth step 910, when ‘yes’), the method includes mapping the first sub-function to the third RHL 108 (a sixth step 912). If the second NPN is not included in any of the first list, the second list, and the third list (the fifth step 910, when ‘no’), and the number of the plurality of first sub-function inputs is smaller than four (a seventh step 914, when ‘yes’), the method includes mapping the first sub-function to the LUT 102 (an eighth step 916).

FIG. 10 is a flowchart 1000 presenting an implementation of mapping the Boolean function to the second PLU 804 of FIG. 8. In some implementations, mapping the Boolean function to the second PLU 804 may include mapping the second sub-function to the first RHL 104 (a second step 1004) in response to the third NPN being included in the first list (a first step 1002, when ‘yes’). In addition, when the third NPN is not included in the first list (the first step 1002, when ‘no’) and is included in the second list (a third step 1006, when ‘yes’), the method includes mapping the second sub-function to the second RHL 106 (a fourth step 1008). Furthermore, if the third NPN is not included in any of the first list and the second list (the third step 1008, when ‘no’) and is included in the third list (a fifth step 1010, when ‘yes’), the method includes mapping the second sub-function to the third RHL 108 (a sixth step 1012).

If the Boolean function $F$ cannot be implemented by cascading two PLUs, it may be implemented by three PLUs by decomposing the Boolean function $F$ to a pair of cofactors using the Shannon decomposition. This is expressed by

$$F = \overline{x_p}F(x_{p'}, \ldots, x_{p,1} \bar{x}_{p,1}, \ldots, x_{p,0} \bar{x}_{p,0}, x_{p,0}x_{p,1}, \ldots, x_{p,0}x_{p,1})$$

Equation (1)

where $x_p$, $x_{p,0}$ are inputs of the Boolean function $F$. According to Equation (1) a 4-input function can be implemented using two 3-input functions (which can be implemented by one of the plurality of RLHS or the LUT 102) and a 2-to-1 multiplexer (with input $x_1$ as a selector input). To choose the most efficient function pair, the decomposition of Equation (1) may be performed on all of the four input variables and the pair that can be implemented on the logic units (from the plurality of RLHS and the LUT 102) with better power efficiency and shorter delay may be selected. For example, the first RHL 104 may be preferred over the second RHL 106, and the second RHL 106 may be preferred over the third RHL 108. If either of the cofactors (with three or less inputs) cannot be implemented by any of the plurality of RLHS, it may be mapped to the LUT 102.

Referring again to FIG. 8, in some implementations, mapping the Boolean function to the third PLU 806, the fourth PLU 808, and the fifth PLU 810 may include decomposing the Boolean function into a pair of cofactors including a first cofactor and a second cofactor, mapping the first cofactor to the third PLU 806, mapping the second cofactor to the fourth PLU 808, and configuring the fifth PLU 810 to function as a two-to-one multiplexer. In some implementations, configuring the fifth PLU 810 may include configuring the first RHL 104 to function as the two-to-one multiplexer, due to a lower power efficiency of the first RHL 104. The two-to-one multiplexer may receive one of the plurality of inputs as a selector input $S$ of the multiplexer.

FIG. 11 is a flowchart 1100 presenting an implementation of mapping the first cofactor to the third PLU 806. In some implementations, mapping the first cofactor to the third PLU 806 includes matching the first cofactor to a fourth NPN (a first step 1102). In addition, the method can include mapping the first cofactor to the fifth NPN (a third step 1106) in response to the fourth NPN being included in the first list (a second step 1106, when ‘yes’). If the fourth NPN is not included in any of the first list and the second list (the fourth step 1106, when ‘no’) and is included in the third list (a sixth step 1112, when ‘yes’), the method includes mapping the first cofactor to the third RHL 108 (a seventh step 1114). Finally, if the fourth NPN is not included in any of the first list, the second list, and the third list (the sixth step 1112, when ‘no’), the method includes mapping the first cofactor to the LUT 102 (an eighth step 1116).

FIG. 12 is a flowchart 1200 presenting an implementation of mapping the second cofactor to the fourth PLU 808 of FIG. 8. In some implementations, mapping the second cofactor to the fourth PLU 808 includes matching the second cofactor to a fifth NPN (a first step 1202). In addition, the method includes mapping the second cofactor to the first RHL 104 (a second step 1206) in response to the fifth NPN being included in the first list (a second step 1204, when ‘yes’). If the fifth NPN is not included in the first list (the second step 1204, when ‘no’) and is included in the second list (a fourth step 1208, when ‘yes’), the method includes mapping the second cofactor to the second RHL 106 (a fifth step 1210). Furthermore, if the fifth NPN is not
Example: A Simulated PLU

[0071] An example PLU, including implementations of the RHLs and the LUT, was simulated by transistor-level HSPICE simulations with a 45 nm high performance Predictive Technology Model (PTM) library. TABLE 2 below presents the propagation delay of each logic module in the simulated PLU, as well as the delays of a conventional four-input LUT (referred to as 4-LUT in TABLE 2) and a conventional 6-input LUT (referred to as 6-LUT in TABLE 2). The delay of each module is the average delay of its different inputs. As shown in TABLE 2, the RHLs correspond to smaller critical path delays than those of the LUTs.

Table 2: Propagation delays of logic modules in the simulated PLU and conventional LUTs.

<table>
<thead>
<tr>
<th>Module</th>
<th>Delay (ps)</th>
</tr>
</thead>
<tbody>
<tr>
<td>RHL1</td>
<td>78</td>
</tr>
<tr>
<td>RHL2</td>
<td>105</td>
</tr>
<tr>
<td>RHL3</td>
<td>98</td>
</tr>
<tr>
<td>LUT</td>
<td>123</td>
</tr>
<tr>
<td>4-LUT</td>
<td>172</td>
</tr>
<tr>
<td>6-LUT</td>
<td>207</td>
</tr>
</tbody>
</table>

[0072] In addition, TABLE 3 below presents the power dissipation of the RHLs and the LUTs in terms of both static and dynamic forms. The values were obtained by transistor-level HSPICE simulations with a 45 nm PTM library, below a temperature of about 65°C. In the simulated PLU example, when a module was active, leakage power of the other power gated modules was also considered. The power of the modules was also reported in their power gated state. When the simulated PLU was entirely power gated, it consumed about 192 mW. However, the 4-LUT dissipated about 418 mW in the power gated state due to its large input drivers and higher number of configuration cells. The dynamic power of the modules was calculated assuming an input frequency of 100 MHz with a switching probability \( \alpha = 1 \). As shown in TABLE 3, the RHLs and the LUT in the simulated PLU dissipated significantly less power than the conventional 4-LUT and 6-LUT. This superiority in static power was primarily due to the use of a small number of configuration cells by exploitation of an implementation of the disclosed scheme for sharing configuration cells, and replacement of the 4-LUT with the smaller LUT. In addition, the substantially higher dynamic powers of the 4-LUT and the 6-LUT architectures can be understood to be attributed to the inefficient tree-structure of multiplexers in these LUTs with large buffers and pass-gates with large parasitic capacitances.

Table 3: Power dissipation of logic modules in the simulated PLU and conventional LUTs.

<table>
<thead>
<tr>
<th>Module</th>
<th>Static Power ON state (mW)</th>
<th>Static Power OFF state (mW)</th>
<th>Dynamic Power (mW)</th>
</tr>
</thead>
<tbody>
<tr>
<td>RHL1</td>
<td>406</td>
<td>192</td>
<td>242</td>
</tr>
<tr>
<td>RHL2</td>
<td>601</td>
<td>308</td>
<td>308</td>
</tr>
<tr>
<td>RHL3</td>
<td>801</td>
<td>386</td>
<td>386</td>
</tr>
<tr>
<td>LUT</td>
<td>746</td>
<td>1098</td>
<td>1098</td>
</tr>
<tr>
<td>4-LUT</td>
<td>2388</td>
<td>418</td>
<td>1639</td>
</tr>
<tr>
<td>6-LUT</td>
<td>5769</td>
<td>845</td>
<td>3112</td>
</tr>
</tbody>
</table>

[0073] Furthermore, TABLE 4 is provided below to indicate the area of each logic module in the simulated PLU and the conventional LUTs in terms of the number of configuration cells and the minimum-width transistor count. As shown in TABLE 4, the area of each RHL or the LUT is considerably less than that of the 4-LUT and the 6-LUT.

Table 4: Area of each logic module in the simulated PLU and the conventional LUTs.

<table>
<thead>
<tr>
<th>Module</th>
<th>Configuration Cells</th>
<th>Min. Width Transistor Count</th>
</tr>
</thead>
<tbody>
<tr>
<td>PH1</td>
<td>5</td>
<td>72</td>
</tr>
<tr>
<td>PH2</td>
<td>8</td>
<td>114</td>
</tr>
<tr>
<td>PH3</td>
<td>8</td>
<td>120</td>
</tr>
<tr>
<td>LUT</td>
<td>8</td>
<td>126</td>
</tr>
<tr>
<td>4-LUT</td>
<td>16</td>
<td>264</td>
</tr>
<tr>
<td>6-LUT</td>
<td>64</td>
<td>940</td>
</tr>
</tbody>
</table>

[0074] The RHLs and PLUs that are disclosed herein may be considered to provide fundamental blocks in upcoming FPGAs, and can be exploited in various programmable devices. In one implementation, the disclosed PLUs may be implemented in shadow-cluster based designs or along with the ASIC-based digital signal processing blocks (DSPs) such as single-port or dual port RAMs and multipliers which are common in industrial FPGAs. In a shadow-cluster based design, a secondary hard-wired basic block such as a DSP may exist in the same cluster with a PLU or a LUT. By employing techniques disclosed herein, when a hard logic block is not used, the soft logic can be programmed and exploited.

[0075] While the foregoing has described what are considered to be the best mode and/or other examples, it is understood that various modifications may be made therein and that the subject matter disclosed herein may be implemented in various forms and examples, and that the teachings may be applied in numerous applications, only some of which have been described herein. It is intended by the following claims to claim any and all applications, modifications and variations that fall within the true scope of the present teachings.

[0076] Unless otherwise stated, all measurements, values, ratings, positions, magnitudes, sizes, and other specifications that are set forth in this specification, including in the claims that follow, are approximate, not exact. They are intended to have a reasonable range that is consistent with the functions to which they relate and with what is customary in the art to which they pertain.
The scope of protection is limited solely by the claims that now follow. That scope is intended and should be interpreted to be as broad as is consistent with the ordinary meaning of the language that is used in the claims when interpreted in light of this specification and the prosecution history that follows and to encompass all structural and functional equivalents. Notwithstanding, none of the claims are intended to embrace subject matter that fails to satisfy the requirement of Sections 101, 102, or 103 of the Patent Act, nor should they be interpreted in such a way. Any unintended embrace of such subject matter is hereby DISCLAIMED.

Except as stated immediately above, nothing that has been stated or illustrated is intended or should be interpreted to cause a dedication of any component, step, feature, object, benefit, advantage, or equivalent to the public, regardless of whether it is or is not recited in the claims.

It will be understood that the terms and expressions used herein have the ordinary meaning as is accorded to such terms and expressions with respect to their corresponding respective areas of inquiry and study except where specific meanings have otherwise been set forth herein. Relational terms such as first and second and the like may be used solely to distinguish one entity or action from another without necessarily requiring or implying any actual such relationship or order between such entities or actions. The terms “comprises,” “comprising,” or any other variation thereof, are intended to cover a non-exclusive inclusion, such that a process, method, article, or apparatus that comprises a list of elements does not include only those elements but may include other elements not expressly listed or inherent to such process, method, article, or apparatus. An element proceeded by “a” or “an” does not, without further constraints, preclude the existence of additional identical elements in the process, method, article, or apparatus that comprises the element.

The Abstract of the Disclosure is provided to allow the reader to quickly ascertain the nature of the technical disclosure. It is submitted with the understanding that it will not be used to interpret or limit the scope or meaning of the claims. In addition, in the foregoing Detailed Description, it can be seen that various features are grouped together in various implementations. This is for purposes of streamlining the disclosure, and is not to be interpreted as reflecting an intention that the claimed implementations require more features than are expressly recited in each claim. Rather, as the following claims reflect, inventive subject matter lies in less than all features of a single disclosed implementation. Thus, the following claims are hereby incorporated into the Detailed Description, with each claim standing on its own as a separately claimed subject matter.

While various implementations have been described, the description is intended to be exemplary, rather than limiting and it will be apparent to those of ordinary skill in the art that many more implementations and implementations are possible that are within the scope of the implementations. Although many possible combinations of features are shown in the accompanying figures and discussed in this detailed description, many other combinations of the disclosed features are possible. Any feature of any implementation may be used in combination with or substituted for any other feature or element in any other implementation unless specifically restricted. Therefore, it will be understood that any of the features shown and/or discussed in the present disclosure may be implemented together in any suitable combination. Accordingly, the implementations are not to be restricted except in light of the attached claims and their equivalents. Also, various modifications and changes may be made within the scope of the attached claims.

What is claimed is:

1. A programmable logic unit (PLU), comprising:
   a plurality of four-input reconfigurable hard logics (RHLs), including a first RHL, a second RHL, and a third RHL;
   a three-input look-up-table (LUT); and
   a plurality of reconfigurable inverters associated with the plurality of RHLs.

2. The PLU of claim 1, further comprising:
   a plurality of inputs, including a first input, a second input, a third input, and a fourth input;
   a plurality of outputs, including a first output, a second output, a third output, and a fourth output;
   a plurality of power gating cells, including a first power gating cell, a second power gating cell, a third power gating cell, and a fourth power gating cell;
   a plurality of configuration cells, including a first configuration cell, a second configuration cell, a third configuration cell, a fourth configuration cell, a fifth configuration cell, a sixth configuration cell, a seventh configuration cell, an eighth configuration cell; and a reconfigurable power controller (RPC).

3. The PLU of claim 2, wherein the first RHL includes:
   a first reconfigurable inverter of the plurality of reconfigurable inverters, the first reconfigurable inverter associated with the first configuration cell, the first reconfigurable inverter arranged to receive the first input;
   a second reconfigurable inverter of the plurality of reconfigurable inverters, the second reconfigurable inverter associated with the second configuration cell, the second reconfigurable inverter arranged to receive the fourth input;
   a first two-input NAND gate arranged to receive the second input and coupled with the first reconfigurable inverter to receive the output of the first reconfigurable inverter;
   a first two-input NOR gate arranged to receive the third input and coupled with the second reconfigurable inverter to receive the output of the second reconfigurable inverter;
   a third reconfigurable inverter of the plurality of reconfigurable inverters, the third reconfigurable inverter associated with the third configuration cell, the third reconfigurable inverter coupled with the first two-input NAND gate to receive the output of the first two-input NAND gate;
   a fourth reconfigurable inverter of the plurality of reconfigurable inverters, the fourth reconfigurable inverter associated with the fourth configuration cell, the fourth reconfigurable inverter coupled with the first two-input NOR gate to receive the output of the first two-input NOR gate;
   a second two-input NAND gate coupled with the third reconfigurable inverter and the fourth reconfigurable inverter to receive the outputs of the third reconfigurable inverter and the fourth reconfigurable inverter; and
a fifth reconfigurable inverter of the plurality of reconfigurable inverters, the fifth reconfigurable inverter associated with the fifth configuration cell, the fifth reconfigurable inverter coupled with the second two-input NAND gate to receive the output of the second two-input NAND gate, the output of the fifth reconfigurable inverter connected to the first output;

4. The PLU of claim 2, wherein the second RHL includes:

a sixth reconfigurable inverter of the plurality of reconfigurable inverters, the sixth reconfigurable inverter associated with the first configuration cell, the sixth reconfigurable inverter arranged to receive the first input;

a seventh reconfigurable inverter of the plurality of reconfigurable inverters, the seventh reconfigurable inverter associated with the second configuration cell, the second reconfigurable inverter arranged to receive the second input;

an eighth reconfigurable inverter of the plurality of reconfigurable inverters, the eighth reconfigurable inverter associated with the third configuration cell, the eighth reconfigurable inverter arranged to receive the third input;

an ninth reconfigurable inverter of the plurality of reconfigurable inverters, the ninth reconfigurable inverter associated with the fourth configuration cell, the ninth reconfigurable inverter arranged to receive the fourth input;

a third two-input NAND gate arranged to receive the third input and coupled with the seventh reconfigurable inverter to receive the output of the seventh reconfigurable inverter;

a fourth two-input NAND gate coupled with the eighth reconfigurable inverter and the ninth reconfigurable inverter to receive the outputs of the eighth reconfigurable inverter and the ninth reconfigurable inverter;

a tenth reconfigurable inverter of the plurality of reconfigurable inverters, the tenth reconfigurable inverter associated with the fifth configuration cell, the tenth reconfigurable inverter coupled with the third two-input NAND gate to receive the output of the third two-input NAND gate;

an eleventh reconfigurable inverter of the plurality of reconfigurable inverters, the eleventh reconfigurable inverter associated with the sixth configuration cell, the eleventh reconfigurable inverter coupled with the fourth two-input NAND gate to receive the output of the fourth two-input NAND gate;

a fifth two-input NAND gate coupled with the tenth reconfigurable inverter and the eleventh reconfigurable inverter to receive the outputs of the tenth reconfigurable inverter and the eleventh reconfigurable inverter;

a twelfth reconfigurable inverter of the plurality of reconfigurable inverters, the twelfth reconfigurable inverter associated with the seventh configuration cell, the twelfth reconfigurable inverter coupled with the fifth two-input NAND gate to receive the output of the fifth two-input NAND gate;

a sixth two-input NAND gate coupled with the sixth reconfigurable inverter and the twelfth reconfigurable inverter to receive the outputs of the sixth reconfigurable inverter and the twelfth reconfigurable inverter; and

a thirteenth reconfigurable inverter of the plurality of reconfigurable inverters, the thirteenth reconfigurable inverter associated with the eighth configuration cell, the thirteenth reconfigurable inverter coupled with the sixth two-input NAND gate to receive the output of the sixth two-input NAND gate, the output of the thirteenth reconfigurable inverter connected to the second output;

5. The PLU of claim 2, wherein the third RHL includes:

a fourteenth reconfigurable inverter of the plurality of reconfigurable inverters, the fourteenth reconfigurable inverter associated with the first configuration cell, the fourteenth reconfigurable inverter arranged to receive the first input;

a fifteenth reconfigurable inverter of the plurality of reconfigurable inverters, the fifteenth reconfigurable inverter associated with the second configuration cell, the fifteenth reconfigurable inverter arranged to receive the second input;

a sixteenth reconfigurable inverter of the plurality of reconfigurable inverters, the sixteenth reconfigurable inverter associated with the third configuration cell, the sixteenth reconfigurable inverter arranged to receive the third input;

a seventeenth reconfigurable inverter of the plurality of reconfigurable inverters, the seventeenth reconfigurable inverter associated with the fourth configuration cell, the seventeenth reconfigurable inverter arranged to receive the fourth input;

an eighteenth reconfigurable inverter of the plurality of reconfigurable inverters, the eighteenth reconfigurable inverter associated with the fifth configuration cell, the eighteenth reconfigurable inverter arranged to receive the fifth input;

a second two-input NOR gate arranged to receive the third input and coupled with the sixteenth reconfigurable inverter to receive the output of the sixteenth reconfigurable inverter;

a third two-input NOR gate arranged to receive the second input and coupled with the seventeenth reconfigurable inverter to receive the output of the seventeenth reconfigurable inverter;

an nineteenth reconfigurable inverter of the plurality of reconfigurable inverters, the nineteenth reconfigurable inverter associated with the sixth configuration cell, the nineteenth reconfigurable inverter coupled with the second two-input NOR gate to receive the output of the second two-input NOR gate;

a twentieth reconfigurable inverter of the plurality of reconfigurable inverters, the twentieth reconfigurable inverter associated with the seventh configuration cell, the twentieth reconfigurable inverter coupled with the third two-input NOR gate to receive the output of the third two-input NOR gate;

a first three-input NAND gate coupled with the fourteenth reconfigurable inverter, the fifteenth reconfigurable inverter, and the nineteenth reconfigurable inverter, to receive the outputs of the fourteenth reconfigurable inverter, the fifteenth reconfigurable inverter, and the nineteenth reconfigurable inverter;

a second three-input NAND gate arranged to receive the first input and coupled with the eighteenth reconfigurable inverter and the twentieth reconfigurable inverter to receive the outputs of the eighteenth reconfigurable inverter and the twentieth reconfigurable inverter;
10. The PLU of claim 2, wherein each of the plurality of power gating cells includes a static random-access memory (SRAM) cell.

11. The PLU of claim 2, wherein each of the plurality of configuration cells includes a static random-access memory (SRAM) cell.

12. The PLU of claim 1, wherein:
a) each reconfigurable inverter of the plurality of reconfigurable inverters is associated with a configuration cell;
the reconfigurable inverter is configured to act as an inverter in response to the configuration cell being set; and
the reconfigurable inverter is configured to act as a buffer in response to the configuration cell being reset.

13. A method for mapping a Boolean function of a plurality of inputs to a circuit including a plurality of programmable logic units (PLUs), each of the PLUs including a first reconfigurable hard logic (RHL), a second RHL, a third RHL, and a look-up table (LUT), the method comprising:
generating a first list of negating-permuting-negating functions (NPNs), corresponding to the first RHL;
generating a second list of NPNs, corresponding to the second RHL;
generating a third list of NPNs, corresponding to the third RHL;
matching the Boolean function to a first NPN;
mapping the Boolean function to the first RHL in response to the first NPN being included in the first list;
mapping the Boolean function to the second RHL in response to the first NPN not being included in the first list and being included in the second list;
mapping the Boolean function to the third RHL in response to the first NPN not being included in any of the first list and the second list and being included in the third list; and
mapping the Boolean function to the LUT in response to the first NPN not being included in any of the first list, the second list, and the third list, and the number of the plurality of inputs being smaller than four.

14. The method of claim 13, further comprising:
mapping the Boolean function to a first PLU and a second PLU of the plurality of PLUs in response to the Boolean function meeting a decomposition condition, the second PLU being coupled with the first PLU to receive the output of the first PLU; and
mapping the Boolean function to a third PLU, a fourth PLU, and a fifth PLU of the plurality of PLUs in response to the Boolean function not meeting the decomposition condition, the fifth PLU being coupled with the third PLU and the fourth PLU to receive the outputs of the third PLU and the fourth PLU.

15. The method of claim 14, wherein mapping the Boolean function to the first PLU and the second PLU includes:
decomposing the Boolean function into a series of two sub-functions, the two sub-functions including a first sub-function and a second sub-function, the first sub-function including a plurality of first sub-function inputs and a first sub-function output, and the second sub-function arranged to receive the first sub-function output;
mapping the first sub-function to a second NPN;
mapping the second sub-function to a third NPN; and
mapping the Boolean function to the first PLU and the
second PLU in response to the Boolean function meet-
ing the decomposition condition, the decomposition
condition including a first sub-condition and one of a
second sub-condition and a third sub-condition, the first
sub-condition including the third NPN not being included
in one of the first list, the second list, and the third list,
the second sub-condition including the second NPN
being included in one of the first list, the second list,
and the third list, and the third sub-condition including
the number of the plurality of first sub-function inputs
being smaller than four.

16. The method of claim 15, wherein mapping the Bool-
ean function to the first PLU includes:
mapping the first sub-function to the first RHL in response
to the second NPN being included in the first list;
mapping the first sub-function to the second RHL in
response to the second NPN not being included in the
first list and being included in the second list;
mapping the first sub-function to the third RHL in
response to the second NPN not being included in any
of the first list and the second list and being included in
the third list; and
mapping the first sub-function to the LUT in response to
the second NPN not being included in any of the first
list, the second list, and the third list, and the number of
the plurality of first sub-function inputs being smaller than four.

17. The method of claim 15, wherein mapping the Bool-
ean function to the second PLU includes:
mapping the second sub-function to the first RHL in
response to the third NPN being included in the first
list;
mapping the second sub-function to the second RHL in
response to the third NPN not being included in the first
list and being included in the second list; and
mapping the second sub-function to the third RHL in
response to the third NPN not being included in any of
the first list and the second list, and being included in
the third list.

18. The method of claim 14, wherein mapping the Bool-
ean function to the third PLU, the fourth PLU, and the fifth
PLU includes:
decomposing the Boolean function into a pair of cofactors
including a first cofactor and a second cofactor;
mapping the first cofactor to the third PLU, including:
matching the first cofactor to a fourth NPN,
mapping the first cofactor to the first RHL in response
to the fourth NPN being included in the first list,
mapping the first cofactor to the second RHL in
response to the fourth NPN not being included in the
first list and being included in the second list,
mapping the first cofactor to the third RHL in response
to the fourth NPN not being included in any of the first
list and the second list, and being included in the
third list, and
mapping the first cofactor to the LUT in response to the
fourth NPN not being included in any of the first list,
the second list, and the third list;
mapping the second cofactor to the fourth PLU, includ-
ing:
mapping the second cofactor to a fifth NPN,
mapping the second cofactor to the first RHL in
response to the fifth NPN being included in the first
list,
mapping the second cofactor to the second RHL in
response to the fifth NPN not being included in the
first list and being included in the second list,
mapping the second cofactor to the third RHL in
response to the fifth NPN not being included in any of
the first list and the second list, and being included in
the third list, and
mapping the second cofactor to the LUT in response to
the fifth NPN not being included in any of the first
list, the second list, and the third list; and
configuring the fifth PLU to act as a two-to-one multi-
plexer, arranged to receive one of the plurality of inputs
as a selector input of the two-to-one multiplexer.

19. The method of claim 18, wherein configuring the fifth
PLU includes configuring the first RHL to function as the
two-to-one multiplexer.

20. The method of claim 13, wherein:
generating the first list includes generating a first list of
Boolean functions, including:
\(AxBxCxD\),
\(AxBxCxD\),
\(AxBxCxD\), and
\(AxBxCxD\); and
generating the second list includes generating a second
list of Boolean functions, including:
\(Ax!(BxC&BxD)\),
\(Ax!(BxC&BxD)\),
\(Ax!(BxC&BxD)\), and
\(Ax!(BxC&BxD)\).