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1 Introduction

In this project, we began with a serial plus OpenMP implementation of a multigrid method to solve Poisson’s
equation in three dimensions. Our main goal was to parallelize this method using data-level parallelism and
MPI. To this end, our primary goal was to extend the work of previous students by handling two and three
dimensional data divisions. Beyond that, we sought to implement the fastest possible MPI communication,
possibly through the use of OpenMP in packing and unpacking data structures, the use of the MPI Pack

function or new MPI data types. We also gave secondary consideration to dynamic load reallocation, i.e. the
turning on and off of processes at different levels of grid refinement in the multigrid V-cycle. We adjusted
these goals as we worked in order to best serve our own learning and to allow us to complete the project
within the given timeframe.

2 Algorithm Structure

2.1 Multigrid methods

Multigrid methods are a class of iterative numerical methods used to solve differential equations, typically
on two or three-dimensional space. We will focus on the case of solving Poisson’s equation, 4u = f , in three
dimensions. In this case the equation is discretized to the linear equation Au = v, and our objective is to
find such a u. Let u∗ be the exact solution, i.e. Au∗ = v. Since this is an iterative method, we begin with
some initial guess for u∗, which we call u, and we improve the accuracy of u at each iteration. That is,

lim
k→∞

‖u∗ − uk‖ = 0

where uk denotes the approximate solution at iteration k.
Multigrid uses what is called the residual to improve the accuracy of the computed solution. Define

e = u∗ − u to be the error in the computed solution u. Then u = u∗ − e, and, since A is a linear operator,
we have

Au = A(u∗ − e) = v −Ae .

The residual is defined as r = Ae, the error in the right side of the equation incurred from the error in
u. Note that we can compute the residual as r = v − Au. Within the multigrid algorithm, we have an
approximate inverse for A, denoted by C. The algorithm “smoothes” the current solution u by computing
u 7→ u + Cr. Since C is an approximate inverse for A, this gives

u + Cr = u + C(Ae) ≈ u + e = u∗ .

Since C is only an approximate inverse, this process will not immediately yield the exact solution, but, under
certain assumptions, it will converge to the exact solution as it is iterated.

Rather than simply iterating this residual smoothing process on a single discretization of space, multigrid
discretizes the domain of interest into multiple grids with different levels of refinement, as illustrated for two



Figure 1: An illustration of two-dimensional compatible grids with decreasing refinement like those used in
multigrid.
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Figure 2: An illustration of the multigrid V-cycle process.

dimensions in Figure 1. Then at each iteration the residual from the finest grid is projected to the coarsest,
and the smoothing process is performed successively on each grid from coarsest to finest. This is called the
multigrid V-cycle because it can be illustrated using a V as in Figure 2.

The V-cycle improves convergence to u∗ over iterated smoothing at the finest level by isolating different
frequency modes of the error at different grid levels. Low frequency modes of error converge more slowly
than higher frequency modes on any grid. However, error with a relatively low frequency on the finest grid
appears to be of much higher frequency when projected onto a coarser grid. Thus, by including smoothing
on coarser grids in the iteration scheme, multigrid methods eliminate low frequency error more quickly than
iterated smoothing on a fine grid only. This has the added benefit of improving initial guesses used in
smoothing at finer grid levels.

2.2 The Provided Code

The provided code began with the NAS NPB Multigrid benchmark code in FORTRAN and OpenMP, was
ported to C by Hallgeir Lien and further streamlined by Marlena Fecho and Jason Greco. It implements
a serial plus OpenMP version of multigrid to solve Poisson’s equation in three dimensions with periodic
boundary conditions.

Poisson’s equation is discretized as Au = v, as described above. The main function relies on four
major sub-functions to calculate the residual, smooth using an approximate inverse C, project from a finer
grid to a coarser grid, and interpolate from a coarser grid to a finer grid. A fifth sub-function runs the



/* Main function */

Set up A and C.

Initialize u and v.

Calculate the residual at the finest level.

Perform one startup iteration:

Run a multigrid V cycle.

compute the residual at the finest level

Re-initialize u and v.

Compute the residual at the finest level.

for (each iteration) {

Run a multigrid V cycle.

Compute the residual at the finest level.

}

Calculate the norm of the residual.

Figure 3: Pseudo-code illustrating the main function of the provided code.

/* V-cycle function */

Project the fine-level residual to the coarsest level.

Smooth at the coarsest level.

for (each finer level){

Interpolate the previous solution to this level.

Calculate the residual at this level.

Smooth at this level.

}

Figure 4: Pseudo-code illustrating the multigrid V-cycle function of the provided code.

multigrid V-cycle, and a sixth coordinates boundary padding data after each computation. The details
of the projections, interpolants, and discretizations used can be found in [1]. The computations are all
structurally stencil methods in that each calculated point depends only on a specific stencil of nearby points.

Figures 3 and 4 illustrate the structure of the full serial multigrid code. After each projection, interpola-
tion, or smoothing, the provided code calls a communication function (comm3) to synchronize the boundary
data. We exploit this in our parallelization of the code.

2.3 Our Parallelization

We parallelized the provided code using MPI. Our main innovations are reliable data division and communi-
cation in two dimensions and separated storage of the grid domain. Since the previous group working on this
project handled the disabling and enabling of processes as the V cycle transitions between levels of coarseness
but were only able to implement one-dimensional data decompositions, we pushed first for multi-dimensional
data decomposition and then load reallocation capabilities. We gave some serious thought to implementing
load reallocation, but we were never able to get our reallocation code to work. We discuss this in more detail
below.

In dividing the data, we began by dividing along the z axis, followed by y and then x. This is because the
data in an x− y plane are stored contiguously, so dividing along the z axis does not require the packing and
unpacking of additional data structures. Since the data we need to pass along the y direction are at least
partially contiguous in memory, we assumed the packing and unpacking process would be faster there than
for divisions along the x direction, so we divided along y next. We actually implemented three-dimensional
data decomposition, but we got mildly unreliable results for the L2 norm of the residual doing this. At this



time, we still are unsure of what is causing this inconsistency. More sophisticated (and time-consuming)
trouble-shooting techniques, such as periodically plotting some parts of the residual matrix or writing a
better initialization function to allow us to compare norms after several iterations across process geometries,
could help resolve the issue. We still divide along x in some of our performance tests to get some idea of
the cost of communicating along the least memory-coalesced direction of the data. As expected, it gives
significantly poorer performance than divisions along the more coalesced directions.

We implemented first synchronous and then asynchronous communication between processes, with asyn-
chronous communication giving better performance.

2.3.1 Constraints

Our code still has several limitations compared to an ideal multigrid scheme. In distributing the storage of
the grids among the processes to conserve memory, we sacrifice the ability to initialize the finest v grid in
exactly the same way for different process geometries. The provided code initializes the entire finest-level grid
using a random number generator among other things. In the end, it randomly distributes ten 1s and ten -1s
throughout the grid. We made several attempts to modify this code to take into account the geometry of the
data division and process assignments, but we never could fully understand what many of the sections and
variables of the initialization function were doing, and our attempts to alter the code crashed the program.
In the end, we chose to initialize just process 0’s section of v using their initialization and initialize the rest
to 0. This maintains the L2 norm of v, helping to ensure that our initialization of the problem has not
accidentally placed us outside the radius of convergence of the method. We then looked for consistent L2

norm of the residual after a given number of iterations for a fixed process geometry as well as convergence
of the L2 norm of the residual to 0 as the iteration count is increased to convince ourselves that our code
was correct. Again, the more sophisticated trouble-shooting techniques described above would be helpful in
checking for code correctness.

The code also forces that each coarser grid have exactly half as many points along each direction as the
grid below it. This forces the fine grid dimensions to be divisible by 2# of levels. This is a limitation of the
provided serial code, and we thought we should try implementing more fundamental parallel adjustments
like three-dimensional data decomposition and load-reallocation before changing it. The code also cannot
handle process geometries that don’t divide the grid size evenly. We deliberately made this feature a low
priority since we dealt with it in the last assignment. We thought it would be more interesting for us to deal
with multi-dimensional data divisions since we did not reach that point in the last assignment.

2.3.2 Load-Reallocation Attempts and Issues

The parallelism that comes with MPI comes at the price of the communication. For small problem sizes,
MPI becomes more of a performance hindrance than a performance enhancer. In the multigrid algorithm, we
repeatedly restrict the size of the matrix we are working with. Thus at level of coarseness, we are dealing with
a smaller sized problem. We can easily encounter levels of coarseness for which passing messages between
all of the processors ceases to make sense. To counteract this, not all processors should be passing messages
when the grid is coarse. At this stage, only some of the processors should be working while the rest are idle.

Once the coarseness of the grid reached a certain level, the idea was for a processor to pass along its
information to another processor to work on. The processor would then be idle until the interpolation phase
started and the fineness of the grid reached a particular level. Then this process would receive data to work
on from the same processor it sent its data to earlier.

For the sake of simplicity, we will only discuss 1D processor geometries. The ideas can be easily extended
for other dimensions.

In the serial version of the code, there is an allocGrids function which allocates memory for not only
the starting three dimensional grid, but also for all of the coarse grids that will be needed. It does this
allocation in a loop. The first iteration creates starting grid and each subsequent iteration creates a grid
which has dimensions half those of the previous grid. This function works fine for the serial code, but it
requires modifications in order to work with this version of mg3P. For some iterations, some dimensions



void mg3P{

step = 0

// restricting phase

for(k = lt - 1 to 0)

if(dim_z < MINIMUM)

step *= 2

if(myrank % step != 0)

move the grid to another processor and remain idle

else

or receive from another processor

if(not idle)

rprj3

// interpolation phase

for(k = 1 to lt - 1)

if(dim_z > MINIMUM)

if(myrank % (step / 2) == 0)

send part of grid to another processor

else if(myrank % step == 0)

receive grid from another process and start working

if(not still idle)

interp

}

Figure 5: Pseudocode for One Dimensional Load Allocation

should not be halved because once the processor reaches a certain level it will be receiving data from another
processor. So if the dimension is halved, it will not have space for the new data.

In hindsight, we could have set up load balancing differently if we had not used the allocGrids function that
came with the serial code and had instead done our own memory allocations. The previous group probably
did not follow the scheme described or their “cleaned up” code probably would have looked different. For
example, the arrays (nx, ny, nz) which contain the dimensions of each coarse grids probably would have
been computed in allocGrids instead of having repeated code and doing the dimension calculation in both
allocGrids and main. In their paper, they discuss “turning off” processors, but it is not completely clear
what they mean by this. In some ways, our approach is similar to theirs. The difference is that we move
turning processors off (on) into mg3P before the call to rjrp3 (interp).

3 Analysis

We ran all of our tests on Bang, using one MPI process per node with eight OpenMP threads per MPI
process. This is the setup that was found to be ideal in the previous assignment.

Our first task was to test the original serial code. In Figure 6, one can see that the starter code achieved
a Gflop rate of no higher than 1.852. Our version can achieve vastly better Gflop rates, as will be seen in
the following graphs.

For 2, 4, 8, 16, and 32 nodes, we tested all possible ways of subdividing processors into a three-dimensional
geometry and looked for the best one.

In Figure 7, we see that 1x1x2 and 1x2x1 have similar results. The geometry 2x1x1 vastly underperforms
the other two, as expected.

If we move up to four nodes and look at Figure 8, we see that 1x1x4 and 1x4x1 have similar results, with
1x4x1 performing slightly better. This is the beginning of a pattern we often saw. Although we expect the



depth n  maximum Gflops
32 1.507

256 1.843
512 1.828
32 1.262

256 1.852
512 1.814

Provided Code Performance                
(4 iterations)

3

6

Figure 6: Performance of the Original Serial Code.
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Figure 7: A Graph of the Performance for Configurations with Two Nodes.
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Figure 8: A Graph of the Performance for Configurations with Four Nodes.

performance to be better when subdividing in the z direction, it is often subdivisions in the y direction that
perform the best. Geometries which utilize more than one processor in the x-direction continue to perform
the worst.

For size reasons, Figure 9 does not contain all possible geometries for eight nodes. The two geometries in
the graph are rather interesting. Though 1x2x4 should be accessing the data in the most coalesced manner,
it is outperformed by the 1x4x2 geometry.

As we move up to sixteen nodes, the best geometry is 1x4x4, as seen in Figure 10.
With thirty-two nodes, we see in Figure 11 that a 1x4x8 geometry works best.
A summary of the testing on various geometries is in Figure 12. With 32 nodes, we are able to achiev a

Gflop rate of 49.152, which is over 25 times better than the peak Gflop rate of the serial version.
As expected, in none of our testing does a processor geometry which subdivides in the x-direction perform

the best. What we found the most interesting were the cases in which dividing more along the y direction
than in the z direction proved favorable. One hypothesis is that subdividing in the y direction requires
grabbing smaller, contiguous pieces of data while subdividing in the z direction requires grabbing larger,
contiguous pieces of data. Perhaps it is more efficient on Bang to do the former as opposed to the latter due
to memory arrangement or energy.
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Figure 9: A Graph of the Performance for Configurations with Eight Nodes.
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Figure 10: A Graph of the Performance for Configurations with Sixteen Nodes.
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number of 
processes

process 
configuration maximum Gflops
1 x 1 x 2 3.576
1 x 2 x 1 3.602
2 x 1 x 1 2.36
1 x 1 x 4 7.04
1 x 4 x 1 7.204
4 x 1 x 1 4.656
1 x 2 x 2 6.984
2 x 1 x 2 6.22
2 x 2 x 1 5.108
1 x 2 x 4 13.648
1 x 4 x 2 13.816
1 x 4 x 4 26.8
4 x 1 x 4 23.504
4 x 4 x 1 8.448
1 x 2 x 8 25.296
1 x 8 x 2 26.144
2 x 4 x 4 34.176
2 x 2 x 8 31.968
1 x 4 x 8 49.152

Process Geometry Performance Results for Our 
Code (n=512, depth = 3, 4 iterations)

2

4

8

16

32

Figure 12: A Table of our code’s performance for Multiple Configurations.



3.1 Strong Scaling

For our strong scaling study, we ran each test problem size with 1, 2, 4, 8, 16, and 32 processes. These were
all run with one MPI process and eight OpenMP threads per node. We ran for a variety of process geometries
and took the maximum gigaflop rate achieved over all geometries for a given number of problem sizes. Figure
13 shows five different strong scaling studies over n = 32, 64, 128, 256, and 512. Table 14 summarizes the
strong scaling study when n = 512.

For smaller n, we see increasing performance up to 16 processes and decreased performance at 32 pro-
cesses. This is likely because there’s not enough data to warrant communicating among 32 processes. For
the largest values of n, we observe super-linear speed-up as the number of processes is increased to 32. This
indicates that there is enough computation to be done at larger problem sizes to warrant communication
costs even up to large numbers of processes.

3.2 Weak Scaling

For our weak scaling test, we maintained a problem size per process of 64 x 64 x 64. For each increased
number of MPI processes, we chose the configuration we found to be optimal earlier. This resulted in the
n1 × n2 × n3 problem sizes listed on the legend. Looking at the curve of maximum gigaflop rates, we see
a super-linear increase with increasing number of processes. This does not make a ton of sense since the
problem size per process is fixed, but it may have something to do with the changing process geometries.
Figure 15 summarizes these results.

4 Closing Thoughts

4.1 Modified goals

We mostly completed our primary goal of dividing the data along all three dimensions. The divisions along
the x axis could use more trouble-shooting before we have full confidence in their correctness, but they worked
well enough to be used in performance testing to get an estimate of their effects. We also implemented both
asynchronous communication and packing/unpacking using OpenMP to maximize communication efficiency.
We decided against using either MPI Pack or derived data types in the interests of time and simplicity and
on the recommendation of the instructor to leave those for last. Despite serious efforts toward dynamic
load reallocation and the disabling/enabling of processes, we failed to meet that secondary goal. This was
discussed in more depth earlier.

4.2 Conclusions

We found that parallelizing using MPI offered significant speed-ups over the serial provided code, even
without the dynamic load reallocation. Since the computations at coarse grids are relatively cheap, the code
spends most of its time computing on the finest grids. This explains why speed-ups are achievable even if
the coarsest grid’s workload wouldn’t warrant parallelization on its own. It is also worth noting that for
very large problem sizes run at a relatively small multigrid depth, the problem size per process will never
shrink to an unreasonably small amount. Thus, it should still be useful in this case to have a multigrid
parallelization that implements data division but not load reallocation.

Even though we achieved noticeable speedups using MPI, we did notice that communication costs using
MPI become a significant percentage of the running time. As written, the method calls comm 3 to synchronize
boundaries 4*depth-2 times per iteration. More sophisticated communication-avoiding parallelizations could
greatly improve the performance of a parallel multigrid methods. These could include things like using non-
uniform meshes so that each process had a refined mesh for the data it needs to calculate and a loose mesh
for the rest of the grid so that a given process could estimate its boundary conditions for some iterations
and only communicate every several iterations.
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Figure 13: Strong scaling results for each n we tested. The total problem size is always n3For each n, there
is a data point for every number of processes we tested giving the maximum gigaflop rate achieved over all
configurations with that number of processes.



number of processes maximum Gflops
2 3.602
4 7.204
8 13.816

16 26.144
32 49.152

Strong Scaling Results for our code     
(n = 512, depth = 3, 4 iterations)

Figure 14: A Table summarizing strong scaling results when n is 512.

4.3 Lessons learned

As usual, we learned some lessons about time management and trying to set reasonable goals for a project.
We also gained some experience in sifting through other people’s code. We benefitted from Jason Greco
and Marlena Fecho’s cleaning of the code, but it still took a while to figure out exactly what the code was
doing where, and there were parts (like the zran3 function) that we never quite deciphered. We also ran
into a variety of unexpected issues related to parallel programming, such as the memory logistics of load
reallocation and the complications at every level from data initialization to data reporting. Early on we
thought, ”Just divide the data among different processes. All the computations are local. It should be
simple,” but many aspects of the parallelization were much more complicated and subtle in practice.

We also saw, in observing the cost of communication, that simply dividing the data and running essen-
tially the same algorithm with communication may give less than optimal results. Multigrid looks to be
embarrassingly parallel at a glance, but most likely it should be approached with more care and out of the
box thinking than we were able to give here.
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