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1.  Introduction

1.1  Background

SORD (Support Operator for Rupture Dynamics) is an application that simulates earthquakes in a 
specific type of medium, producing time dependent 3D output.  The code originated at the Institute of 
Geophysics and Planetary Physics  and is now maintained by the Southern California Earthquake 
Center (SCEC).  It is used by geophysicists for simulations at several institutions including UCSD, 
SDSU, SDSC, USC / SCEC, UMN, among others.

SORD was created using FORTRAN 95, and has python bindings encapsulating the SORD function. 
The implementation uses a single-precision floating-point finite-difference method that can solve 
arbitrary meshes, but we use a simplified version that only targets uniform rectangular meshes.  The 
linear solution involves 3D integration of an inverse Jacobian matrix, but with quite a bit of 
optimizations due to the physics and grid that simplify the numerical solution.  In addition, it  
incorporates several custom field operators, acceleration and stress calculations, boundary conditions 
checks, and searching for surface normals.

1.2  Project Goals

Our hypothesis is that seismic simulations, such as SORD, scale well with current GPGPU technology. 
To test this, we decided to port a critical subset of SORD, henceforth known as Nife, from Fortran to C/
++ w/ GPU.  Nife is the inelastic wave propagation component, and performs the following operations:

Initialize Arrays

Main Loop:
– Compute Velocity
– Compute Displacement
– Calculate Stress
– Calculate Acceleration

Store Computed Data

This is exciting for scientists for three reasons.  Assuming that our results demonstrate that seismic 
simulations can effectively utilize GPUs to achieve significant speedups, this will enable them to 
purchase their own small compute clusters for experimentation at a reasonable cost.  Moreover, with 
the reduced latency, many of the calculations can be performed in near real-time, which allows faster  
turn around time.  Lastly, with large simulations this allows more computation per node which would 
reduce overall communication costs.

2.  Approach

2.1  High Level



To test our hypothesis, we attempted to reimplement Nife in C++ with the computationally expensive 
portions in CUDA.  We started with the Nife subset provided by Dr. Geoffrey Ely.  Then, from a high 
level, we conservatively ported the code from Fortran to C++, meaning that we iteratively refactored 
the code, while constantly verifying the results, so that we avoided straying from the target.  Finally, 
once we were comfortable with the C++ implementation we began to implement the CUDA kernels 
that ultimately performed the heavy lifting.

It is important to note that although we want the running time of the C++ implementation to be 
comparable to that of the Fortran implementation, we did not attempt to fully optimize it.  Instead we  
were more concerned with the correctness.  From assignments over the quarter, we realized that 
debugging in CUDA would be difficult for an application of this size, so it was essential that our C++ 
implementation was solid before working on the CUDA kernels.  In addition, we expected that the 
main performance gains will come from the GPU architecture, due to the faster memory bus and many 
cores available for vector style computations.  Therefore our C++ implementation sacrificed 
performance for correctness and readability and we henceforth label it the Naive C++ implementation.

2.2  Port Fortran → C++

Since neither of us have programmed in Fortran, we decided to port the code to a C++ code base as the 
initial step.  Not only did we feel more comfortable using C++, but we also believed that a lower level 
programming language, such as C++, will expose more of the memory usage and access patterns, 
which will give us greater flexibility to make modifications.

From the beginning we quickly learned that the Fortran code uses many multidimensional arrays (3D, 
4D, 5D) to represent the application’s state, temporary variables, and constants.  Because of this, we 
chose to implement a similar multidimensional array abstraction in C++ that exposes the required 
interfaces for the algorithm, while hiding the implementation.  This allows for a fairly quick line by 
line verification of the C++ implementation.  Additionally, we were able to iteratively improve the C++ 
implementation by fine tuning the multidimensional array abstraction. 

One of our main concerns during the port was in array indexing.  In Fortran, the first element of an 
array starts at 1, whereas in C++ it starts at 0.  Because of this, we implemented basic multidimensional 
array operations (add, mult, etc) by iterating over each dimension using getters and setters that 
performed array bounds checking on every procedure call for all dimensions. For example, take the 
simple add operation:

add (this, other)
{

for j = 0 ... dimx:
for k = 0 ... dimy:

for l = 0 ... dimz:
this->get(j, k, l) += other->get(j, k, l)

}

Dynamic bounds checking made verification simple, but led to poor performance due to extra overhead 
per memory operation. This is easily remedied by preprocessor define blocks, but does not fully 



leverage memory layout of the arrays.  After we verified the correctness of array indexing, we 
implemented more efficient methods of performing multidimensional array operations by scanning the 
array linearly:

add (this, other)
{

for idx = 0 ... size:
this->data[idx] += other->data[idx]

}

In essence, the abstraction gave us the flexibility needed to quickly make changes either in favor of 
correctness or performance without complicating the underlying algorithm. As a result the pseudocode 
for both the Fortran and Naive C++ implementation share a relatively simple code structure as seen in 
the following pseudocode snippet:

main()
{

// Init state
// Init wave

foreach timestep:
// Stress calculation
// Acceleration calculation

}

2.3  Verify C++

Because correctness was a crucial goal of this project, we needed to design a regression test to verify 
that any changes does not significantly alter the result.  From a high level, we took a file dump of the 
application state, as stored in the multidimensional arrays, and compared the results from the Fortran 
implementation to the Naive C++ or CUDA C++ implementation. 

Verification is a problem shared many computational problems, and we tried several methods of 
verification.  Although the Fortran, C++, and CUDA versions used single-precision floating point 
computations, there are still subtle differences that required more than simply testing for equivalence.

2.3.1 Absolute Error

Initially we performed absolute error, but our range of values is quite large.  This caused bais for small 
values as the error between them will be less than the absolute error between two large numbers.  We 
quickly moved to a relative error solution.

2.3.2 Relative Error



Relative error works well for data that does not have zeros. Unfortunately, our data contains zeros. 
After this realization, we decided to use a hybrid approach where we perform an absolute error when 
there are zero values, but otherwise we perform relative error.  This solution seemed adequate for some 
values but was not ideal;  it would be best to have a cutoff value that incorporated how precise a value 
is, taking into account floating point precision.

2.3.3 Units in the Last Place

Units in the Last Place or Units of Least Precision  (ULP) describes the smallest increment between 
lexicographically ordered IEEE-754 numbers [8]. We found source code online [9] that performed ULP 
comparisons in C, and extended it to use for our error metrics. It seems sound in implementation, but it 
had problems with small negative values close to zero. We simply do a absolute comparison for these 
cases, and otherwise perform ULP comparison. We chose a threshold of +/- 8 ULPs, which was 
determined experimentally. This means that the value can be +/- 8 IEEE-754 neighbors. This value was 
strict enough to find subtle errors but at the same time not reporting errors due to changes in precision. 

Unfortunately, this method is not particularly useful when there are errors, as it does not give an 
indication of how significant the errors are in a simulation. This insight can be useful in debugging, to 
discern whether an issue might be happening just at boundary conditions.

2.3.4 L2-norm

We calculate the L2-norm of absolute error between implementations. This gave us an indication of 
how close values were. This was actually useful in creating better error detection, as it was a good clue 
that overall error was tiny and either our cutoff values were too strict, our our error methods were 
lacking.

2.3.5 Visualization

We were having issues with a small amount of reported error in a late CUDA iteration. This was a 
concern; L2-norm was not huge (approximately 0.002 for velocity), but our ULP comparison metric 
was reporting errors. We decided to visualize the output, because we did not trust our error metrics to 
do a full qualitative comparison. 



Our visualization clearly indicates that there is an error. However, L2-norm was small (0.002). Because 
we only perform comparisons on the last timestep, this is probably due to the small values in later 
timesteps. The visualization shows there is a large discrepancy, but our L2-norm metric is ambiguous. 
This is a dimensionality reduction problem, who knows what happens when 61^3 values are 
compressed into a single floating  point value! Future work may perform comparisons at certain 
checkpoints, as the last timesteps will have relatively small values (0.002 for L2-norm). Additionally, 
the full volume was visualized with a vector visualization tool [10], and shows consistent output after 
correcting the bug.

2.4  Cudafy

After thorough verification, we began to implement the CUDA kernels using the same steps as before. 
Specifically, we maintain the multidimensional array interfaces for correctness while incrementally  
updating the implementation, all the while verifying correctness.

The main principle that affected our design decisions was to offload both the computation and the data 
onto the GPU.  From the last assignment, we saw that I/O over a limited bus can be quite expensive. 
Combined with the large amount of memory required for the application state, the transfer time could 
represent a real bottleneck.  Therefore, we copy the data from host to device before the main loop 
begins.  Then the  GPU performs all the heavy lifting.  Finally, once the computations are complete, we 
copy the data back from device to host.  The following represents the modifications to the main 
function:

main()
{

// Init state
// Init wave

'
Illustration 1: Correct Output (C++) Illustration 2: Incorrect Output (CUDA)



// CUDA Copy Host → Device

foreach timestep:
// Stress calculation
// Acceleration calculation

// CUDA Copy Device → Host
}

Note that the majority of the control flow remains in C++.  The motivating factor for this decision is to 
maintain relatively simple kernels to maximize occupancy and instruction throughput.  Refer to the  
Results and Analysis for further discussion.

3.  Results and Analysis

3.1  Engineering Effort

Before diving into the results, we wanted to touch upon the scope of the work and the amount of 
engineering effort involved.  The original subset of Fortran code that we started with was ~700 lines of 
compact code.  Our Naive C++ implementation is ~2900 lines of code including comments, but 
without wrappers or utilities.  This “ballooning” was mostly due to the implementation of the 
multidimensional array abstractions and verification code, which we felt was valid to include in the 
count given that those components represent a significant portion of the work for this project.  Finally, 
our CUDA C++ implementation is now at ~3900 lines of code (and growing), which also includes 
comments, but without wrappers or utilities. These 3900 lines also include our 13 CUDA kernels.

One engineering issue we resolved is that in the C++/Fortran implementations, there are several switch 
statements that select different operators depending on configuration parameters and loops that iterate 
over the different hourglass operators. The configuration parameters are dynamic in SORD but are 
static within one invocation; the configuration parameters are only set once. Additionally, the hourglass 
operator loop is known statically. Keeping the switch statement inside the kernels will have negative 
performance impact due to divergence.

 Our approach was to move the switch statements to a higher level, and have kernels specific to each 
code path. We leveraged templates to increase code reuse while having increased performance. With 
templates, we can use the compiler to statically create all known kernel/C++ paths, and then take the 
appropriate path dynamically. Fortunately, the CUDA compiler is able to transform a statically known 
switch statement to just the proper switch-case. Templates allow us to mirror the code conciseness of 
the fortran version, but with better performance on the GPU.

3.2  Environment Settings

Our main experiments were compiled and run on the NCSA Lincoln Cluster.  The following are the 



environment settings for a given Lincoln node:

`uname -a` Linux abe1321 2.6.22.19smp-perfctr #6 SMP Tue Jan 13 11:46:56 CST 2009 x86_64 
x86_64 x86_64 GNU/Linux 

`hostname` abe1207

`gfortran 
--version`

GNU Fortran (GCC) 4.2.3 20080111 (prerelease) 

`gcc 
--version`

gcc (GCC) 3.4.6 20060404 (Red Hat 3.4.6-3) 

`nvcc 
--version`

Cuda compilation tools, release 2.2, V0.2.1221 

Lincoln nodes run a Intel(R) Xeon(R) CPU E5410 @ 2.33GHz with hyperthreading enabled, which has 
4 cores where each core contains a 32 KB L1 data cache, 32 KB L1 instruction cache, and a 12 MB 
unified L2 cache. Theoretical bandwidth to the 667 MHz DDR2 memory is approximately 20.8 GB/s 
[4]. 

In addition, the Lincoln node also contains an NVIDIA Tesla S1070, which contains 4 GPUs with 960 
processing cores (240 each), operating at a frequency of 1.296 to 1.44 GHz with 16 GB of total 
dedicated memory.  The reported peak single precision floating point performance is 3.73 to 4.14 
teraflops. Each GPU has 102GB/s theoretical bandwidth. [5] Code must be explicitly written to utilize 
the 4 GPUs, and for our cases we only use 1.

All experiments were compiled using optimization level “O3” (nvcc, gcc, and gfortran).  Unfortunately 
we could not locate gcc4 on Lincoln, but this was not a significant concern.  As of gcc 3.4, both C++ 
and Fortran get translated into an intermediary “GENERIC AST” which the optimizer works on, which 
means that optimizations are similar for the most part [6].  Moreover we were interested in comparing a 
reasonably well performing, correct CPU implementation to a GPU implementation, and the Fortran 
version was sufficient in this regard.  Therefore, we assume that the performance differences between 
the Naive C++ and Fortran implementations are mostly due to better compiler optimizations.

3.3  The Experiment

The main experiment that we chose to run was an example taken from the SORD homepage [3].  The 
documented example has a multidimensional array of size 61 x 61 x 61 with spacing between cells and 
time xx. We provide a source at (10, 10, 10) to produce waves through the volume. The application 
proceeds at time step 0.0075 seconds for 100 iterations.

Additionally, we decided to test other sizes of multidimensional arrays (37 x 37 x 37,  73 x 73 x 73, 85 
x 85 x 85, 109 x 109 x 109, 133 x 133 x 133, 200 x 200 x 200).  These additional tests allow us to draw 
more meaningful conclusions and verify that the main experiment’s problem size is sufficient.

3.4  Results

As we can see from the table and the graphs, in general the Fortran and Naive C++ implementation 
have roughly the same runtime, but the CUDA C++ implementation achieves over an order of 



magnitude speedup versus the Fortran implementation.

Interestingly, in the small test case (37 x 37 x 37), the CUDA C++ implementation only achieves a 
speedup of 4.76X, whereas when the test case size increases (61 x 61 x 61 and 85 x 85 x 85), the 
speedup of the CUDA C++ implementation also increases to 10.14X and 18.56X, respectively.  The 
increase in speedup is most likely due to limitations of the cache in the CPU implementations.  In a 
basic multidimensional array operation we access two arrays linearly.  For the small test case, the total  
size of memory accessed is ~1 MB (37 * 37 * 37 * 3 * 4 bytes * 2 arrays), which easily fits within the 
L2 cache (4 MB).  While for the medium test case, the total size of memory accessed is ~6 MB (61 * 
61 * 61 * 3 * 4 bytes * 2 arrays), which begins to fall outside the L2 cache.  Finally for the large test 
case, the total size of memory accessed is ~ 12 MB(85 * 85 * 85 * 3 * 4 bytes * 2 arrays), which 
clearly no longer fits within the L2 cache.  Therefore, even though the CUDA C++ implementation 
does achieve a nice speedup (4.76X) against the cached C++ implementations, the CUDA C++ 
implementation really shines as the problem size increases.  This is due both to the cache misses for the 
CPU implementations as well as to the larger problem size saturating the memory bandwidth.  This 
suggests that the massively multithreaded model of the GPU architecture supports Nife at larger 
operating sizes more favorably than the caching in CPU implementations.

Note, although we were hoping that our Naive C++ implementation would outperform the Fortran 
implementation, that was not our primary focus.  Instead we concentrated on correctness and 
readability, in order to make the transition to CUDA smoother.  Hence as seen in the results, the 
performance of the Naive C++ implementation is about 20% worse than the Fortran implementation. 
Since the algorithm is essentially the same, our guess is that this performance drop off comes as a result 
of Fortran’s built-in multidimensional array optimizations and better compiler on Lincoln (gcc 4.2 vs  
3.4).  Although we attempted to optimize the Naive C++’s multidimensional array implementation and 
have directly comparable versions of gcc, there were a handful of operations that we did not have time 
to fully optimize, especially since we knew that the ultimate goal of the project was to port Nife onto 
the GPU.

As a brief side note, we would like to report the error in precision while verifying our results for the 
main experiment (61 x 61 x 61).  In our Naive C++ implementation, the L2 norm (log) for 
displacement and velocity are -9.165098 and -7.504046, respectively  Meanwhile, in our CUDA C++ 
Implementation, the L2 norm (log) for displacement and velocity are -8.714306 and -7.239481, 
respectively.  Interestingly, this shows that the port from Fortran to C++ has minor precision issues. 
Also, while even though it’s well known that CUDA forgoes preciseness in precision for speed, the 
error rate of the CUDA C++ implementation is certainly comparable to our Naive C++ implementation.



Fortran Naive C++ Cuda C++

37 x 37 x 37 3.05  (1X) 4.10  (0.74X) 0.64  (4.76X)

61 x 61 x 61 19.07  (1X) 24.49  (0.77X) 1.88  (10.14X)

73 x 73 x 73 45.49  (1X) 55.14  (0.82X) 3.03  (15.01X)

85 x 85 x 85 85.05  (1X) 101.71  (0.83X) 4.58  (18.56X)

109 x 109 x 109 146.54  (1X) 183.48  (0.79X) 9.19  (15.94X)

133 x 133 x 133 217.80  (1X) 290.31  (0.75X) 16.597  (13.12X)

200 x 200 x 200 597.46  (1X) 894.26  (0.66X) 53.934  (11.07)

Table 1:  runtimes (in seconds) and speedups for the Fortran, Naive C++, CUDA C++ implementation  
for various sizes of multidimensional arrays

Illustration 3: runtimes (in seconds) for the Fortran, Naive C++, CUDA C++ implementations at  
various problem sizes. Note that problem size is not increasing linearly.
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Illustration 4: This bandwidth is relative; some constant scalar is multiplied times this value to  
produce actual bandwidth.  The calculation divides the number of bytes for a mesh by the total  

runtime for the Fortran, Naive C++, CUDA C++ implementations at various problem sizes. Note that  
this is not the exact number of bytes accessed because each kernel performs at least one load and one  

store.

Total runtime benchmarks are summarized in Illustration 3. These results show that there are distinct 
performance advantages for the CUDA C++ implementation over Fortran.  In a similar amount of time 
it takes to compute a 61^3 mesh in Fortran (~19 seconds), one can compute a 133^3 mesh in CUDA 
(~17 seconds).  This is amazing, considering we do not utilize shared memory or texture prefetching. 
Although total runtime is relevant, it does not give significant insight into bottlenecks in performance ,  
which we will focus on below.

Maximum bandwidth on the Tesla is 102GB/s, while on the Lincoln's CPU it is 20.8GB/s.  This 
difference should account for ~4.9X difference in performance.  However, as seen in our runtime 
results (see Table 1), we often achieve over an order of magnitude speedup with the CUDA C++ 
implementation.  Interestingly in our graph of sampled relative bandwidth based on problem size (see 
Illustration 4), we noticed an inflection point at 85 x 85 x 85 for the CPU implementation.  We suspect 
this is due to CPU cache prefetching.  At 85 x 85 x 85, the multidimensional arrays will be clearly 
outside of L2, which explains the negative slope.  In addition, we think that larger problem sizes benefit 
from a smaller cache miss to bytes accessed ratio, since there is simply more data in all dimensions.

0 5 10 15 20 25 30 35

0

0.1

0.2

0.3

0.4

0.5

0.6

Nife Bandwidth vs Problem Size

Fortan (gcc 4.2)
Naive C++ (gcc 3.4)
Cuda C++ (2.2)

Problem Size (MB)

B
a

nd
w

id
th

 (
M

B
/s

)



Benchmarks of the stress and acceleration components show the CUDA C++ implementation not only 
outperforms Fortran, but appears to scale to larger problem sizes well (see Illustration 5). These both 
incorporate multiple memory bound kernels.  For instance, the diffnc kernel performs 8 loads, 7 adds, 
and 1 store.  There are at least two kernels per both stress and acceleration that mirror this access 
pattern.  Despite this, the slope for runtime vs problem size appears linear and significantly less than 
the corresponding Fortran versions.

We used cudaprof to locate bottlenecks in the code.  Although cudaprof indicated a high number of 
uncoalesced accesses on the G80 architecture we used for prototyping, this did not seem to correlate 
with the profiler results for the G200 architectures (Tesla and Quadro FX 5800 [7]).  A source of 
uncoalesced accesses on the G80 was copying on non offset-0 arrays. Upon further benchmarks, we 
found that the G200 architecture handles non zero offsets much better than the G80 architecture (see 
Illustrations 7, 8).  This looks promising for the future as hardware advances.  Kernels will need to be 
less complex to leverage best performance.

To compensate for this cost, we needed to devise a method to force offset-0 aligned stores and loads. 
Because we are working with half warps, stores and loads need to be performed aligned on 16-word 
boundaries. Take for instance storing 16 bytes to address 15:

Illustration 5: Runtime is linear as a function of problem size. Notice that the slope is  
less for CUDA calculations, indicating better scaling.
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Essentially this method is similar to loop unrolling, except the cleanup code comes first.  Warp-0 is 
going to be slow and without aligned accesses, but this is ok because it will be the only warp with 
unaligned accesses.  This might also be resolved by having multiple copies of arrays for different 
offsets precomputed, but this would not be appropriate for our situation because it would require too 
much space and would need to be performed very often.  Unfortunately, this alone does not completely 
fix the problem, because it introduces unaligned loads!  To compensate for this problem, we leverage a 
tradeoff between unaligned accesses in shared memory and global memory.  We copy the global 
memory to shared memory as aligned as possible, then access the shared memory buffer in an 
unaligned fashion.  We applied this method to the CUDA copy routine, and was able to bring 
uncoalesced stores down from 3.00056e+06 in a cudaprof sampling session to only 28.  These 28 are 
unavoidable, as they are the "leftover" slow warp sections.

Cudaprof also provided insight into the amount of time used on the GPU (see Illustration 6).  Both 
Hourglass and Diff operators would see improvements with shared memory blocking methods similar 
to those with the Jacobi method.  The support kernels would improve with memory coalescing 
methods, as discussed with offset errors previously.  Although this graph seems to indicate maximum 
improvement on the current code is 7x, not quite an order of magnitude.  However, it may be possible 
to further adapt the code and reduce memory copies; perhaps initializing the arrays within CUDA itself.  
Additionally, future hardware will likely have copy time reduced.

Illustration 6: Relative Execution time on G200 for a 61^3 mesh and 100 timesteps
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Illustration 7: The impact on store performance for bad offsets is worse for  
the G80 than G200 architectures. There is an interesting peak in  
performance for the G200 at offset 8. This may have to do with partitioning  
the offset in hardware with overlapping threads.

0 2 4 6 8 10 12 14 16

0

0.2

0.4

0.6

0.8

1

1.2

Index Offset vs Runtime
Store

G80

G200

Offset

R
un

tim
e 

R
el

at
iv

e 
to

 O
ffs

et
-0

Illustration 8: The load performance is similar to store performance, but  
the consequences of a non zero offset are not as severe.
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4. Lessons Learned

Designing high performance kernels seems to come down to understanding the architecture and 
leveraging the architectural features. It seems ideal to start implementation thinking not in terms of  
grids, blocks, or threads, but rather half-warps. These are truly the smallest scheduable execution unit. 
Documentation is misleading suggesting that single threads can be swapped out when waiting for data. 
When kernels are written in terms of half-warps, performance follows more easily. It is easier to 
consider performance issues like coalescing in terms of half warps than 512 threads or the full thread 
count.

Although there, are many difficulties in achieving good performance with GPGPUs, these difficulties 
may be worth the cost.  We did an approximate cost analysis based on our estimated time spent coding. 
We summed both developers time, which is not completely appropriate because there was some overlap 
in work.  We approximate that it would take someone with similar skills about 3 weeks of man hours to 
port from Fortran to CUDA C++ for a similarly scoped problem.

Debugging in C++ was tremendously easier than debugging in CUDA. This was a wise design 
decision. However, we did not foresee how difficult it would be to verify the implementation.

The difficulty with verification seemed to arise from a reduction in dimensionality; all the values in a  

Illustration 9: This graph illustrates the cost associated with porting  
C++ to CUDA (“CUDA only”) and Fortran to C++/CUDA (“C++ 
and CUDA”). This cost includes price of $1245 Tesla C1060 and 
involves using no additional libraries. This graph suggests that the  
original language for the simulation does not significantly lower cost  
for similar simulations.
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mesh are reduced to just a few numbers. It seems that application-specific metrics should be used rather 
than statistical comparisons to give a stronger understanding of the underlying error. Our firs step 
towards this was to use ULP comparisons, as our simulation uses fixed-width floating point 
calculations. However, these comparisons do not consider how good the physics is. An ideal solution 
would calculate error based on the expected physics of the simulation.

We had issues with source control. We tested bazaar and found that it would be useful as a distributed 
source control system. Unfortunately, we found that it had many merging difficulties. In hindsight, we 
probably should have used a centralized version control system for this project as it is more appropriate 
during heavy development.

5. Future Work

Future work in order of importance:

1. Checkpointed error metrics
2. Shared memory locking with Hourglass and Diff functions
3. Offset and coalescing improvements for support kernels

Most importantly, it is good to have stronger means of proving correctness. Using time based 
checkpoints for error metrics will provide a much stronger comparison than using simply the last 
timestep. We believe with reasonable optimizations it will be possible to come close to double 
performance. It would be best to focus on the CUDA hourglass and diff functions as these take the 
highest percentage of GPU time and are unique to SORD. There are likely CUDA libraries that handle 
vector vector operations that would take care of alignment issues. 

6. Conclusions

Based on the reported results, we feel very confident in saying that applications used in seismic 
simulations run favorably on CUDA.  We were able to achieve an order of magnitude performance 
speedup over a Fortran implementation of a non trivial application in under 4 weeks of development 
time.  And with future optimizations to our code and developments in the GPU architecture, we expect 
to see more breakthroughs emerge in the world of seismic simulations.

7. Acknowledgements

We would like to thank Dr. Geoffrey Ely for his assistance throughout the project.  It was very useful 
having someone familiar with the scientific aspect of the code to communicate with.  And we 
appreciate the fact that he took the time to offer suggestions and answer any questions that we might 
have had.

8.  References

1. http://launchpad.net/~cse260-emmett+david  
2. http://earth.usc.edu/~gely/sord/  

http://earth.usc.edu/~gely/sord/
https://launchpad.net/~cse260-emmett+david


3. http://earth.usc.edu/~gely/sord/#quick-test  
4. http://www.intel.com/Assets/en_US/PDF/datasheet/318589.pdf  
5. http://www.nvidia.com/object/product_tesla_s1070_us.html  
6. http://lwn.net/Articles/84888/  
7. http://www.nvidia.com/object/product_quadro_fx_5800_us.html  
8. http://docs.sun.com/app/docs/doc/800-7895/6hos0aou8?a=view  
9. http://www.cygnus-software.com/papers/comparingfloats/comparingfloats.htm  
10. http://visservices.sdsc.edu/projects/scec/vectorviz/  

http://visservices.sdsc.edu/projects/scec/vectorviz/
http://www.nvidia.com/object/product_quadro_fx_5800_us.html
http://lwn.net/Articles/84888/
http://www.cygnus-software.com/papers/comparingfloats/comparingfloats.htm
http://www.cygnus-software.com/papers/comparingfloats/comparingfloats.htm
http://www.nvidia.com/object/product_tesla_s1070_us.html
http://www.intel.com/Assets/en_US/PDF/datasheet/318589.pdf
http://earth.usc.edu/~gely/sord/#quick-test

