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Abstract
Tiled architectures have emerged as a solution to translate

an increasing number of transistors into single application
performance while keeping programming complexity under
control through automatic parallelization. Tiled architectures
primarily consist of an array of execution cores, interconnect
networks and a memory system. Each sub-component of the
tiled architecture contributes towards the overall tiled system
performance, power and programmability (systemPPP). In-
crease in the core array size has no effect on designs of a
single core and the on-chip network switch. The memory sys-
tem, however, is a global subsystem, and its complexity and
performance are directly influenced by the number of cores.
This paper examines the scalability of existing memory sys-
tem designs in the many-core regime.

In this paper we discuss memory system policies for tiled
architectures such as memory coherence, ordering, synchro-
nization and caching. We also discuss the design constraints
facing these memory systems including area and bandwidth.
The paper then provides a summary of the memory systems of
some representative tiled architectures and the mechanisms
used to implement the memory system policies like load store
queues. A comparative analysis and a classification is done
between the important memory system mechanisms supported
by these architectures. Based on the analysis, a new memory
system with several mechanisms in place to help systemPPP
as future work is proposed.

1 Introduction
We have abundant transistors and Moore’s Law predicts ex-
ponentially increasing transistors in the near future. New ar-
chitectures are continuously pushing to get increasing single-
application performance out of these transistors while staying
within the power budget. Distributed architectures are able
to translate the on chip resources into increasing computa-
tion units. Parallelization techniques increase utilization of
these multiple computation cores for improved performance.
However, memory systems continue to pose a big challenge
in keeping the computation units busy by providing fast and
abundant data.

Many architectures tried to utilize the increasing transis-
tors without exposing any changes to the software in terms of
execution model or the memory system model. Techniques
like increasing register file size, issue width and cache sizes

Figure 1: Pipeline stalling profile for 4-core execution on a
tiled architecture for a DLP application The graph shows
pipeline stall for core(Y-axis) vs time(X-axis). White means
useful, yellow means memory stall, black means memory de-
pendence stall. The graph shows there is still a lot of per-
formance left in tiled architecture and much of it is in the
memory system.

are transparent to the software and thus good for system pro-
grammability. But these techniques cannot arbitrarily scale
performance within power budget. Multi-core architectures
increase the number of computation units on the chip in a
scalable manner. In doing so they expose the shared mem-
ory model to the software, increasing the programming com-
plexity. Moreover, to get single-application performance im-
provement on multi-cores, multiple cores have to be utilized
in parallel. Parallel programming is one way to create par-
allel instruction streams for an application. It is however a
challenging task as it is more intuitive to program assuming a
single-threaded programming model.

A more intriguing premise is to automatically extract par-
allelism out of the existing sequential code base. However,
presence of dependencies between the various program re-
gions and expensive communication make extraction of suf-
ficiently independent parallel tasks a difficult problem. Thus,
multi-core architectures on their own are not able to extract
parallelism from all kinds of applications. Tiled architectures
are a class of multi core architectures which provide mecha-
nisms to help extract parallelism automatically. These proces-
sors propose using a large number of simple cores connected
with fast on-chip networks as well as shared memory. The
communication latency when using on-chip networks is very
fast and they also provide a high bandwidth. Fast communi-
cation allows exploitation of parallelism at arbitrary granular-
ities and thus considerably reduces the complexity of extract-
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Figure 2: Speedup over baseline memory system for ja-
cobi achieved by using memory system specific mecha-
nisms The memory system design greatly impacts the per-
formance of the tiled architectures. This experiment shows
the speedups gained over applications by using some mem-
ory system optimizations.

ing threads and achieve more performance.
Though tiled architectures are able to utilize the cores by

helping to extract parallel threads, there is still a lot of un-
tapped performance left on the table as can be seen from the
Figure 1. Also we can see that most of the performance is
lost in memory stalls. Performance is lost in memory sys-
tem due to reasons like cache misses, expensive coherence
protocol, bandwidth limitation, memory dependence resolu-
tion and slow memory network. As can be seen from Fig-
ure 2, memory system mechanisms can greatly help in reduc-
ing these stalls and can lead to performance improvements
as high as 300%. Thus, memory system designs for tiled ar-
chitectures need to be further explored for improving perfor-
mance without worsening system programmability.

This paper will evaluate the important memory system de-
sign decisions in some existing tiled architecture. Signifi-
cant memory contracts like coherence, ordering, consistency
and synchronization are discussed which make up a memory
system model. The contracts are supported using hardware
mechanisms like on-chip networks and load store queues in
different architectures. The mechanisms are compared based
on performance, programmability and hardware constraints
like area and bandwidth. We then analyze the design points
underlying these mechanisms. Based on the analysis, we pro-
pose several new mechanisms which would make up a com-
plete memory system that can enhance systemPPP for future
tiled architectures.

Section 2 talks about the memory system design space for
tiled architectures. Section 3 summarizes some of the re-
lated work in the tiled architecture space. Section 4 analyzes
the benefits and weaknesses of the various mechanisms in-
troduced in different memory systems. Section 5 proposes
certain possible improvements over the existing mechanisms
for memory systems and Section 6 draws conclusions from
this study.

2 Analysis of Design Space
In this section we describe the components of a typical mem-
ory system. This includes the contracts that are visible to
the software. Hardware mechanisms used to implement these

Figure 3: Generic Tiled Architecture Tiled architectures
consist of an array of computation cores. The computation
cores are simple compared to superscalar pipelines. Tiles
communicate with each other using on-chip networks. For
this purpose a switch is present on each tile which is its inter-
face to the rest of the chip. A memory system is also incor-
porated into the chip which may or may not be part of the tile
array.

policies are constrained by physical resources like area, cy-
cle time and on-chip and off-chip bandwidth. In the case of
tiled architectures, these policies can be used to help auto-
matic parallelization. Moreover we will see that implement-
ing existing policies for the many core regime poses new chal-
lenges. We first give a brief overview of a generic tiled archi-
tecture.

2.1 Tiled Architectures
Tiled architectures are multi-core architectures with special
mechanisms to ease automatic parallelization. In this man-
ner they try to solve the low core utilization problem faced by
CMPs due to lack of sufficient parallel threads in software.
These architectures use many simple cores connected using
fast on-chip networks and a shared address space (Figure 3).
Small cores connected over routed point-to-point networks do
not use global wires and hence scale well with semiconductor
technology. Software is responsible for automatically gener-
ating parallel instruction streams for the cores by using the
helper mechanisms in the hardware.

One of the mechanisms in tiled architectures to help au-
tomatic parallelization is a fast point-to-point on-chip net-
work to communicate the scalar values between the ALUs.
For memory requests like cache misses and IO traffic, a dy-
namic on-chip network is used. The instruction streams can
quickly communicate over these networks, and thus the paral-
lel streams can tolerate frequent and critical inter-thread com-
munication making thread extraction easier.

Memory System

The memory system design for a tiled architecture has a sig-
nificant impact on the systemPPP. Previously, memory sys-
tems were designed for either multi-core systems with a few
big cores or big multiprocessor systems targeting latency-
tolerant multi-threaded applications. However, architectures
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with a large array of small cores require a fast memory system
since the simpler in-order cores are not latency tolerant. Sys-
tem programmability is also affected by the memory model,
since the memory model is exposed to the software. The
memory system model is composed of a set of contracts made
between the hardware and software regarding the behavior of
shared memory. The hardware implementation of the mech-
anisms that enforce these policies is constrained by the chip
resources. We discuss these contracts and constraints in the
next sections.

2.2 Memory System Contracts
In this section we talk about the memory system program-
ming models. This model is a contract between architecture
and software for shared memory behavior.

For single core systems, memory system was a storage
space. It was required because it was impractical to have
a named space like registers for all possible live values in a
program at any given point of time. Thus it provides a higher
level of storage hierarchy which is still finite but much bigger
than the register file space. However, it is not as fast as reg-
isters for reads and writes. With the introduction of multiple
cores in a system, it also started serving as a communication
buffer. The memory space can be simultaneously accessed by
multiple streams of instructions and can be used for commu-
nication.

Memory Ordering

Single thread programs written in imperative languages as-
sume a sequential change of the system state. However, if
multiple execution threads of instructions are sharing a state
space, there could be an unpredictable interference. In mul-
tiple core systems, memory system is a shared state. The
instruction streams could be simultaneously modifying and
reading the shared memory state. This can lead to race condi-
tions and hence unpredictable behaviors. The memory system
model provides certain guarantees and mechanisms for mem-
ory ordering. These mechanisms can be used by the software
to reduce the uncertainty in memory system state and if pro-
grammed carefully, eliminate it entirely.

Memory Dependence

If a program does two consecutive memory operations with
at-least one of them being a write to a location, the system
state at the end of the two operations can depend on the order-
ing of the operations if they access the same address. This is
called memory dependence between the two operations. Ex-
istence of a true memory dependence (read following write)
between two operations prohibits any kind of change in the
order of execution of these instructions. A false dependence
and anti dependence can be conceptually removed by using a
new location for the write.

Ensuring ordering between all memory operations ensure
ordering between all memory operations to a single mem-
ory address. But this is prohibitively expensive. Instead, the
memory operations touching a single address are treated as a

group and then ordering is maintained within that group. De-
termining which memory operation accesses which memory
address is called memory address disambiguation. Software
tries to track the exact dependencies through memory disam-
biguation, but the analysis can be incomplete due to some lan-
guage features like pointer operations and pass-by-reference.
Thus, there can be ”may” or ”must” memory dependencies,
depending on how certain the compiler is regarding their ex-
istence. Synchronization can be used to preserve all these
dependencies if supporting primitives are provided by the ar-
chitecture. But this is very restrictive as there could be a lot of
false may dependencies. Some architectures provide runtime
memory disambiguation mechanisms to handle these depen-
dencies in a more efficient way and also to execute the mem-
ory operations more aggressively.

Memory Coherence

Coherence is a guarantee provided by the memory system
ensuring a system-wide ordering of operations over a single
memory address. In other words, for a given address there
exists a total order amongst all the operations which is also
consistent with the individual program orders. If memory
system is implemented using a single big array of data, i.e.
all loads and stores synchronously update this array, then co-
herence is guaranteed. However, the memory system is usu-
ally implemented using a hierarchical and distributed array of
storage buffers. There exists no single point which gets all the
read and write operations. This reduces the access speeds in
the memory systems while still keeping the buffer area under
check. But unfortunately this makes coherence a harder prob-
lem. However, without coherence guarantees, programming
becomes very hard. Thus costly protocols are implemented to
guarantee coherence.

Memory Consistency

Memory consistency model is the system policy governing
the ordering of system wide operations on all memory ad-
dresses. Even if all the memory operations in a single exe-
cution thread appear to be in order. For multiple threads, it
is possible that there exists no global order. This can make
multi-thread programming very unintuitive. Making sure that
there exists a global ordering between all memory operations
called sequential consistency can be prohibitively expensive.
Sequential consistency can be ensured through store atomic-
ity and proper load store disambiguation. For tiled architec-
tures, implementing global store atomicity is very expensive.
As a consequence, relaxed consistency models are used to
keep the memory system costs under check while providing
some programming intuition.

Memory Synchronization

For multi-core systems, the shared memory can be used for
communication as well. Sometimes this communication is
not for passing value but synchronization between threads.
The architecture can provide special primitives like test and
set instruction. These primitives use a particular memory ad-
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dress for co-ordination by setting some predetermined values
at that address. In presence of a coherence protocol, there
is a central ordering point for all memory requests to an ad-
dress. This central point can also be used for synchronization
by attaching a ”synchronization tag” to the memory address.
This tag can be stored in the memory array or in a separate
buffer. For tiled architectures, the delays involved in synchro-
nization can be very long due to long distances traversed over
memory networks thus deteriorating the critical path. Mech-
anisms are required to provide fast and easily programmable
synchronization.

2.3 Memory System Constraints
Hardware provides an abstraction layer to the software. The
actual implementation of the memory system however in-
volves certain restrictions which the software is not aware
of. These restrictions change with every new generation of
the semiconductor technology; as do the requirements of the
memory system. There is usually an increase in the resources
which are used to meet the increased demands due to higher
number of transistors devoted to execution.

Memory Hierarchy

Architectures have a hierarchy of data arrays to implement
the memory system. Every higher level of hierarchy is slower
to access but is also bigger in area. This design is based on
the temporal locality principle i.e. a data accessed now will
be accessed in near future with a high probability. It is thus
beneficial to keep in a lower level of hierarchy to reduce the
access time. The lower levels of hierarchy of the memory
system are thus called caches. The caches can be synchronous
or non-synchronous, inclusive or exclusive, write-through or
write-back.

With cache hierarchy, coherence becomes a more difficult
problem as the coherence protocol has to make sure that there
is no valid stale copy of data in any of the caches in the sys-
tem. Thus, whenever an update happens all the outstanding
copies of that cache line have to be updated or invalidated de-
pending on the protocol. This is not just complicated but also
expensive and increases the response time of the memory sys-
tem.

Tiled architectures have many cores and these cores can
have local caches for fast access. This greatly increases the
number of caches on the chip. The number of caches linearly
increases the sharer state size and hence the complexity of co-
herence engine verification goes up exponentially. The mod-
ifier or owner vector also increases the complexity linearly.
Tiled architectures thus lead to exponentially increasing com-
plexity costs of coherence engine. The cost of coherence pro-
tocol itself can go up if number of updations and invalidations
go up with number of caches.

The coherence engine also acts as the centralized point for
all memory requests for a cache line. If all the cache lines
have their coherence engine at the same location, that could
become a bottleneck. Distributed home nodes are used for

load balancing in this case. Different directory engines handle
different cache lines based on some distribution.

Dynamic Memory Network

Tiled architectures utilize fast on chip networks for communi-
cation. These networks are not just utilized for scalar operand
communication, but also for dynamic memory system traffic.
This traffic cannot be foreseen at the compile time due to pres-
ence of caches. There are certain restrictions that have to be
taken into account when designing these on-chip networks.

For off chip networks the pin bandwidth is precious, even
more than the buffer space. However, for on chip networks,
the buffer space is more precious. The buffer space in the net-
work depends on run ahead tolerance and flow control mecha-
nisms. The buffer space can also be shared amongst different
channels to increase utilization.

Even though wire tracks are present in abundance on chips,
they provide an upperbound on the number of physical chan-
nels in a chip. This also restricts the maximum allowed on-
chip network bandwidth. The requirement of physical chan-
nels can be reduced by using virtual channels. These reduce
the number of wire tracks consumed at the cost of extra rout-
ing cost because of virtual channel arbitration. It has no ef-
fect on buffer space requirement however. Virtual channels
are also used to avoid deadlocks in the dynamic networks.

Another design issue for on-chip networks is topology.
Network topology governs several characteristics of the net-
work like bottlenecks, communication delays, congestion tol-
erance etc. Router designs determine the routing delays and
also decide whether the network is congestion aware. The
router design also decides whether the network is packet
switched or channel switched. Programmable routers also
have been proposed to reduce the delays by providing static
channel switching.

Pin Bandwidth

For tiled architectures, the number of cores increase quadrat-
ically with feature size. As a result of this, the pressure on
memory system exerted by the cores also goes up quadrati-
cally. However the perimeter only increases linearly. As a
result the number of pins on the boundary also go up only
linearly. If the memory system relies on edge IO for com-
munication with off chip storage like main memory DRAMs,
the gap between demand and supply widens with every gen-
eration. Flip chip packaging based area IO provides a better
scaling and also avoids the delay involved in going to and
coming back from the chip edge. It is interesting to assess
if the off-chip bandwidth will remain sufficient for the tiled
architectures despite improving technology [33] [2] in future
and if not what are the possible solutions for memory asphyx-
iation.

3 Previous Tiled Architectures
In this section, we summarize the architecture and the exe-
cution model of some representative tiled architectures and
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discuss the details of their memory system models.

3.1 RAW
RAW [29] was one of the early tiled architectures and intro-
duced a very simple execution model. It had an array of cores
which can talk to each other using fast register mapped net-
works. It also provided static networks for even faster com-
munication between cores. The cores had a shared address
space and private caches. Static placement and scheduling
was done by compiler [15] by using the on-chip networks to
extract fine grained parallelism.

Architecture

RAW has a 2D array of MIPS cores. Each MIPS core has a
five stage 1-way in order pipeline. Each core has a private
data cache. The cores are connected using register mapped
on chip network called Scalar Operand Network [30]. For
the dynamic memory and IO traffic, the architecture uses a
separate on chip network called Memory Dynamic Network
(MDN). Each RAW tile has a data cache and an instruction
cache. The instruction caches are managed in software using
explicit load store instructions to the instruction memory.

Memory system

The 2-way associative data caches are private to the tile. The
address space in RAW is global and shared amongst all the
cores. However there are no hardware coherence mecha-
nisms. The cache coherence is explicitly done in software
through cache flushes and invalidations. This is very expen-
sive and the software placement of instructions tries to mini-
mize such penalties by using memory aware placement when
creating multiple threads out of a single thread application.

RAW supports relaxed consistency models. There is no
store atomicity guaranteed in RAW. Stores happening on dif-
ferent cores are completely independent of each other. If
some ordering is required between two different threads, ex-
plicit synchronization is required.

RAW provides no explicit synchronization instructions.
However, the SONs have synchronous receive. This property
is utilized to provide synchronization between threads. This
is a much faster way to synchronize between threads than to
use shared memory by reading from or writing to the lines
and then invalidating.

For a memory request, if the address is not known at static
time, there is no way to know which tile should invalidate
which cache line or do a flush for dependencies. These mem-
ory operations are called the dynamic accesses and the stati-
cally disambiguated memory operations are called static ac-
cesses. The static accesses are easier and cheaper to handle
than dynamic accesses. The compiler tries to increase the ra-
tio of static accesses using static promotion techniques. RAW
compiler has two parts - MAPS [1] and the instruction placer
and scheduler. MAPS provides two static promotion tech-
niques.

In the first technique, all the memory operations which can
point to the same memory address are clustered into equiva-

lence classes. These memory operations can have both may
or must dependencies. All the instructions in an equivalence
class when placed on the same tile, statically promote all the
memory instructions as they all use the same private cache.
The second technique is called modulo unrolling. When a
loop is unrolled, all the array accesses that are translated into
memory operations accessing the same array index are sent to
the same tile. Thus enforcing memory dependence between
these operations. This statically promotes all the memory op-
erations except the first one on each tile.

The dynamic accesses are handled in a special manner in
RAW. The dynamic requests are broken up into two parts, the
request generation and response. The request is generated at
some tile X. A global address list is scanned to determine the
current location of that address. A dynamic request is sent to
the current owner tile. When the dynamic request reaches the
owner tile, it interrupts the core and interrupt handler retrieves
the data for that address. A dynamic request is sent to the
response receiver tile. The response interrupts the receiver
tile, which then stores the response in the local cache through
an interrupt handler.

Memory Dependence

For enforcing memory dependence between two static ac-
cesses, RAW uses SON synchronization between the instruc-
tion pair. For enforcing memory dependence between a static
and dynamic request, synchronization is used between the
static access and either the requester or the receiver instruc-
tion for the dynamic access based on the type of dependence.
For two dynamic accesses, synchronization can be done be-
tween the first receiver and the second requester. But this
misses the opportunity of sending the request early.

The ordering can be done at the owner tile, but it is hard
to manage ordering on dynamic network. As a solution, ev-
ery equivalence class is allocated a turnstile tile which is the
ordering point for all the member instructions. This tile is
known statically and hence makes ordering of requests easier.
It utilizes the dynamic network property that even if the dy-
namic network is out of order, any one channel in the network
delivers packets in order. Thus , all requests going from turn-
stile tile to owner tile would be in correct order if they reach
the turnstile tile in order. But this can create a bottleneck at
the turnstile tile. To reduce this bottleneck, the compiler de-
fines epochs separated by memory-fences easing the pressure
on the turnstile. Furthermore, shared readers need no order-
ing and hence can avoid going to the turnstile.

Memory Dynamic Network

MDN is used to handle all the dynamic traffic. It is a point
to point mesh network. The core have to explicitly introduce
the packet header into the channels followed by the data. Any
interruptions like instruction cache miss etc. can corrupt the
messages and have to be handled one at a time. RAW uses
a single physical channel and relies on the software to avoid
deadlocks on the network. There is no adaptive routing and
it follows a simple dimensional routing with in-order delivery
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Figure 4: RAW chip architecture with the details of a single tile and the details of the compute pipeline on the tile RAW
architecture consists of a two dimensional array of homogeneous tiles. The tiles are connected together multiple networks
like static scalar operand network(SON) and dynamic memory network(MDN). The MDN connect the tiles also to the off
chip DRAMs and IO ports through muxing logic. Each tile consists of switches to the networks, local caches for data and
instruction and a compute pipeline. The compute pipeline consists of an in-order 5-stage MIPS core with enhancements to
talk to the OCNs using register mappings. Adopted from [31].

Figure 5: WaveScalar Architecture WaveScalar is a tiled ar-
chitecture with dataflow execution model. Each processing
element consists of a cache of instructions. The instructions
are fired on getting all the inputs. The PEs are arranged in a
hierarchy. The primary memory system is distributed over the
tiles while the secondary memory system encloses the clus-
tered tile array. Adopted from [28]

of packets.

3.2 WaveScalar

WaveScalar [27] is the first dataflow architecture to support
imperative languages. It is a dynamic dataflow architecture as
it uses wave numbers to let multiple values exist on a dataflow
edge. WaveScalar enabled execution of programs written in
imperative languages by providing ordering between memory
operations executing over different compute elements. Fur-
thermore, WaveScalar [28] allows store atomicity within a
code region and OoO load execution through ripples.

Architecture

WaveScalar is a hierarchical architecture. Each tile has a
cluster which consists of many processing elements (PEs) ar-
ranged in a hierarchy connected by a hierarchical dynamic
network. The Domain also consists of two pseudo PEs. First
is the Mem Pseudo PE. This PE is used by the domain to com-
municate with the memory system. The other is Net Pseudo
PE which is used to communicate with other domains.

A cluster also consists of a store buffer and a 4-banked data
cache. This module is connected to all the Mem Pseudo PEs
in the cluster. The Clusters are arranged in a 2D array and
communicate with each other using a mesh based dynamic
inter-cluster network. Each PE has a cache of instructions
which are matched against incoming data values and when
all the inputs are available the instruction is fired. If an input
doesn’t have corresponding instruction, it is cached in.

Memory System

WaveScalar is a tiled architecture where every tile consists of
a cluster. A cluster contains a 4-banked L1 data cache. These
are private caches. The next level of hierarchy is formed by
L2 caches located around the edge of the array of clusters.
If data is not present in L1 cache a coherence request is sent
to the L2 caches. Coherence is maintained through directory
engines placed near the L2 caches. The directory protocol
supports multiple readers and single writer.

Memory Dynamic Network

The memory requests are sent over the hierarchical on chip
network present in the architecture. This network is also used
to communicated data value between the PEs. Since, nei-
ther of these communications can be determined statically,
the network is dynamic. To communicate outside the do-
main next hierarchical level of network is used through Net
Pseudo PE. This is the point where memory operations dif-
fer from the scalar traffic. The memory requests are sent to
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the Mem Pseudo PE, which forwards the request to the Store
Buffer and the data cache of the cluster. If there is a cache
miss, a coherence request is sent to the next level of network
hierarchy.

Memory Ordering

The ordering between memory operations is maintained in
hardware at the store buffers. A single store buffer is des-
ignated to handle all memory operations in the system, oc-
curring inside a single wave. Thus that cluster is the home
node for that wave. All the memory requests are sent to their
home nodes using the inter-cluster networks. Once a memory
request reaches it’s home node, the request is scheduled to
go the the local cache based on whether it’s ordering require-
ments are met. If all the required preceding memory opera-
tions have completed, then this request can go ahead else, it
has to wait in a queue. If there is no space left in the waiting
queue, the request is NACKed.

The memory ordering is encoded using sequence num-
bers. Every memory operation inside a wave is given a
unique sequence number. To provide partial memory order-
ing rather than total memory ordering, the memory operations
also store successor and predecessor memory operations’ se-
quence number. If the successor or predecessor is not known
than the wildcard ”?” is used. These ambiguities occur due
to control flow and are guaranteed to get resolved at runtime.
Thus, there cannot be any predecessor successor pair which
have ”?” used on both dependencies. To avoid this situation,
MEM-NOPS are inserted into the program. Whenever an op-
eration reaches the store buffer, if the predecessor has already
arrived, then this instruction is ready to go as well. If the pre-
decessor is marked as ”?”, then existing pending requests are
checked if some one has this memory operation marked as
successor to resolve the ambiguity.

This mechanism creates a dependence between all the load
operations in a sequence and thus prevents aggressive load ex-
ecution. In order to overcome this limitation, every memory
operation is also given a ripple number. For a store, ripple
number is its sequence number. For a load, its ripple num-
ber is the highest sequence number amongst all it’s preceding
stores. A memory operation can execute if the ripple number
has been executed.

Another optimization provided is called Partial stores. A
store instruction is split into address generation and data gen-
eration. A store instruction can be sent to the store buffer
before data generation. In that case it allocates a partial store
buffer and waits for the data generation. If there are no partial
store buffers available, the request is NACKed and the store
instruction retries later on.

3.3 TRIPS
TRIPS [23] is a polymorphous architecture which uses an
array of specialized tiles to create 16-wide-issue processors.
Each processor contains an array of ALUs connected over a
thin on-chip network. This is called Grid Processor Array
(GPA) [19]. The execution is done dynamically in a dataflow

Figure 6: The tile organization for the TRIPS architecture
The TRIPS architecture is made up of heterogeneous tiles
connected over special on-chip networks. The tiles have spe-
cific purposes like execution, data cache, control flow, regis-
ters, instruction caches, secondary memory, network etc. The
distributed protocols utilize the specialized on-chip networks
and relevant tiles to get block atomic execution done in hy-
perblocks using dataflow model. Adopted from [23].

manner without transferring the intermediate values to the
register files. The architecture follows a block atomic exe-
cution model [4]. Instructions are placed into hyperblocks by
the compiler. At any time only one hyperblock is executed
non-speculatively by the GPA. For each hyperblock the in-
structions are fetched and then distributed to ALUs based on
compiler generated static placement. The execution happens
in a dataflow manner and when all the instructions are exe-
cuted, the live values are stored in the register file, memory
stores are written back and the block is committed.

Architecture

TRIPS core consists of an array of tiles with different kinds
of tiles serving as different modules like global control, regis-
ter file, data cache, execution unit, memory, instruction cache
and network interface. Memory system is made up of mem-
ory tiles (MT) which are connected to the cores and IO us-
ing network interface tiles (NT). These tiles are connected
together using specialized on chip networks [24] [7]. Each
network has a specialized purpose. All these networks are
dynamic routers with no adaptive routing.

Memory System

The primary memory system [25] of the GPA is made up of
the 4 DTs. Each DT has a Load Store Queue and a Miss
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Handling Unit. Each DT also has a DTLB for virtual address
translation. The primary memory system allows aggressive
out of order loads, store to load forwarding and store coalesc-
ing. The L1 data caches are write back and write no-allocate
and the coherence is maintained through usual protocols over
the memory hierarchy. The memory system also provides
synchronization primitives.

The MTs are organized in a NUCA array [9] to form the
secondary memory system for GPA. Each MT includes a
router for a dynamic on-chip network connecting the MTs.
These MTs talk to external world i.e. the cores and IO
through the NTs. Each NT consists a configurable routing
table. These routing tables can be modified to alter the sec-
ondary memory configuration.

To track the completion of a block, all the stores have to be
registered. But there is no way to recognize the last store as
the instructions in a block have no ordering at any point. To
overcome this problem, all the stores are given a 5-bit LSID.
All the DTs are given the list of all LSIDs in the block during
fetch stage. Whenever, a store is sent to it’s corresponding
DT, the LSID is sent to all other DTs using a network be-
tween the DTs. When all the stores are registered, the block
can be marked completed and commit can begin. The TRIPS
compiler tries to increase the memory locality by adding a
NOP and linking it to the memory instruction. These NOPs
are then fixed on to the corresponding DT based on address
interleaving. The placer will then try to place the memory
instruction close to its corresponding data tile.

Memory Ordering

TRIPS allows memory ordering between instructions by us-
ing memory-side dependence check. Fetch and execution is
distributed in TRIPS architecture. Thus to stall the execution
of a dependent memory instruction, an explicit synchroniza-
tion has to be done between ETs. This can increase the la-
tency of the load instruction due to the network delay and also
due to no overlap in address calculations. To overcome this
delay TRIPS does memory side memory dependence check.
The LSQs are interleaved based on the virtual address of the
memory requests. All the loads and stores map to a particular
DT based on the memory address. The ordering amongst the
memory operations is decided based on the LSIDs.

The memory operations can execute in any order and hence
reach the DT in any order. To maintain ordering, the DT can
only issue those memory operations whose predecessors have
already arrived. This can be very expensive as a load might
be stalled over a non-related memory operation or other loads.
This is possible as the LSIDs store a total order and not partial
order between the memory operations. A load can be allowed
to proceed speculatively. This speculation is done by a Mem-
ory Dependence Predictor. If a load is allowed to go ahead
speculatively, but an older store for the same address arrives
later on, the block execution is squashed and the Memory De-
pendence Predictor is trained for this scenario.

Figure 7: Composition of tiles in the Tflex architecture
Tflex is the second EDGE architecture proposed after TRIPS
and can compose multiple tiles to execute a single hyperblock
using dataflow model. The secondary memory system is a
NUCA cache arrangement. Adopted from [13].

3.4 Composable Lightweight Processors
Tflex [13] is a composable tiled architecture. It follows the
EDGE programming model, the same as TRIPS processors.
This however is an entirely distributed architecture unlike
TRIPS. Every tile is self contained and can execute a thread
by itself. Furthermore it includes composability i.e. multiple
tiles can be fused together to execute a single block. To en-
able that every block is assigned a home tile based on hashing
of the block ID. The home tile is responsible for co-ordinating
various distributed protocols like fetch and commit etc. Mul-
tiple blocks can execute in parallel by using the next block
prediction on the home tiles. However, only the oldest blocks
executes non-speculatively. EDGE architectures have atomic
block semantics. Thus an entire block has to commit to up-
date the system state like transactions. The composability en-
ables static flexibility as the compiler doesn’t have to know
the exact number of tiles that will be available at runtime.

Architecture

Tflex has an array of composable tiles. These tiles are con-
nected together using a dynamic point to point on chip net-
work. Each tile is a fully functional unit and can execute
a block independently. It consists local register files, ALUs
and instruction and data caches. The execution model within
a block is dataflow based. Thus each tile also consists of
operand buffers. In addition to this the tile consists of load
store queues to handle memory operation ordering.

Memory System

The primary memory system consists of private L1 data
caches on every tile. The secondary memory system is made
up of a NUCA L2 cache which is shared amongst all the tiles.
Coherence is maintained through a standard directory based
cache coherence protocol. When multiple tiles are composed
together, their private caches are also composed together to
create a banked data cache.

Memory Ordering

Tflex uses a distributed memory ordering mechanism us-
ing Unordered Late Binding Load Store Queues (ULB-
LSQs) [26]. Since a block is executed in a dataflow manner,
and the fetch is also distributed, there exists no implicit order-
ing between instructions like in the von neuman architectures.
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This ordering is explicitly specified using the 5-bit LSIDs.
The load store queues in a composed system is banked based
on the virtual address. All requests to a cache line always go
to the same load store queue.

The memory operations are executed out of order. The or-
dering is enforced using memory side dependence handling
like in the TRIPS architecture. Similarly it also uses a de-
pendence predictor to let the loads execute speculatively. But
while TRIPS had maximally sized LSQs which were bad for
area and complexity, TFlex uses smaller LSQs. Any block
can have atmost 128 memory instructions.

To handle the overflows in LSQs, traditional flow control
techniques are utilized over the dynamic on-chip network in a
low overhead manner. The techniques used are NACK mech-
anism in which a request has to be retried. Another technique
is using Skid Buffers to store the low priority speculative re-
quests. When the buffer is full it is flushed thus killing only
the speculative requests. If the non-speculative requests do
not find enough space in the LSQ, they initiate a flush and
exert a back pressure on the dynamic network. The idea is to
push the non-speculative requests up ahead on the path and
not let the speculative requests impede their path. The third
idea was to use two virtual channels, one for the high priority
non-speculative requests and the other for low priority spec-
ulative requests. When the destination is full, the speculative
requests are flushed and if still full, back pressure is exerted
on the dynamic network. Deadlock doesn’t happen as all the
non-speculative requests are in-order and are guaranteed to
go through.

4 Analysis

In this section, we compare the policies of different memory
system models such as dependence ordering, coherence, syn-
chronization and hierarchy. We also compare the hardware
mechanisms used to implement those policies. The analy-
sis highlights the important design points for the policies and
their pros and cons.

4.1 Memory Dependence

Certain fundamental design points have to be considered
when implementing a mechanism to support runtime mem-
ory disambiguation and dependence enforcement. The first
decision to be made is, at what stage during the execution
should ordering be enforced. The sender should send the sig-
nal as early as possible and the receiver should stall as late
as possible to cause minimum stall. The second basic issue
is what kind of mechanism should be used for ordering. The
hardware constraints like area and bandwidth have to be taken
into consideration for the mechanism design. Another crucial
design decision is whether the mechanism should support ag-
gressive false may dependence resolution. We discuss these
issues in detail below.

Figure 8: Memory execution pipeline and dependence
resolution points Execution pipeline for a memory instruc-
tion consists of several stages, the costly ones being on the
network(N∗). Different dependence resolution algorithms
send and receive signals at different stages and hence pay dif-
ferent stall penalties.

4.1.1 Synchronization Stage

The dependence signal is sent at some stage of execution of
the earlier instruction and the receiver instruction stalls at a
particular stage in pipeline while waiting for that signal. For
performance, signal should be sent as early as possible and
the stall should happen as late as possible. The memory or-
dering correctness however creates a back pressure.

Figure 8 shows a typical execution pipeline for distributed
architectures. The sending of dependence signal and stalling
of dependent instruction cannot happen before and after the
memory request handling stage (Ms) respectively for correct-
ness reasons. There can be provisions in coherence protocol
to overcome this limitation but to simplify the analysis let us
keep coherence and dependence independent.

If explicit ordering mechanisms are used like for RAW
static accesses or the decoupled mode in Voltron, then it is
called execute side dependence handling. This is highly re-
strictive as it prevents address calculation of the dependent
instruction and issuing of the memory request to the memory
system. These operations can be still done in parallel without
violating memory ordering.

Memory side dependence handling done in superscalar ar-
chitectures, EDGE architectures, ASH [18] [3] token passing
and WaveScalar takes care of this issue. In this case the sig-
nal is sent earlier i.e. when the memory system dispatches
the response to the requester and the stall happens before the
tag check stage in the primary memory system. Some cen-
tralized ordering structure like load store queue is used for
this purpose, where the effective addresses are stored and the
memory operations are issued once their dependencies have
been resolved.

However if it can be established that the data is not present
in the primary memory system, then we can send the request
to the secondary memory system. This version of memory
side resolution is used in some architectures like RAW dy-
namic access ordering. In this case, even the memory re-
quest is issued out of order, but ordering is guaranteed at the
turnstile tile before reaching the secondary memory system.
Stalling happens at the secondary memory system and the sig-
nal is sent after completion of the coherence protocol.

This can be further optimized by co-ordinating the depen-
dent requests which can help remove the delay in coherence
traffic for the second request by buffering the first request. In
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Figure 9: Memory access network and implementation of
the value and token forwarding network in ASH. ASH
provides a complete partial ordering between memory opera-
tions using tokens. Token passing happens through the cen-
tralized LSQ which can become a bottleneck for memory in-
tensive applications. Adopted from [3].

that case the stall would be restricted to just the tag check and
memory request handling for the dependent instruction which
is the ideal case.

Thus, we observe that for execution on distributed archi-
tectures most of the time is spent on the networks and hence
the memory dependence protocols should avoid stalling at the
network stages of the pipeline to minimize performance hit.

4.1.2 Hardware Mechanism

Once the synchronization stage is fixed the next important
issue is to design the hardware mechanism that implements
the memory ordering.

Explicit execute side resolution like in case of RAW or
Voltron decoupled mode uses point-to-point network. This
is completely distributed but requires static knowledge about
the location of the dependent instructions. Also, execute side
ordering increases the stall in the pipeline compared to the
memory-side dependence resolution. These networks how-
ever are only used for sending a signal over a wide bus, which
leads to wastage of power and bandwidth. Synchronization
arrays [21] try to reduce the resource usage by virtualizing
the queues but the renaming logic can become a bottleneck
point.

Memory-side resolution do synchronization at some cen-
tralized ordering point like the memory controller. This can
be a central interface like for Tartan or a distributed load store
queue like in TRIPS. This mechanism can order requests for
which dependence is not certainly known at compile time.
The requests can reach the ordering point out of order. The
controller than uses some kind of tagging to retain order like
LSIDs for EDGE, sequence number for WaveScalar or tokens
for ASH (Figure 9). Structures like load store queue or syn-
chronization state buffer [35] are used to store these tags. Ex-
pensive underflow, overflow or flow control mechanisms are
used for maintaining these buffers within the area budgets.
The centralized structure can become a bottleneck point as it

has to handle the traffic for the entire system. TRIPS LSQs
are banked based on address which can do some load distribu-
tion. WaveScalar distributes the LSQs based on the dynamic
wave number.

RAW utilized memory side dependence handling for dy-
namic accesses to reduce pipeline stalls. However it also
avoided using tags for ordering by ordering the dependent re-
quests at the statically known turnstile tile. The ordering at
turnstile tile was done by reusing two existing in-order mech-
anisms, program execution on a core and packet delivery on a
single dynamic channel. The memory requests were received
in program order and then sent on the dynamic channel to the
memory system in-order. This provided good performance
without area expensive mechanisms to handle out-of-order
memory requests. Pressure was reduced on the ordering point
by optimizations like epochs and basic block barriers.

In summary, ordering of out of order memory requests us-
ing some kind of tag handling is expensive and we should
rather reuse existing in-order mechanisms in the architecture
to get that effect. However the in-order mechanism should be
introduced as late as possible to reduce the stalls. If the de-
pendent instructions communicate signal over point-to-point
networks, a thin bus should be used to save resources and
reduce delay. Finally, interleaving based on address, region
etc. should be done to reduce pressure on the potential bottle-
necks.

4.1.3 Aggressive Resolution

Software memory disambiguation techniques are not always
able to resolve all dependencies correctly. There are ”may”
and ”must” dependencies at the end of static analysis. The
false may dependencies lead to unwanted performance degra-
dation. Aggressive memory operation execution is done to
avoid those losses based on dependence prediction and roll
back happens in case of misprediction.

Some architectures like EDGE provide total ordering be-
tween memory instructions using LSIDs as opposed to par-
tial ordering like WaveScalar ripples or ASH tokens. Partial
ordering allows for more aggressive issue of memory oper-
ations like out of order load execution in WaveScalar using
ripples. However, ripples are more restrictive than tokens as
they do not use static analysis to differentiate between oper-
ations on different addresses. Thus stores still have a total
order for ripples while this is not the case for ASH tokens.
More restrictive static information on ordering requires more
aggressive speculation in hardware.

EDGE architectures are very restrictive in giving a total or-
der and thus have to rely on memory side dependence predic-
tion to do aggressive memory operation execution. But since
EDGE architectures use an atomic block execution model, re-
playing the entire block on mispredictions makes the mecha-
nism very fragile in terms of performance. Architectures us-
ing execute side dependence resolution like RAW and Voltron
decoupled mode do not have aggressive dependence specula-
tion and thus have to suffer performance loss due to false may
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Figure 10: Some coherent system designs under the uni-
fying framework. Different memory system designs are
made up with different configurations of components like
address space (square), coherent space(circle), speculative
buffer(triangle) and their inter-communication.

dependencies.
The requirement for aggressive memory dependence spec-

ulation increases with increasing restriction on the memory
order encoding in the instruction set. However cost of roll-
back mechanisms need to be kept under check for the specu-
lation to be useful.

4.2 Memory Coherence
The coherence system provides policies regarding the visi-
bility of stores done by some cores to the loads executed by
other cores on the same address. Different architectures pro-
vide different policies varying in programmability and perfor-
mance.

4.2.1 Unified Coherent System Design

An important observation that can be made for coherent sys-
tems is that different implementations can be understood un-
der a unifying framework. This unified framework presents
a cleaner view of the design space, what portions have been
thoroughly researched in the past and what are the unexplored
sections. The unified framework classifies the different coher-
ence system parts into some distinct components. Instances of
these components can be arranged in different configurations
to get different coherence systems as can be seen in figure 10.
I now describe the various components under the framework.

Coherent Space

Coherent space is a domain which presents the illusion of a
single array with single port. In most architectures this is usu-
ally implemented using a hierarchy of caches. This provides
a high bandwidth to the data array due to a high number of
ports. The caches use the temporal locality principle to pro-
vide faster data access. Due to the coherent view, this space
is able to provide synchronization primitives. The coherence
over different physical data arrays is maintained through co-
herence protocols. Initially snoopy protocols were utilized
which were easier but unscalable in the face of increasing
number of caches. The directory based protocols were used
for scalability. In order to handle the excessive load on the
directory, it is distributed over multiple nodes. Extensive re-
search has happened for reduction of coherence protocol de-
lays to provide fast data access.

Speculative Buffer

This is a domain which acts as an incoherent data array.
It doesn’t have to use any coherence protocol and hence
provides faster access. However, the load results obtained
from this space cannot be considered as correct and have to
be verified against the result from a coherent space. This
buffer is a means of implementing data value speculation for
memory system requests. It was used in Coherence Decou-
pling [8] [17] to remove coherence protocol costs from the
critical execution path. In case of a value mismatch, a roll-
back is done in the pipeline and the correct value is reported
to the speculative buffer. For stores, no results are obtained
from this buffer, but it is informed about the new data value
for future loads to that address.

Address Space

This is the address range represented by the data arrays, co-
herent or speculative. This may or may not be the entire ad-
dress range supported by the architecture. The address spaces
are usually disjoint and there is no communication between
multiple address spaces. Each address range in the system
can have a different configuration of coherent spaces, spec-
ulative buffers, inter domain communication protocols, dif-
ferent address mappings etc. Thus different address spaces
provide different properties and are completely independent
of each other.

Inter-Coherent Space Communication

Certain protocol exists to communicate between coherent do-
mains. Multiple coherent spaces communicate if they are
over the same address space. In RAW, there are multiple co-
herent spaces in the form of private caches and the global
DRAM. When an address value is absent in the private cache,
it is fetched from the global DRAM. A dirty cache line when
evicted is written back to the global DRAM. Similar protocol
exists also between the Cluster Cache and global DRAM in
Rigel [12] [11]. The protocols try to reduce the communica-
tion between the coherent spaces since it is expensive. But
they exist to provide means of interaction between different
parts of architecture which are not directly connected using a
coherent space.

Inter-Speculative Buffer Communication

The incoherent spaces can also communicate using some pro-
tocols. This communication can be used to improve the accu-
racy of data value prediction in scenarios like producer con-
sumer on different cores. The modified data can be pushed or
pulled using prefetching like techniques.

Coherent-Speculative Space Communication

The speculative buffer communicate with the coherent space
to improve the prediction accuracy. In coherence decoupling
for all mispredicted loads, the speculative buffer got the cor-
rect data values from the coherent space.
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4.2.2 Unexplored Design space

A lot of research has gone into improving improving each
of the individual components of the framework in the past.
And it has been shown that different benchmarks prefer dif-
ferent coherent system configurations based on the program
characteristics. However, in order to improve the general-
ity of the architecture, different coherent systems can be si-
multaneously supported. This can be done through using a
segmented address space as can be seen in figure 10. Differ-
ent address space segments can feature different coherent sys-
tems like those for RAW, coherence decoupling or can simply
have different home node inter-leavings for different applica-
tion access patterns. Thus, we can support different kinds of
coherent systems on a single architecture using address space
segmentation.

4.3 Memory Synchronization
Synchronization primitives are essential for all modern archi-
tectures. They are required for enforcing consistency models
weaker than the sequential consistency models.

Certain architectures use shared memory for synchroniza-
tion through primitives like load locked and store conditional
like in Rigel or using coherent memory [22]. These primitives
are provided by hardware and can be used to construct higher
level synchronization methods like monitors, semaphores etc.
The shared memory models essentially provide a data space
for synchronization and can handle dynamic synchronization.
This is in contrast to statically orchestrated synchronization
using queue mechanisms like in RAW, WaveScalar, Ambric
Processors [5] and Voltron [34] decoupled mode. Queue
based synchronization uses the blocking read semantics for
ordering. The queues are distributed as they are point to point.
Shared memory on the other hand uses a central ordering
point. This is usually the home node which also handles the
coherence for the memory request. This has to be distributed
by interleaving the home nodes based on the memory request
address.

The synchronization can be either one-on-one, or it could
be multicast or broadcast like a barrier which is becoming
common in the tiled architectures to limit compilation com-
plexity. Implementing broadcast or multicast synchroniza-
tion using one to one synchronization could be expensive and
should be avoided, unless they could be done in parallel and
are capable of reusing the synchronization information.

The OCN network based synchronization is faster and
more distributed and can provide finer grained synchroniza-
tion. Furthermore, they can give better performance on mul-
ticast and broadcast signals and are easier to program as
well. However, dynamic synchronization is essential and thus
shared memory primitives for synchronization are indispens-
able.

4.4 Memory Hierarchy
Memory system is usually composed of a hierarchy of caches.
The levels closer to the execution cores are faster but also

smaller. The caches use the temporal locality principle to im-
prove data access times. A lot of different configurations of
memory hierarchy with their respective pros and cons.

Some architectures have private caches attached to the
cores like RAW, SynchroScalar [20] and AsAP [32]. This
provides fast data to that core and also prevents pollution
of the cache due to remote cores storing data in that cache.
The shared caches on the other hand allow multiple cores to
share a data array like in WaveScalar, EDGE architectures
and VTA [14]. This causes pollution but leads to better cache
utilization.

Larger cache sizes lead to slower access times due to big-
ger tag matches. As a solution some architectures use banked
caches, which decide the bank based on the address like for
EDGE architectures. This increases the cache size without in-
creasing the access time but can lead to poor utilization. In the
era of multiple cores, cache composition is very effective in
which inactive cores’ private caches can be used as secondary
caches by the active cores like in Cooperative Caching [6] or
core fusion [10].

Smart memories [16] proposed configurable memories.
Data arrays and tag arrays are connected by configurable
which can convert them into independent caches or cache
banks or convert them to stream caches etc. This allows us-
ing the same data array to satisfy the properties of different
applications.

Different applications find different cache organizations
beneficial. Thus runtime configuration of caches through spe-
cial registers, network modifications or composition provides
an excellent opportunity to increase the cache utility for a
broad variety of applications.

5 Future Work
Extensive research has been done in memory systems for
multi-cores. For tiled architectures with orders of magni-
tude more number of cores, the constraints get modified. The
performance and programmability requirements also become
more stringent for these systems. As a result existing mem-
ory system designs need to be evaluated under the 1000+ core
regime.

In addition to the static memory disambiguation tech-
niques, architectures also support runtime memory depen-
dence resolution. In order to reduce the stall time during
dependence resolution, the sender should send the signal as
early as possible. And the receiver should stall as late as pos-
sible in the pipeline. I propose a memory dependence mech-
anism (DPN) which sends the signal after tag matching or
memory request stage. And stalls at the tag match stage at the
receiver. Also, the synchronization mechanism needs to be
purely distributed for scalability reasons. On chip networks
are more scalable than load store queues because they are in-
herently distributed. Thus we wish to implement the DPN
using special OCN. We also noticed that the existing OCN
mechanisms use full bus for sending signals. Instead DPN
would use single bit bus to communicate the signal. Since the
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bus is very narrow, DPN can use thick wires to send signals
to greater distances within a single cycle thus making it faster
than using OCNs.

For handling false may dependencies in a fast and aggres-
sive manner, the execution pipelines should allow speculation
on the dependence with possible rollback. The misprediction
can be detected when the cache line in contention is invali-
dated by a remote request. This can be also used to imple-
ment a faster resolution of chain dependencies. The chains
are instead modeled as all to all dependencies. On receiv-
ing all the dependencies an instruction can go ahead with its
memory request. This mechanism called and-reduced depen-
dence handling will reduce the stalling time due to depen-
dence chaining.

For cache coherence, extensive research has been done to
provide fast, scalable coherent domains. However, with in-
creasing number of cores, the complexity and area of direc-
tory based coherence protocol engines increases linearly with
number of sharers and logarithmically with number of cores.
In order to make it scalable we plan to implement a new kind
of coherent system called specCaches which will use state-
less cache lines. Furthermore, the caches would lack full tags
and will use speculation. The speculation would be verified
against a response from the coherent global space like coher-
ence decoupling. We can increase the prediction accuracy
for producer consumer behavior by adding push or pull based
data movement between the speculative tag-less caches.

Another noteworthy point is that different applications ben-
efit from different coherent system organizations. This could
come from presence of speculative buffers, private coherent
spaces or different address based inter-leavings for directory
home nodes. We can support multiple such systems on a
single architecture by having them in different independent
address spaces. An application can malloc a particular data
structure in a specific address space based on the data struc-
ture access properties.

There is also a requirement for a fast synchronization prim-
itive which is also distributed. We can use the DPN for this
purpose as it is fast, distributed and can be explicitly accessed
by the instructions.

With a very high number of cores present on chip, it is
a difficult proposition to keep all execution pipelines utilized
all the time. In case there is not enough work for the cores, the
compiler can leave some core inactive to save power. But the
caches on those tiles can still be utilized as data arrays for the
active cores. Cooperative caching talks about this. We plan to
work on cache sharing technique in future, which increase the
available cache sizes without a big penalty in terms of lookup
time and tag traffic.

We did some studies on the effect of certain memory sys-
tem features. We realized that memory locality is very crucial
to system performance. We plan to work on improving mem-
ory locality by introducing new memory address based home
node interleaving mechanisms. Also we can see that area IO
is able to provide better latency and bandwidth for tiled sys-

tems. We plan to further analyze memory locality properties
in future.

6 Conclusion
With the advent of multi core computing, tiled architectures
were introduced as a scalable means of utilizing the available
transistors. It is not sufficient to have many cores on a chip
if they can’t be utilized in parallel. Tiled architectures pro-
vide fast inter-core communication and help automatic par-
allelization to solve that issue. Memory systems are posing
a performance bottleneck for tiled architectures however. In
this paper, we discussed memory system models for various
existing tiled architectures to explore ways to improve mem-
ory system performance.

We realize that the multi-core techniques for memory sys-
tem mechanisms like dependence resolution, coherence, syn-
chronization and memory hierarchy have to be re-evaluated
in the context of many-core regime. Thus, previously ig-
nored entities like complexity of coherence protocol engine
and load store queue overflows have higher impact. The tiled
architectures are general purpose architectures, but different
memory system models suit different kind of applications.
Research needs to be done for memory systems to have a
greater applicability like different address spaces with differ-
ent characteristics in terms of coherence and consistency to
support different application characteristics.

For higher issue width like in case of tiled architectures,
instruction placement becomes more important and compli-
cated. Due to higher complexity, the placement is done stat-
ically however scheduling may or may not happen statically.
The placement of memory instructions as we saw in Figure 2
has a significant impact on overall performance. Compilers
should do memory aware placement and architecture should
provide mechanisms to help reduce the complexity of com-
piler placement. This can be done by providing the software
a set of assumptions which can be closely matched by the
architecture like perfect data caches, immediate memory de-
pendence resolution, perfect memory disambiguation etc.

Programmability of hardware mechanisms is increasingly
becoming a concern. RAW static routers were programmable
and made communication faster. But for that compiler had
to generate instructions for all the intermediate tiles and also
prevent deadlocks. A right balance needs to be achieved
between exposing hardware internals for more efficient ex-
ploitation of mechanisms and the attached complexity. Thus,
new mechanisms need to be introduced in the tiled archi-
tecture memory systems to tap the remaining performance
from single applications without making the programming
task very complex.
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