|l. INTRODUCTION

USIC is a form of communication that can represent

human emotions, personal style, geographic origins,
spiritual foundations, social conditions, and other aspects of hu-
manity. Listeners naturally use words in an attempt to describe
what they hear even though two listeners may use drastically
different words when describing the same piece of music.
However, words related to some aspects of the audio content,
such as instrumentation and genre, may be largely agreed upon
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of their careers. In previous work, we take a more song-speciresponse of a subject to a set of words. For each word, the an-
approach by text-mining song reviews written by expert musimtator has supplied a response ofor  if the annotator be-
critics [22]. The drawback of this technique is that critics dbeves the song is or is not indicative of the word, or 0 if unsure.
not explicity make decisions about the relevance of each e take all the annotations for each song and compact them to
dividual word when writing about songs and/or artists. In both single annotation vector by observing the level of agreement
works, it is evident that the semantic labels are a noisy versioger all annotators. Ournal semantic weights are
of an already problematitsubjective ground truth.To address
the shortcomings of noisy semantic data mined from text-doc- # Positive Votes  # Negatives Votes
uments, we decided to collect‘aleari set of semantic labels # Annotations
by asking human listeners to explicitly label songs with acous-
tically relevant words. We considered 135 musically relevant For example, for a given song, if four annotators have labeled
concepts spanning six semantic categories: 29 instruments wdg®ncept - with ,then . The semantic
annotated as present in the song or not; 22 vocal characteYi€ights are used for parameter estimation.
tics were annotated as relevant to the singer or not; 36 genred;or evaluation purposes, we also create a birfgnpund
a subset of the Codaich genre list [23], were annotated as rdfeith’ annotation vector for each song. To generate this vector,
vant to the song or not; 18 emotions, found by Skowroetedd. We label a song with a word if a minimum of two people vote
[24] to be both important and easy to identify, were rated onfar the word and there is a high level of agreement
scale from one to three (e.gnot happy, “ neutral, “ happy); between all subjects. This assures that each positive label is
15 song concepts describing the acoustic qualities of the sorgjiable. Finally, we prune all words that are represented by
artist, and recording (e.g., tempo, energy, sound quality); andfelver than ve songs. This reduces our set of 237 words to a
usage terms from [25] (e.d'| would listen to this song while set of 174 words.
driving, sleeping, et¢).

The music corpus is a selection of 500 Western popular sorgs Music Feature Representation

from the last 50 years by 500 different artists. This set was h , d £ f
chosen to maximize the acoustic variation of the music while Each song is represented dsag-of-feature-vectors set o

still representing some familiar genres and popular artists. TiRAUre vectors where each vector is calculated by analyzing a

corpus includes 88 songs from the Magnatunes database [2§rt-time segment of the audio signal. In particular, we repre-
one from each artist whose songs are not from the classiEg/"t the audio with a time series Wi-CC-Deltafeature vec-
genre. tors [27]. A time series of Mel-frequency cepstral cagént

To generate new semantic labels, we paid 66 undergradudfé CC) [28] vectors is extracted by sliding a half-overlapping,
students to annotate our music corpus with the semantic cSROrt-time window ( 23 ms) over the song digital audio le.
cepts from our vocabulary. Participants were rewarded $10 geMFCC-Delta vector is calculated by appending tirst and
hour to listen to and annotate music in a university comput§?00”d instantaneous derivatives of each MFCC to the vector
laboratory. The computer-based annotation interface contairffdFCCs. We use therst 13 MFCCs resulting in about 5200
an MP3 player and an HTML form. The form consisted of ond9-dimensional feature vectors per minute of audio content. The
or more radio boxes and/or check boxes for each of our 18%ader should note that the SML model (a set of GMMs) ig-
concepts. The form was not presented during tfet 30 s of nores the temporal dependencies between adjacent feature vec-
song playback to encourage undistracted listening. Subjetfgs Within the time series. Wend that randomly subsampling
could advance and rewind the music and the song would reptig set of delta cepstrum feature vectors so that each song is
until they completed the annotation form. Each annotation tos&presented by 10 000 feature vectors reduces the computation
about 5 min, and most participants reported that the listenitigne for parameter estimation and inference without saamng
and annotation experience was enjoyable. We collected at leagrall performance.
three semantic annotations for each of the 500 songs in oukVe have also explored a number of alternative feature repre-
music corpus and a total of 1708 annotations. This annotatghtations, many of which have shown good performance on the
music corpus is referred to as the Computer Audition Lab 508sk of genre classtation, artist identication, song similarity,

(CAL500) data set. and/or cover song identtation [29]. These include auditory
. . Iterbank temporal envelope [7], dynamic MFCC [7], MFCC
A. Semantic Feature Representation (without derivatives), chroma features [30], anettuation pat-

We expand the set @bnceptgo a set of 23 vordsby map- terns [31]. While a detailed comparison is beyond the scope of
ping all bipolar concepts to two individual words. For exampleéhis paper, one difference between these representations is the
“tendef gets mapped tbtendet and“not tendet so that we amount of the audio content that is summarized by each feature
can explicitly learn separate models for tender songs and songstor. For example, a MFCC-Delta vector is computed from
that are not tender. Note that, according to the data that Vess than 80 ms of audio content, a dynamic MFCC vector sum-
collected, many songs may be annotated as neither tender marizes MFCCs extracted over 3/4 of a second, aretuation
not tender. Other concepts, such as genres or instruments,patterns can represent information extracted from 6 s of audio
mapped directly to a single word. content. We found that MFCC-Delta features outperformed the

For each song, we have a collection of human annotatioother representations with respect to both annotation and re-
where each annotation is a vector of numbers expressing theval performance.
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VI. SEMANTICALLY LABELED SOUND EFFECTSDATA a high level of agreement between multiple independent anno-
To con rmthe general applicability of the SML model to otheFat?[rS for_a yvo_rdhto bet;:onsgz_ler?_d re_le\:gn;c. .TQ.'S?SHS ;[he factj_ f
classes of audio data, we show that we can also annotate an(in%— music 1S inherently subjective in that individuals use dit-

trieve sound effects. We use the BBC sound effects library whi %rent words to describe the same song.

consists of 1305 sound effects tracks [17]. Each track has been onnotation

annotated with a short-A0 word caption. We automatically . .
- . . Using (2), we annotate all test set songs with ten words and all

extract a vocabulary consisting of 348 words by including eaih

word that occursinve or more captions. Each caption foratrac est set_sound effect tr"’.‘CkS with six Words._A_nnotatlon perfor-
. . . . : ance is measured using megaar-word precision and recall.
is represented as a 348-dimensional binary annotation vecTrEJr

where thethvalueis 1ifword is presentin the caption, and 0 er-word precision is the pro_babﬂﬂy that the model corre_ctly
ges the word when annotating a song. Per-word recall is the

. . . . u
herwise. As with music, th i ntent of th nd eff .
othe VIS€. AS th music, t ' aud 0o tent of the sound ggrobabmtythatthe model annotates a song that should have been
track is represented as a time series of MFCC-Delta vect gﬁ’notated with the word. More formallv. for each word
though we use a shorter short-time windowA(l.5 ms) when is the number of tracks tﬁathave Wordny',[he human-generated
extracting MFCC vectors. The shorter time window is used | . . )

%Eound trutf annotation. is the number of tracks that our

an attempt to better represent important inharmonic noises th

are generally present in sound effects. model automatically annotates with word . is the number
of “correct words that have been used both in the ground truth
annotation and by the model. Per-word recall is and
VIl. M ODEL EVALUATION per-word precision is 2 While trivial models can

In this section, we quantitatively evaluate our SML model fg?asily maximize one of these measures (e.qg., labeling all songs
audio annotation and retrieval. Wed it hard to compare our with a certainword or, instead, none ofthem), achieving excellent
results to previous work [15], [17], [18] since existing results afarecision and recall simultaneously requires a truly valid model.
mainly qualitative and relate to individual tracks, or focus on a Mean per-word recall and precision is the average of these
small subset of sound effects (e.g., isolated musical instrumefftos over all the words in our vocabulary. It should be noted
or animal vocalizations). that these metrics range between 0.0 and 1.0, but one may be

For comparison, we evaluate our two SML models and cordPper-bounded by a value less than 1.0 if either the number
pare them against three baseline models. The parametersofopords that appear in a ground truth annotation is greater or
one SML model, denotetiMixHier,” are estimated using thelesser than the number of words that are output by our model.
weighted mixture hierarchies EM algorithm. The second SMIEOr example, if our system outputs ten words to annotate a test
model, denotedModelAvg? results from weighted modeling SOng where the ground truth annotation contains 25 words, mean
averaging. Our three baseline models inclutiBandoni lower ~ Per-word recall will be upper-bounded by a value less than one.
bound, an empirical upper bound (denotétpperBnd), and a The exact upper bounds for recall and precision depend on the
third “Humart model that serves as a reference point for hotlative frequencies of each word in the vocabulary and can be
well an individual human would perform on the annotation tasRmpirically estimated using tt&JpperBnd model which is de-

The“Randoni model samples words (without replacementjcribed above.
from a multinomial distribution parameterized by the word It may seem more straightforward to yser-songprecision
prior distribution, for , estimated using the and recall rather than the per-word metrics. However, per-song
observed word counts of a training set. Intuitively, this priohetrics can lead to artcially good results if a system is good at
stochastically generates annotations from a pool of the méégdicting the few common words relevant to a large group of
frequently used words in the training set. ThepperBnd Songs (e.g.;rock’) and bad at predicting the many rare words
model uses the ground truth to annotated songs. However, siitée vocabulary. Our goal is tond a system that is good at
we require that each model use aed number of words to predicting all the words in our vocabulary. In practice, using the
annotate each song, if the ground truth annotation contains 68 best words to annotate each of the 500 songs, our system
many words, we randomly pick a subset of the words from tifitputs 166 of the 174 words for at least one song.
annotation. Similarly, if the ground truth annotation contains Table Il presents quantitative results for music and Table IV
too few words, we randomly add words to the annotation froffr sound effects. Table Ill also displays annotation results using
the rest of the vocabulary. only words from each of six semantic categories (emotion,

Lastly, we will compare an individus annotation against agenre, instrumentation, solo, usage, and vocal). All reported
“ground trutti annotation that is found by averaging multiple antesults are means and standard errors computed from tenfold
notations (i.e., an annotation based on group consensus). Sp&¢fss-validation (i.e., 450-song training set, 50-song test set).
ically, the*Humart model is created by randomly holding out The quantitative results demonstrate that the SML models
a single annotation for a song that has been annotated by f§@fned using model averaging (ModelAvg) and mixture hierar-
or more individuals. This model is evaluated againsgeound chies estimation (MixHier) signcantly outperform the random

truth” that is Obtameq comblmng the rer_nalnlng annOtatlo_nS f_orzlf the model never annotates a song with wardthen per-word precision is
that song. (See Section V.A for the details of our summarizationde ned. In this case, we estimate per-word precision using the empirical prior
process.) It should be noted that each individual annotation ug&ability of the worcP (i). Using the prior is similar to using thi&kandortl

36 of the 174 words in our vocabulary. Each rOug@del to estimate the per-word precision, anc_i thus, will in general h_urt mgde_l
on average so o Y- 9 formance. This produces a desired effect since we are interested in designing

truth annotation uses on average only 25 words since we requirgodel that annotates songs using many words from our vocabulary.
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TABLE V estimation or modeling averaging. The improvement in perfor-
Music RETRIEVAL RESULTS [V] = 174 mance may be attributed to the fact that we represent each track

with a track-level distribution before modeling a word-level dis-
tribution. The track-level distribution is a smoothed represen-
tation of the bag-of-feature-vectors that are extracted from the
audio signal. We then learn a mixture from the mixture com-
ponents of the track-level distributions that are semantically as-
sociated with a word. The beneof using smoothed estimates
of the tracks is that the EM framework, which is prone tod
poor local maxima, is more likely to converge to a better density
estimate.

The semantic multinomiatepresentation of a song, which
is generated during annotation (see Section 1lI-B), is a useful
and compact representation of a song. In derivative work [21],
we show that if we construct query multinomialbased on a
multiword query string, we can quickly retrieve relevant songs
based on the Kullbaek.iebler (KL) divergence between the
query multinomial and all semantic multinomials in our data-
base of automatically annotated tracks. The semantic multino-

TABLE VI mial representatipn is also useful_ for_ rglatgd audio information
SOUND EFFECTSRETRIEVAL RESULTS |V = 348 tasks such a&etrieval-by-semantic-similarity[34], [35].

It should be noted that we use a very basic frame-based audio
feature representation. We can imagine using alternative rep-
resentations, such as those that attempt to model higher-level
notions of harmony, rhythm, melody, and timbre. Similarly,
our probabilistic SML model (a set of GMMSs) is one of many
models that have been developed for image annotation [12],

The human experiments were conducted using (mostly) nonék3]. Future work may involve adapting other models for the
pert college students who spent about 5 min annotating ed@Rk of audio annotation and retrieval. In addition, one draw-
song using our survey. While we think that the CAL500 dataack of our current model is that, by using GMMs, we ignore all
set will be useful for future content-based music annotation afgmporal dependencies between audio feature vectors. Future
retrieval research, it is not of the same quality as data that migggsearch will involve exploring models, such as hidden Markov
be collected using a highly controlled psychoacoustics expeftodels, that explicitly model the longer term temporal aspects
ment. Future improvements would include spending more tirf#é music.
training our test subjects and inserting consistency checks sd-astly, our future work will involve modeling individual users
that we could remove inaccurate annotations from test subje@ subsets of similar users) witfser-specibenodels. For ex-
who show poor performance. ample, during data collection, we had one test subject anno-

Currently, we are looking at two extensions to our daf@te 200 of the 500 songs in our data set. A preliminary study
collection process. Therst involves vocabulary selection: if ashowed that we were better able to predict some words (espe-
word in the vocabulary is inconsistently used by human ann@ally “usagé words) for this subject using the 200-song subset
tators, or the word is not clearly represented by the underlyitigien compared against models trained using the entire CAL500
acoustic representation, the word can be consideretbisy data set. This is not surprising since we would expect an indi-
and should be removed from the vocabulary to denoise tHilual to beself-consistentvhen annotating songs with subjec-
modeling process. We explore these issues in [32], whereby g concepts. We expect that user-speanodels will offer us
devise vocabulary pruning techniques based on measureméng§ance to reduce the impact caused by subjectivity in music
of human agreement and correlation of words with the und&@ that we can better model an individigahotions of audio
lying audio content. semantics.

Our second extension involves collecting a much larger
annotated data set of music using web-based human computa- ACKNOWLEDGMENT
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