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Abstract
Many concurrency bugs in multi-threaded programs are due to data
races. There have been many efforts to develop static and dynamic
mechanisms to automatically find the data races. Most of the prior
work has focused on finding the data races and eliminating the false
positives.

In this paper, we instead focus on a dynamic analysis technique
to automatically classify the data races into two categories – the
data races that are potentially benign and the data races that are po-
tentially harmful. A harmful data race is a real bug that needs to
be fixed. This classification is needed to focus the triaging effort
on those data races that are potentially harmful. Without prioritiz-
ing the data races we have found that there are too many data races
to triage. Our second focus is to automatically provide to the de-
veloper a reproducible scenario of the data race, which allows the
developer to understand the different effects of a harmful data race
on a program’s execution.

To achieve the above, we record a multi-threaded program’s
execution in a replay log. The replay log is used to replay the multi-
threaded program, and during replay we find the data races using
a happens-before based algorithm. To automatically classify if a
data race that we find is potentially benign or potentially harmful,
we replay the execution twice for a given data race – one for each
possible order between the conflicting memory operations. If the
two replays for the two orders produce the same result, then we
classify the data race to be potentially benign. We discuss our
experiences in using our replay based dynamic data race checker
on several Microsoft applications.

Categories and Subject Descriptors D. Software [D.2 Software
Engineering]: D.2.5 Testing and Debugging – Debugging aids

General Terms Algorithms, Experimentation, Reliability, Verifi-
cation

Keywords Benign Data Races, Replay, Concurrency Bugs

1. Introduction
Automatically detecting data races is a very hard problem. Data
race detection tools, even the dynamic analysis tools, tend to report
a large number of data races. But only a handful of them are
harmful. A harmful data race is one that is a source of a concurrency
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bug, which can affect the correctness of a program’s execution. A
developer will consider fixing only the harmful data races. Ideally,
an automatic race detection tool should report only the harmful data
races to a developer. However, many existing tools report data races
that can never occur at all. Such data races are the false positives.
Even if we manage to eliminate all the false positives, not all of
the remaining true data races are harmful. In fact, only a small
fraction of the true data races are actually harmful. In our work,
we found that only 10% of the true data races are harmful. The
remaining 90% were all benign data races - the data races that
do not compromise program’s correctness. Thus, the set of true
data races is still too large for developers to manually examine and
triage.

The first goal of our paper is to find and report only the poten-
tially harmful data races, in order to improve programmer produc-
tivity. To achieve this, we propose a mechanism to automatically
classify the true data races into potentially benign and potentially
harmful. This allows the developers to prioritize the data races that
need be triaged. We find that reporting accurate information about
the potentially harmful data races is very important because triag-
ing a data race bug is a tedious exercise. Triaging a data race bug is
difficult for the following reasons:

• Requires Domain Expertise: Effects of a data race are hard
to understand, as it involves analyzing multiple program states
across multiple threads. Domain expertise is usually required to
understand if a data race is benign or harmful in our production
code.
• Time Consuming: The number of true data races is too large

for the developers to go through and triage them all. It can be
extremely time consuming for a developer to triage a data race,
and those with the domain expertise are often very busy.
• Hard to Figure Out: Even if someone with domain expertise

examines the data race, they tend to incorrectly believe it is
benign when it is actually harmful, or vice versa.

Besides finding the harmful data races accurately, another prob-
lem is generating information that will help convince the developer
about the existence of a data race bug. Therefore, our second goal is
to generate a concrete reproducible scenario for a potentially harm-
ful data race. The reproducible scenario helps the programmer in
debugging and understanding the harmful effects of the data race
reported.

In this paper, we take important steps towards meeting both
of the above two goals. We have developed a dynamic data race
detection tool that can automatically classify the data races into
potentially benign and potentially harmful categories. An integral
part of our solution is the ability to record a program’s execution
in a replay log and replay the program’s execution using the log.
The proposed dynamic data race detection analysis is performed
offline, during replay. In addition to finding the potentially harmful



data races, the analysis also produces useful information for each
data race. Using that information, a developer can replay a program
execution in two different ways – the original execution order
and an alternative order, which has the order of the two memory
operations involved in the data race reversed. The two replays
help the developer understand how a potentially harmful data race
can produce different results based on the different interleavings
between the two racing memory operations.

Data Race Detection: We focus on building a race detection
tool with no false positives. Our data race detection algorithm is
based on the happens-before relationship [17]. We determine that
there is a data race between two memory operations executed in two
different threads if (a) at least one of them is a write, and (b) there
is no synchronization operation executed between the two memory
operations (that is, there is no happens-before relation to provide an
order for the two operations). Going by this strict definition of what
a data race is, a happens-before based algorithm does not report any
false positives. However, a happens-before algorithm still reports a
large number of data races, out of which many are benign. In order
for our tool to be used in practice, we need to prioritize the data
races so that a developer can focus on fixing and understanding the
potentially harmful data race bugs.

Data Race Classification: Our approach automatically clas-
sifies data races by leveraging the ability to replay the program’s
execution. The key concept behind our analysis is as follows. For a
data race, the checker analysis tool replays the execution twice for
the two different orders between the memory operations involved
in the data race. If the two replays produce the same result, then the
checker determines that the data race is potentially benign. Oth-
erwise, it classifies the data race as potentially harmful. The data
races that our tool marks as potentially benign are not examined
by the developers, but only those marked as potentially harmful are
examined. We keep track of the results of this analysis for each pair
of memory operations involved in a data race. There can be many
instances of the same data race during a program’s execution and
across several different executions. By analyzing these instances
we can observe several effects of the data race. Thereby, we get a
much clearer picture about how to classify the data race.

Data Race Report: At the end of our analysis, we provide
the developer with precise information about the effects of each
potentially harmful data race. The information includes the replay
log and the two memory orders that were analyzed by the checker
for the data race. One of the replays will produce the correct result
and the other will produce a different result. Thus, a developer
has the precise information about the memory operations involved
in the data race, and also has the ability to replay the program
in two different ways (two ways are the original execution order
and the alternative order that is possible due to the data race)
and understand the effects of the data race. If the same data race
had occurred multiple times within the same or different execution
scenario, we provide information for all of those instances to help
the developer understand the various possible effects of a particular
data race.

iDNA and Usage Model: We perform our dynamic data race
analysis using the replay tool called iDNA developed by Bhansali et
al. [3]. iDNA provides the ability to record a program’s execution
in a replay log. Using the replay log, iDNA can replay a multi-
threaded program’s execution, even in the presence of all forms
of non-determinism, including system interactions (system calls,
interrupts, DMAs etc.) and multi-processor interactions. We extend
iDNA to provide the ability to replay with two different thread
interleavings for a data race, and provide the ability to examine the
results of both orderings to see if they result in the same execution.
In using our approach in a development environment, iDNA is
first used to gather the replay logs for the product’s test scenarios,

with an overhead of about 10x on average [3]. We then run our
off-line replay analysis to find all of the data races, and the off-
line analysis classifies the data races into potentially benign or
potentially harmful. For the potentially harmful ones, we provide
at least two replay scenarios that will show how the data race can
result in two different outcomes. This information coupled with the
ability to do reverse execution (also called time travel debugging)
using iDNA [3] for the replays, provides a powerful platform for
the developers to examine the potentially harmful data races.

In striving to achieve the above two goals, our approach can
have incorrect classifications. We may classify some data races
as potentially benign when they are harmful or vice versa. If we
classify a benign data race as potentially harmful, then we end up
using precious developer’s time. But once those races are manually
identified as benign, they are marked as benign to prevent them
from being classified as potentially harmful in the future analysis. If
we classify a harmful data race as benign, they will not be examined
by the developer. However, later on, when analyzing a different test
case, the analysis may find an instance of the data race that exposes
it as potentially harmful. The data race will then be re-classified and
reported to the developer. Thus, the more the number of test cases
analyzed, the more likely harmful data races will be discovered
(which is true for any dynamic analysis tool). This is a trade-off
between coverage and accuracy that we make during development,
because there are too many true data races found, and most of them
are benign.

To summarize, this paper makes the following contributions:

• We present a happens-before based dynamic analysis algorithm
to find a set of data races using the iDNA replay framework. The
happens-before based analysis does not report false positives.
However, the analysis still reports a lot of data races, most of
which are benign.
• To our knowledge, we are the first to focus on the problem

of automatically classifying the true data races into potentially
benign and potentially harmful. This classification directs the
focus of the developer on triaging the potentially harmful data
races. The key idea is that for a data race to be harmful, the
two different possible memory orders for the data race should
produce different results. We describe how we extended the
iDNA framework to replay the alternative memory orderings,
and to determine if they result in the same execution or not.
Then for each potentially harmful data race, we provide a replay
scenario that allows the developer to understand the effects of
the data race.
• We discuss our experiences in using our dynamic race classi-

fication approach on an extensively stress-tested build of Mi-
crosoft’s Windows Vista and Internet Explorer. Our proposed
technique was able to automatically filter out over half of the
real benign data races, classifying them as potentially benign,
which can be ignored by the developers. In addition all of the
harmful data races were correctly classified as potentially harm-
ful, which were reported to the developers and they all have
been fixed in the production code.

2. Prior Work
The focus of this paper is to accurately classify data races in parallel
applications based on the shared memory programming model.
Prior work on data race detection can be broken into solutions
based on static analysis and solutions based on dynamic analysis.

2.1 Static Analysis
Data races can be found using type-based static analysis tech-
niques [4, 14]. A type-based technique requires the programmer



to specify the type of the synchronization operations [4, 14]. Au-
tomatically inferring information about the synchronization oper-
ations is difficult and there are some techniques that address this
problem [32]. Static analysis can also be done using model check-
ing techniques like BLAST [15] and KISS [28]. Model checking
techniques can handle various synchronization idioms and can also
produce counterexamples. The limitation of the model checking
techniques is that the analysis algorithm does not scale well for
large programs, which can limit their use.

There are techniques that statically implement a lockset [33]
based algorithm [35, 13, 26]. Naik et al. [20] recently proposed an
analysis method that consists of a set of techniques that are applied
in series like reachability and alias analysis to reduce the number
of false data races.

The primary limitation of the static analysis techniques is their
accuracy in terms of the number of false positives reported. Also, an
even bigger problem (which is true even for existing dynamic anal-
ysis techniques) is that, among the true data races reported, a large
proportion of them are benign data races. Benign data races are
very hard to distinguish from the harmful data races during static
analysis. For example, in one of the very recent proposals [20], for
one program jdbm, the analysis returned 91 data races (not false
positives but real data races), but only 2 of them were found to
be harmful. Static analysis techniques address this problem with
manual annotations, but they require the programmer to get the an-
notation right, and there is a significant amount of existing code
existing without annotations.

We focus on a dynamic analysis technique, since it can signifi-
cantly reduce the number of candidate data races that need to be ex-
amined. The trade-off of course is that, the coverage will be lower
than the static techniques. Also, we can generate different replay
scenarios for a data race found during a dynamic analysis, which
the user can use to understand the possible effects of the data race
on a program’s execution.

2.2 Dynamic Analysis
Dynamic analysis can be done either on-line or off-line. We first ex-
amine the trade-offs between the two approaches. Then we describe
the dynamic race detection techniques in more detail and place our
work in context.

2.2.1 When the Analysis is Performed: On-line Versus
Off-line Analysis

A program’s execution can be analyzed on-line when the program
is executing to detect the data races. This approach incurs runtime
overhead, and hence the dynamic analysis needs to be efficient in
terms of performance. A majority of prior dynamic race detection
techniques have focused on detecting data races on-line, either with
instrumentation support [33] and with hardware support [1, 29].
There have also been attempts to ameliorate the performance cost
of dynamic analysis using static optimizations [11, 38, 23, 25].

Alternatively, if we can efficiently record sufficient information
about a program’s execution to allow us to deterministically replay
the execution, then we can do off-line analysis. The advantage of
off-line analysis over on-line analysis is that the analysis itself does
not have to be as performance efficient as it is has to be for on-
line analysis. Only the recording part needs to be efficient. We can
perform (many) sophisticated time consuming dynamic analysis
over a recorded program’s execution off-line. Also, the result of
the analysis can enable the developer to examine the source of the
data race by replaying the program.

There have been a few techniques that looked at doing off-line
analysis [7, 30] to detect data races. However, both RaceFrontier [7]
and RecPlay [30] do not attempt to record the non-deterministic in-
teractions between the threads. As a result, they are limited in their

analysis in that they are able to detect only the first data race in
the recorded program execution. In contrast, we use the iDNA [3]
infrastructure, which enables us to replay multi-threaded programs
across all forms of non-determinism, including non-deterministic
shared memory multiprocessor interactions. This allows us to ex-
amine all the data races in the recorded program execution.

2.2.2 How the Analysis is Performed: Happens-Before
Versus Lockset

Dynamic race detection algorithms can be broadly classified into
happens-before based algorithms [17, 21, 1, 6, 10, 8, 34, 24, 31, 19],
lockset based algorithms [33, 36, 22, 2] and hybrid algorithms that
combine the two [11, 38, 23, 25].

One class of data race detectors use the lockset algorithm. The
lockset algorithm checks whether each shared variable in a program
is consistently guarded by at least one lock. Eraser [33] implements
the lockset algorithm using instrumentation to dynamically find
the data races during a program’s execution. This algorithm has
been extended to object-oriented languages [25] and improved for
precision and performance [2, 22, 36, 5]. The lockset algorithm is
essentially a heuristics based algorithm and hence reports data races
that can never occur at all (that is, it can report false positives).
A recent work [18] reports that a lockset algorithm resulted in
thousands of false positives for scientific applications.

There are race detectors that use the happens-before algorithm.
The happens-before algorithm checks whether conflicting accesses
to shared variables in a program are ordered by an explicit synchro-
nization operation or not. Many dynamic race detectors implement
the happens-before algorithm in software [31] . Hardware [19, 27]
and Distributed-Shared-Memory [24, 29] implementations were
also proposed to reduce the runtime overhead of these detectors.
A recent hardware based proposal called ReEnact [27] detects data
races using happens-before relation on-the-fly. Upon detection of a
data race, it can rollback to a previous checkpoint and replay the
execution. During replay, it tries to avoid the data race detected in
the previous execution. The advantage of using a happens-before
algorithm is that it can detect the data races with no false positives
because the analysis is based on whether there are two unordered
conflicting memory operations or not. However, the resulting cov-
erage can be less than the lockset algorithm.

It is also possible to combine these two algorithms [11, 38, 23,
25] to get coverage close to a lockset algorithm, and at the same
time reduce false positives using happens-before relations.

These prior dynamic data race detectors have not yet focused
on classifying real data races as potentially benign versus harmful
data races. For example, RaceTrack [38] found 48 warnings in CLR
regression test suite out of which there were 8 false positives. But
more importantly, 32 were benign data races and only 8 were found
to be harmful during manual inspection. Distinguishing between
the benign and the harmful data races is a hard problem. To our
knowledge no prior work has attempted to automatically identify
the potentially benign data races, which is the focus of our work.
If can do that, then we can direct the developers’s effort towards
triaging the potentially harmful data races.

The focus in building our tool was to provide as much accurate
information as possible. That is why we chose to use a happens-
before based data race detection algorithm, since it does not report
any false positive. Neverthless, our analysis can also be used for
analyzing the data races reported by a lockset based algorithm and
its variations. The analysis should be able to filter out the benign
data races and also the false positives produced by those algorithms.

2.3 Atomicity Violation Detection
There have also been work on finding concurrency bugs by check-
ing for atomicity violations [2, 12, 37, 18]. If we can know which



regions of code need to be executed atomically, then we can ver-
ify the atomicity properties either statically [2] or dynamically [12,
37, 18]. Also, there has been work on inferring the set of locks that
need to be acquired to enforce the atomicity specified by the pro-
grammer [16]. Any violation of atomicity is a source of a bug, but
every data race is not necessarily harmful. So checking for atom-
icity violations is more effective than finding data races. However,
determining the atomic regions in itself is a significant challenge.
Many techniques require the programmer to explicitly specify the
atomic regions through annotations [2, 12, 16]. In SVD [37] and
AVIO [18], the authors used heuristics to infer the atomic regions
automatically. These methods are heuristic based, and as a result
they report a high number of false positives when a code region is
incorrectly determined to be atomic.

3. Finding Happens-before Replay Data Races
In this section, we provide a brief overview of the iDNA [3] record
and replay mechanism. We then discuss a happens-before based
data race detection algorithm that we implemented by extending
the iDNA replayer. Our happens-before based data race detector
does not report false positives. In other words, if our detector finds
a data race in a program’s execution, then it guarantees that there is
at least one instance of the data race in the execution.

3.1 iDNA Recorder
iDNA [3] provides the ability to record a multi-threaded program’s
execution in a replay log, which can be used to replay the execution.
Here we will briefly discuss how iDNA works, but more details can
be found in [3].

iDNA uses a load-based checkpointing scheme to record a pro-
gram’s execution. Let us first just consider a single threaded ap-
plication. At the beginning of a checkpoint, iDNA records the ar-
chitectural state consisting of the values in the registers and the
program counter. And then during the program’s execution, iDNA
dynamically instruments the load instructions and records their val-
ues. The log size generated is reduced using a compression mecha-
nism [3].

Recording the values of load instructions executed by a program
automatically takes care of all forms of non-determinism, includ-
ing system interactions (system calls, interrupts, DMAs) and multi-
threaded interactions (even when multiple threads are executing on
multiple processors). For example, if a system call or an interrupt
modifies a memory location, the program needs to load the value
from the memory location before it can use the value. Therefore,
recording the values of the load instructions is sufficient to cap-
ture the system interactions. Even DMAs that concurrently modify
the program’s memory state can be taken care of by logging the
load values. Also, in the case of multi-threaded programs, multiple
threads can be concurrently modifying a shared memory location,
but as long as we record the load values for a particular thread, we
can replay that thread.

Note, iDNA does not log every load value. It records only
the load that accesses a memory location for the first time. In
addition, if a memory value is modified by the external system
(DMA, system call, another thread, etc.) outside of the thread, then
the value of the subsequent load to that location is logged. iDNA
also correctly deals with the dynamically loaded libraries and self-
modifying code. A detailed explanation on how all this is done
efficiently can be found in [3].

3.2 Sequencers for Multi-Threaded Programs
In the case of multi-threaded programs, a replay log is recorded for
each thread individually. As we described above, the replay log for
a thread contains the initial architectural state of the thread and all

the load values that are necessary to replay that thread correctly.
Even if other threads are concurrently modifying the shared mem-
ory locations, it does not affect how a thread is replayed. Because,
iDNA logs the values of all the required load instructions in the re-
play log. Thus, using the replay log of a thread, we can replay the
thread exactly how it was executed during the original execution.

However, to aid debugging and to enable multi-threaded pro-
gram analysis, we want the ability to deterministically replay
the thread interactions observed during the original execution.
iDNA provides this functionality by recording what are called Se-
quencers. A sequencer log consists of a global time-stamp value
that is maintained by iDNA (one global time-stamp counter main-
tained across all the threads). The global time-stamp is incremented
whenever a sequencer is logged in the replay log of any thread.

A sequencer is recorded when a synchronization instruction
or a system call is executed. iDNA dynamically instruments the
instructions with the lock prefix to recognize the synchronization
operations. Whenever a synchronization operation is executed by a
thread, a sequencer is logged. Since each sequencer consists of a
time-stamp that is incremented monotonically, there exists a total
order between all the sequencers recorded across all the threads.
Figure 1 shows an example for how sequencers are recorded in the
replay log of each thread. The sequencers are labeled as S1, S2,
etc. For the example, assume that Si > Sj if i > j. With this
log, we can determine that all the memory operations that were
executed before the sequencer S1 in the thread T2, should have
been executed before all the memory operations that were executed
after the sequencer S3 in the thread T1 (because time-stamp for S3
is greater than S1).

3.3 iDNA Replayer
To replay a thread using a replay log, first the architectural state of
a thread comprising of the registers and the program counter are
initialized with the information read from the log. iDNA records
both the code and the data that is read by a thread. So during replay,
the execution starts from the instruction pointed to by the program
counter. The load instructions are then dynamically instrumented
so that the iDNA replayer can make sure that replayed loads return
the correct values as recorded in the replay log.

In the case of multi-threaded programs, one sequencing re-
gion is replayed at a time. A sequencing region consists of the
sequence of instructions executed between two consecutive se-
quencers logged in an iDNA log for a thread. For the example in
Figure 1, the instructions executed between S3−S5 constitute a se-
quencing region. One sequencing region is replayed at a time and it
is chosen from one of the thread as follows. The sequencing region
that has the smallest starting sequencers among all the sequencing
regions that are yet to be replayed is chosen for replay. For exam-
ple, in the Figure 1, the sequencing region S1 − S4 is replayed
before S2 − S6. After replaying S2 − S6, the region S3 − S5 is
replayed and so on.

3.4 Finding Happens-Before Data Races
Using iDNA, we replay a multi-threaded program’s execution us-
ing the above sequencers. During replay, we modified iDNA to an-
alyze the program’s execution to find data races between sequence
regions.

To find the data races, we use the sequencers recorded in the
iDNA traces. Using the sequencers, we can determine the overlap-
ping sequencing regions across different threads in a multi-threaded
program execution. For example, in the Figure 1, the instructions
executed between S3− S5 constitute a sequencing region. It over-
laps with the sequencing regions S1 − S4 and S4 − S7 in the
thread T2, and also with the sequencing region S2 − S6 in the
thread T3. In other words, there is no happens-before relationship
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Figure 1. Happens-before based race detection during replay using
sequencers in the replay log.

between the memory operations executed in the overlapping se-
quencing regions.

We then detect a data race using the following happens-before
algorithm. If we find two memory operations in two overlapping
sequencing regions, and at-least one of them is a write, then we
consider that the two memory operations to be involved in a data
race. There is a data race between those two memory operations,
because there is no sequencer separating the two in time to spec-
ify an order between them. If there is no sequencer between two
memory operations, then it implies that there was no synchroniza-
tion operation that was executed during the program’s execution to
guard the shared memory accesses. Therefore, there is a data race
between the two memory operations.

4. Classifying Data Races by Replaying Both
Orderings

In the previous section, we described how we find a set of data
races in a given program’s execution by looking for memory op-
erations that are not ordered by a happens-before relation. In this
section, we present a replay-based dynamic analysis algorithm that
automatically classifies data races as either potentially benign and
potentially harmful.

4.1 Overview
Consider a data race between two memory operations executed in a
particular execution of a multi-threaded program. The two memory
operations involved in the conflict would have been executed in a
particular order during the original execution recorded by iDNA.

During replay, there are two possible orders between the two
memory operations involved in the data race. In our analysis, we
replay the program’s execution twice for both of those two orders
and compare the memory and register live-outs of the two replays.
If the live-outs are the same, then we classify the analyzed dynamic
instance of the data race as potentially benign. Otherwise, it is
classified as potentially harmful.

Figure 2 shows a piece of code to illustrate how the proposed
analysis works. This is a sanitized example of one of the harmful
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Figure 2. Race Detection Example

data races found during our analysis on production code. The ex-
ample code essentially decrements a reference counter value. Then,
it reads the reference counter value. If the value is zero it frees the
memory pointed to by the variable “foo”. Assume that there are
two threads executing the same piece of code in parallel and that
the programmer, by mistake, did not use any synchronization oper-
ations to guarantee the correct parallel execution.

The figure also shows two possible orderings for the memory
operations when this piece of code is concurrently executed by two
threads. The values of the memory operations are shown inside the
parenthesis. Figure 2(a) shows the order observed during recording.
Fortunately, for this ordering, the atomicity of the operations was
not violated and hence the program executes correctly. However,
during our dynamic analysis, we will detect data races between
the read and the write operations executed in the two threads.
For example, there is a data race between the read R2 in thread
T1, and the write W2 in thread T2. During dynamic analysis, we
can replay for the two possible orders between these two memory
operations. One replay will be the same as the one observed during
the original execution that was recorded as shown in Figure 2(a).
Another possible order is shown in Figure 2(b). In the latter order,
the R2 is replayed after W2. During that replay, we will catch a null
pointer violation, when the replay tries to free the location “foo” in
the thread T1. Thus, we determine that the data race is potentially
harmful.

In contrast, when we examine the two orderings, if they evaluate
to the same result, then we classify that instance of the data race as
potentially benign. However, even if one of the instance of the data
race was found to be potentially harmful, then we classify the data
race to be potentially harmful. We next describe how we perform
our replay analysis to determine if the two orderings arrive at the
same result or not.

4.2 Mechanism for Alternative Replay
The above discussion assumes that it is possible to replay the two
possible memory orders. We had to add the following support to
provide this functionality on top of iDNA.

Our algorithm analyzes each data race in isolation. For a given
data race, the goal is to replay the two possible memory orders
between the two memory operations involved in the data race. The
two memory operations involved in the data race are part of two
sequencing regions in two different threads (a sequencing region
constitutes the instructions executed between two sequencers in a
thread, which we described in Section 3).



By replaying the program’s execution, we can determine all the
instructions executed in each of the two sequencing regions that
contain the data race. Using this information, we know which two
dynamic instructions are the data race being considered, and we
can examine both orders of those two instructions during replay.
We replay both threads for the region up until we get to the data
race instruction in each thread. We then replay the two orders
to examine the differences exhibited by the data race. The first
order is called the original order, since it matches the values seen
during the original logged execution. The second order is called the
alternative order. In our current implementation, we replay only till
the end of the sequencing regions in the two threads.

In order to execute the instructions in the two sequencing re-
gions for the two orders, we added to iDNA the ability to create
a virtual processor. The virtual processor allows us to start with
a set of sequences across the threads and execute multiple differ-
ent realities starting at that set of sequences. A virtual processor is
created to execute the original and alternative replay orders. The
virtual processor is initialized with the live-in memory values and
the register states of the two threads. We orchestrate the execution
of the two threads in the virtual processor to obey the ordering for
the instructions involved in the data race. Whenever a memory lo-
cation is read for the first time in the virtual processor, the virtual
processor copies the value from the live-in memory. Then from that
point on, the reads and writes to that memory location will be to the
local copy in the virtual processor.

4.2.1 Alternative Replay Failure
While executing the alternative ordering, the replayer may come
across a memory reference to an address not seen when the orig-
inal log was taken, or it may come across a control flow change.
The address may not have been logged or it may have been changed
during replay, so we do not know what the value is. For the control
flow change, it may jump to a piece of code that was not recorded
as part of the logging or to an illegal address. In our current imple-
mentation, we classify all of these as replay failures. They are an
indication that execution has changed enough from the alternative
order that the data race is potentially harmful. Even so, we are look-
ing at trying to log enough information to allow replay to continue
in the face of both of these for the final version of our tool.

4.3 Classifying Data Races
After we have replayed the original and alternative orderings in the
virtual processors, we compare the register and memory live-outs
at the end of the sequencing regions to classify the data race as
potentially benign or potentially harmful.

A data race between two memory operations may occur many
times during our analysis, and we examine each of those as a sep-
arate data race instance. Our current approach flags a data race in-
stance as potentially benign only if the two replays result in ex-
actly the same application state (both memory live-outs and register
state) at the end of the replay. Otherwise, the data race instance is
considered to be potentially harmful. The potentially harmful con-
sist of the data races where the alternative replay resulted in dif-
ferent state, and also those that had a replay failure as described
above.

After all of the instances for a data race have been examined,
we classify the data race as potentially benign only if all of its
instances are classified as potentially benign. Otherwise the data
race is classified as potentially harmful.

The data races classified as potentially benign are guaranteed
to be benign for the test scenarios we examined, but they are
not guaranteed to be benign for all possible scenarios. Another
instance of the data race not captured in our replay logs between
the same two memory operations may prove to be harmful. To add

more confidence to our classification, several instances of the same
data race should try to be found in the same execution or across
the different test scenarios. If the replay analysis determines the
data race to be potentially benign in all those instances, then we
will have greater confidence that the data race is probably benign.
The greater the number of instances studied, the greater is the
confidence that a data race is benign.

For those data races that are classified as potentially harmful the
two replays will enable the developer to have a better understanding
of the effects of the data race that is reported. The two replays will
show the differences in the outcomes of the program for the two
different memory orders between the memory operations involved
in the data race.

4.4 Advantages
There are some advantages with our replay based analysis:

• Our analysis is at the instruction level and is not dependent on
the specific synchronization methods. As a result, it is applica-
ble to programs written in any language as it is agnostic to the
synchronization methods used in the language. Our instruction
based happens-before analysis does incur a heavy performance
overhead. However, this is not a serious concern for our ap-
proach because we perform our analysis off-line during replay,
where we can take more time to do the dynamic analysis.
• Unlike traditional approaches where it is hard to determine

the possible effects of a data race, we will have two possible
executions for the data race and produce the output for those
executions. The ability to replay and see the differences in
output between the two executions is of great value for the
developer to understand the potential data race.

4.5 Future Directions
Tools that produce a significant number of false positives tend not
to get used by the developers. So our goal in this study has been
to reduce false positives as much as possible and for a data race
that we find to be potentially harmful provide an example that
clearly shows the effects of the data race. But coverage can also
be improved in several different ways.

We used a data race detection mechanism based on the happens-
before relation, which does not have any false positives but has less
coverage (that is more false negatives). However, our replay-based
analysis can also be used to classify false positives in a data race
algorithm that uses locksets [33] as potentially benign.

Another way to increase the coverage is to analyze the effects
of many data races at the same time instead of analyzing one data
race at a time. When we consider more data races together, we will
have more than two memory orders to replay. Even if the live-outs
of any two replays mismatch, we would classify the data race to be
potentially harmful.

Also, if we consider weaker consistency model then we will
get more orders between the memory operations, which will again
improve coverage.

The solution presented here can also be extended to be more
precise in eliminating the potentially benign data races. Instead of
comparing the live-outs of the two replays to classify a data race,
we can classify based on whether we detect a perceivable bug in
one of the two possible replays for the data race. Perceivable bugs
are those that can be automatically detected when there is a memory
access violation or assertion failure or any other exception. Thus,
the harmful data races found will be guaranteed to be 100% correct.

5. Results
In this section, we discuss our experiences in using our tool to
classify the data races.



Potentially Benign Potentially Harmful
Real Benign Real Harmful Real Benign Real Harmful Total

No State Change 32 0 - - 32
State Change - - 15 2 17
Replay Failure - - 14 5 19
Total 32 0 29 7 68

Table 1. Data Race Classification

5.1 Methodology
We collected replay logs for 18 different executions of various
services in Windows Vista and the Internet Explorer. Among the
18 executions that we studied, the happens-before based algorithm
that we described in Section 3 returned 16,642 instances of data
race conflicts. Out of these 16,642 instances there were only 68
unique data races. The reason is that a data race (between the same
two memory instructions in different threads) occurred more than
once in the same execution or in different scenarios. For this study,
we went through the painstaking effort to manually examine every
single data race to determine if it was actually benign or harmful.
All of the data races that were identified as truly harmful have been
fixed in the production code.

The average log size for the replay logs collected using iDNA
was about 0.8 bit per instruction. The total storage space required
for the logs was 3.1 GB, which captured 33 billion instructions
executed across all the different executions that we studied (about
96 MB to record a billion instructions). By compressing the log
sizes using the Windows zip utility, we reduced the log sizes to
about 0.3 bit per instruction.

To get an estimate for the time overhead for recording, replay-
ing and analyzing programs we studied an execution of Internet
Explorer, where we accessed a website and browsed through a few
pages. This study was carried out on a Pentium 4 Xeon 2.2GHz
processor with 1GB RAM. The runtime performance overhead to
collect the replay logs using iDNA [3] was about 6x when com-
pared to the native execution. The iDNA replayer can replay the
recorded execution with a performance overhead of 10x on aver-
age (relative to the native execution). The execution had spawned
27 threads. When we ran our happens-before based race detection
analysis, we found 2,196 instances of various data races. The over-
head of executing the off-line happens-before race detection anal-
ysis was about 45x. The overhead of executing the replay analysis
that we described in Section 4 to classify the data races was about
280x when compared to the native execution.

5.2 Data Race Classification Results
5.2.1 Outcomes of Replay Analysis
We performed the replay-based data race classification analysis that
we described in Section 4 over all the instances of the data races that
were found using the happens-before algorithm. There are three
possible outcomes when we perform the replay based analysis for
an instance of a data race. The two replays for an instance may
produce the same live-out. We call this outcome No-State-Change,
because the memory order does not affect the state of the program’s
execution. Another possible outcome is that the two replays might
produce different live-outs. We call this outcome State-Change.
Finally, for some instances of data races we may encounter a replay
failure while replaying for the alternative order for the reasons that
we described in Section 4. We call this outcome Replay-Failure.
Note, that a replay failure is a good indicator that the data race is
likely to cause a change in the program’s state (in other words, the
outcome is similar to State-Change).

There can be many instances for a given unique (static) data
race. The final classification for a data race classifies the data
race as No-State-Change only if all of its instances are No-State-
Change. If for any instance of the data race, the outcome was
a State-Change, then we place the data race in the State-Change
group. All of the remaining unique data races are classified as
Replay-Failure. These are the data races for which none of the
instances were classified as State-Change and at least one of the
instances was classified as Replay-Failure.

5.2.2 Data Race Classification
Table 1 presents the classification for all the unique static data
races (a data race between the same two static instructions) that
we studied. The rows in the table correspond to one of the three
outcomes of the automatic replay analysis that we just described.

Based on the outcomes of the replay analysis for all the in-
stances of a data race, our replay checker classifies the data race as
either Potentially-Benign or Potentially-Harmful. These two clas-
sifications are shown in the table as the two aggregate columns.
All data races classified as No-State-Change are potentially benign,
and all data races classified as State-Change or Replay-Failure are
classified as potentially harmful.

Table 1 splits the potentially benign and harmful columns fur-
ther into two groups: Real-Benign and Real-Harmful. The sub-
columns correspond to the manual classification. In addition to the
automatic classification, we also manually triaged each data race to
determine if they were really benign or harmful. This was done to
determine the accuracy of the automatic classification.

5.2.3 Potentially Benign Data Races
Table 1 shows that out of the total 68 data races that we studied,
32 data races fell into the No-State-Change group. Since none of
the instances of these data races can cause a state change or a
replay failure, our automatic analysis classified these 32 data races
as potentially benign. We manually verified each of these data races
and found that they were all indeed benign. None of them were
found to be harmful.

5.2.4 Potentially Harmful Data Races
The data races accounted for in the second and the third rows in the
Table 1 were classified as potentially harmful. The reason behind
this classification is that, in at-least one instance of a data race, if
the outcome of the replay analysis was either a state change or a
replay failure then it has the potential to be harmful. Based on this
classification the automatic replay analysis classified 36 data races
(17+19) to be potentially harmful.

Seven among the 36 data races were found to be harmful
through manual inspection, as listed in the sub-column named
Real-Harmful under the Potentially-Harmful column. The auto-
matic analysis correctly classified all the real harmful data races
that it analyzed as potentially harmful. Two of these harmful data
races are similar to the reference counting example that we dis-
cussed in Section 4.



However, as we can see from the table not all of the potentially
harmful races were found to be harmful in our manual classifica-
tion. The sub-column named Real-Benign under the Potentially-
Harmful column shows that 29 data races that were classified as
potentially harmful are actually benign. The following are the two
main reasons for the misclassification.

Misclassification Due to Approximate Computation: By
manually inspecting these 29 data races, we found that 23 of them
actually affect the execution of the program. As a result, our re-
play analysis will find a state change or a replay failure for most of
the instances of these data races. Therefore, they were classified as
potentially harmful. We took these potentially harmful data races
to the developers. They described that these data races were left
in the production code, because they chose to tolerate the effects
of the data race rather than synchronize the code and lose perfor-
mance. A good example where this kind of optimization is possible
is the code region that was used to update a data structure main-
taining statistics. In that case, the programmer consciously chose to
gather approximate statistics and avoid the performance overhead
required to accurately gather them. Another example is where the
variable’s value is used to make decisions that can affect only the
performance and not correctness (e.g., time-stamp value used for
making decisions on what to replace from a software cache). To
optimize the synchronization overhead, programmers may choose
to not synchronize operations on values such as time-stamps and
statistics wherever appropriate. Since these data races were in-
tended by the programmers, the are classified as Real-Benign, even
though they can change the program’s execution.

Misclassification Due to Replayer Limitation: We now focus
on the remaining 6 Real-Benign data races of the 29 data races
that were incorrectly classified as Potentially-Harmful. When we
manually triaged the six data races, we found them to be benign.
Unlike the other 23 data races that we discussed earlier, these six
data races did not affect the output or the state of the program. The
reason why these six data races still got classified as Potentially-
Harmful is that for at-least one of their instances, the outcome of
the replay analysis was Replay-Failure. The replay failure was to
due to the reasons that we described in Section 4.2.1. When we
manually analyzed these 6 replay failures, we actually found that
the execution of the program wouldn’t have been affected had the
replays proceeded without failing. By adding additional support in
iDNA to execute down unseen control paths, we should be able
to correctly classify these six data races as no-state change and
thereby classify them as potentially benign.

In conclusion, our approach classified 47% of the data races
as potentially benign and they were all benign (none of them were
harmful). Out of the other 53% of the data races that were classified
as potentially harmful, only 20% of the 53% were found to be
harmful.

5.3 Results for Each Dynamic Data Race Instance
Let us now discuss the results for the each of the instances that
we analyzed for every static data race. We will also discuss the
type of outcome that we obtained from the replay analysis for each
instance.

Figure 3 shows the number of instances that we analyzed for
each of the 32 data races that were of the type No-State-Change,
which we classified as Potentially-Benign. The number of instances
for each unique data race varied from about 50 instances to just one
instance. The greater the number of instances that we analyze and
classify as No-State-Change, the greater the confidence we have in
classifying them as Potentially-Benign.

Figure 4 shows the number of instances that we analyzed for
each harmful data race. As we can see, for some of the harmful data
races we analyzed several thousand instances. However, only one
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Figure 3. Statistics for the unique data races classified as
Potentially-Benign. Every instance of these data races resulted in
No-State-Change and were actually Real-Benign. Total number of
instances for each such data race are shown.
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Figure 4. Statistics for the unique data races that were classified
as Potentially-Harmful and they were found to be Real-Harmful.
Results are shown for total number of instances, and also for the
number of instances that resulted in a State-Change or Replay-
Failure.
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Figure 5. Statistics for the unique data races that were classified as
Potentially-Harmful, but they were actually Real-Benign. Results
are shown for total number of instances, and also for the number of
instances that resulted in a State-Change or Replay-Failure.



in ten of those instances caused a replay failure or a state change.
This shows that it is important to see those data races multiple times
in order to catch them as Potentially-Harmful.

Figure 5 shows the number of instances that we studied for the
data races that we considered to be Potentially-Harmful, but when
we analyzed them manually we found them to be Real-Benign.
The main cause for this misclassification are the data races due to
approximate computation, which we described in Section 5.2.4.

5.4 Reasons for Benign Data Races
In this section, we describe the categories of benign data races that
we were able to automatically classify as potentially benign.

1. User Constructed Synchronization: Programmers may con-
struct their own synchronization primitives without using fences
or the atomic operations provided in the instruction set archi-
tecture. For example, a garbage collector can maintain the ref-
erence counts for concurrent objects without using locks [9]. It
is difficult to automatically infer the user constructed synchro-
nization operations and so iDNA does not log a sequencer for
a user constructed synchronization operation during the log-
ging run. Because of this reason, the happens-before algorithm,
will incorrectly classify a race between two user constructed
synchronization operations, which is essentially correct syn-
chronization, as a data race.

2. Double Checks: Double checks are used to optimize the syn-
chronization overhead. A typical example for a double check
is:

if(a) { lock (..) { if(a) ... } }

The read in the first check is not synchronized and so there can
be a data race involving the read, but the data race is benign.

3. Both Values are Valid: Let us consider a data race between a
read and a write operation. We found many instances where it
is correct for the read operation to return either the old or the
updated value (old value is the value in memory before the write
and updated value is the value in memory after the write).
For example, when a buffer is shared between the producer and
the consumer it can be correctly synchronized without using
synchronization primitives. The producer writes to a buffer
and increments the number of writes. The consumer reads the
number of writes, and if it is greater than the number of entries
it has consumed so far (referred to by a local variable), then
it consumes an entry from the buffer. After consuming a value
it updates its local variable representing the number of entries
consumed. Without explicit synchronization, it is possible that
the consumer might read a stale value for the buffer size. But
that is fine, since it will just force the consumer to wait longer.
In another example, a shared variable was checked to decide
which of the two versions of a function need to be used for do-
ing a particular computation. Both the functions do exactly the
same computation, but with different performance characteris-
tics. The shared variable is written by another thread to specify
the version of the function to be used. However, the read and the
write need not be synchronized, because both versions will pro-
duce correct results, though one version might perform slower
than the other.
Similar to this, we found the case where it just mattered if
the memory value zero or non-zero. The code was valid for
multiple writers setting the memory value to non-zero without

# Races
User Constructed Synchronization 8
Double Checks 3
Both Values Valid 5
Redundant Writes 13
Disjoint bit manipulation 9
Approximate Computation 23

Table 2. Benign Data Races.

any synchronization, and it did not matter if the non-zero value
written was the same.

4. Redundant Writes: If a write operation writes the same old
value that already resides in the memory location then the data
race between the write and a read operation in another thread
will be benign (thus it can be considered as a special case of the
previous category in the sense that both the old and the updated
values are correct values to return for a read operation). In one
of the programs we studied, we found that a thread was writing
its process identifier returned by a system call to a shared
variable read by another thread. The writes were redundant and
did not affect the correctness of the program execution.

5. Disjoint Bit Manipulation: There can be data races between
two memory operations where the programmer knows for sure
that the two operations use or modify different bits in a shared
variable. Programmers tend to use multiple bits in the same
variable in order to optimize for performance.

Table 2 shows the number of data races that we studied for
each of the above categories of benign data races. It also shows
that there were 23 data races that were due to approximate com-
putation, which were mis-classified by the replay analysis. As we
mentioned in Section 5.2.4, there were six other benign data races
that were misclassified as Potentially-Benign. These six were due
to those benign data races that can affect the control flow of the pro-
gram’s execution. The rest of the benign data races were correctly
classified as Potentially-Benign and the reasons for why they were
benign are shown in Table 2.

6. Conclusion
In this paper, we focused on automatically finding the potentially
harmful data races. The happens-before algorithm that we used
does not report false positives, but it still yields a large number of
true data races, out of which 90% are benign. To reduce the triage
effort, we needed to automatically identify and filter the data races
that are potentially benign.

We built our dynamic analysis mechanism on top of iDNA,
which provided us the ability to record and replay a program’s exe-
cution. To automatically find out if a data race is potentially benign
or not, the replay based checker replays the execution twice, one for
each possible order between the conflicting memory operations. If
the two replays for the two orders produce the same result, then the
checker classifies the data race as potentially benign.

In addition to reporting harmful data races, the analysis also pro-
duces very useful information to assist a programmer in debugging
the data race. For every data race, the checker dumps out the replay
log along with the memory orders corresponding to the data race.
Using that information, a programmer can replay the program in
two different ways and understand the effects of different memory
orders that are possible due to the data race. This information can
be a significant aid to the developer.



We discussed our experiences in using our dynamic race clas-
sification approach on an extensively stress-tested build of Mi-
crosoft’s Windows Vista and Internet Explorer. Our proposed tech-
nique was able to automatically filter out over half of the real be-
nign data races, by classifying them as potentially benign, which
can be ignored by the developers. In addition, all of the real harm-
ful data races were correctly classified as potentially harmful. The
harmful data races that we found were reported to the developers
and all of them have been fixed in the production code.
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