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Abstract 
As a variety of science applications are integrated with 

large-scale HPDC (High Performance Distributed Com-
puting) technologies, timely resource allocation is re-
vealed as a critical requirement to be considered. This 
paper introduces a new HPDC resource management 
paradigm named resource slot which defines a network of 
logical machines across time and space. A resource slot is 
not only a resource programming target but also a virtu-
alized resource provisioning framework for a variety of 
resource management paradigms by encapsulating the 
resource management complexity. Especially, we present 
a resource provisioning technique named guided redun-
dant submission (GRS), which probabilistically guaran-
tees a timely resource slot allocation. Experimental re-
sults performed against 8 clusters in production show that 
about 5 redundant resources per slot can secure slot allo-
cation with up to 36 logical machines, each cluster having 
an availability probability as low as 0.25 and the target 
success probability of slot allocation is 0.95. 
 
1. Introduction 

As large-scale HPDC (High Performance Distributed 
Computing) technologies are integrated with a variety of 
science applications, new resource requirements are being 
revealed. One of missing capabilities of conventional re-
source brokers [1, 2] is to support time constraints of ap-
plications. For example, LEAD (Linked Environments for 
Atmospheric Discovery) is a sophisticated workflow ap-
plication that orchestrates data collection and simulation 
experiments that forecast the formation and evolution of 
tornados [3]. Especially, the LEAD systems continue to 
configure resources rapidly and automatically in response 
to weather and consequently require timely resource allo-
cation on demand. As another example, the goal of SCEC 
(Southern California Earth-quake Center) is to determine 
which geographic areas are subjected to the highest accel-
eration by calculating wave propagation on-demand [4]. 

Even with the advance of the HPDC technologies, it is 
still difficult to develop decent HPDC applications, con-
sidering a variety of resource management issues such as 
heterogeneity, uncertainty, dynamics, etc as well as appli-
cation control issues such as task scheduling, data replica-

tion, etc. Nevertheless, the conventional resource broker-
ing services are too specific to deal with the resource 
management complexity efficiently and to satisfy emerg-
ing application requirements. For instance, only a few 
meta-schedulers for batch schedulers with advance reser-
vation have the notion of temporal resource availability [5, 
6]. In addition, most meta-schedulers can neither coordi-
nate nor encapsulate heterogeneous resources with differ-
ent management paradigms because they simply provide a 
collection of common interfaces for batch schedulers. 
Therefore, the users still need to deal with the details of 
resource management whenever they have new target 
resource environments.  

Since managing distributed resources is complicated 
due to the autonomous nature of the resources and new 
resource requirements are emerging, we need a new re-
source management paradigm to adapt to the changes 
efficiently and flexibly. Our study pursues the virtue of 
virtualization which insulates the users from the underly-
ing resources and provides uniform interfaces to them. In 
other words, a resource abstraction layer that captures 
temporal and spatial requirements as well as a variety of 
attributes can be provided as a common ground between 
applications and resources.  

To achieve this goal, we revisit the technologies on 
which the conventional resource brokers are based and 
then distill the functionalities peculiar to resource man-
agement. Firstly, instead of the quantitative resource 
specification methods that mainly focused on basic re-
source attributes (e.g., processor type, memory capacity) 
[7, 8], we need a new abstraction that can capture a vari-
ety of resource requirements across time and space as well 
as basic attributes. Secondly, different from the conven-
tional brokers that are tightly coupled with the underlying 
resources, a new approach should isolate the resources 
from the users, enabling a transparent access to them. 
Third, a key technique is to provision resources in a 
timely manner regardless of local resource management 
paradigms. 

This paper introduces a concept of resource slot which 
provides a time-targeted resource abstraction over large-
scale distributed resources. A resource slot provides not 
only a sophisticated resource programming target but also 
a virtualized resource provisioning framework for distrib-



uted resources. We also present a prototype implementa-
tion of resource slot named Slotted Virtual Grid (SVG) by 
integrating the slot concept with an application-oriented 
resource abstraction technology. The specific contribu-
tions of this paper include: 
• Temporal spatial resource abstraction: we intro-

duce a concept of resource slot, a user-level abstrac-
tion of time-targeted distributed resources, which 
provides simple interfaces to the resource environ-
ments across time and space and simplifies the de-
veloping process of time-constrained applications. 

• A virtualized resource provisioning framework: 
insulating the users from the details of low-level ac-
cess protocols via resource virtualization, a resource 
slot provides an extensible provisioning framework 
where a variety of resource management paradigms 
such as time-sharing [9], best-effort batch queuing 
[10-12], user-level advance reservation [5, 13], and 
lease-based provisioning [14] can be explored. 

• Probabilistic guarantee of timely slot allocation: 
we present a provisioning technique for timely slot 
allocation named guided redundant submission 
(GRS) which probabilistically secures the temporal 
resource availability, based on a joint failure prob-
ability of individual resources.  

This paper is organized as follows. Firstly, we discuss 
the issues of new resource management paradigms in Sec-
tion 2 and then embody the concept of resource slot via a 
prototype implementation in Section 3. In Section 4, we 
present the evaluations of the prototype system with clus-
ters in production and finally conclude in Section 5, dis-
cussing ongoing and future research directions. 
 
2. New Resource Management Paradigm 

This section presents three core concepts of our re-
source management paradigm: resource programming via 
resource abstraction, timely resource provisioning, and 
virtualized accesses to them. In other words, the users 
specify the execution target of their applications via re-
source slots while a Grid-level resource manager provi-
sions the resources and presents them in a virtualized 
manner. Resource slot has a variety of potentials for easy 
application development and efficient resource manage-
ment. However, our discussion in this paper is limited to 
two basic issues essential to realizing the slot concept: 1) 
virtualization - what capabilities are required for encapsu-
lating the complexity of HPDC resource management? 2) 
provisioning - how can the timely resource arrivals be 
guaranteed against the uncertainty of resources? 

 
2.1. Resource Abstraction 

We use the term, resource slot, as a high level repre-
sentation of a resource collection with certain constraints 
across time and space. Resource slot is represented by 

>=< awlsSlot r,,,  where aandwls r,,,,  denotes start 

time, length (duration), width (size), and a vector of at-
tributes, respectively. A pair of start time and duration 
defines temporal resource availability while size defines 
spatial resource availability. Attributes include not only 
basic resource elements such as processor type, processor 
clock speed, memory capacity, software installations, etc 
but also advanced features such as cost, availability, reli-
ability, etc. Our notion of resource slot differs from the 
slot commonly used in batch systems that describes a sin-
gle timed resource allocation within a single resource 
manager. This slot represents a set of physical processors 
and their available time range that a resource manager can 
allocate, responding to the resource requests of users. By 
contrast, a resource slot represents a set of logical ma-
chines and their available time range from the users’ per-
spective. A logical machine is an abstraction of a compute 
element that has a single processor equipped with user-
specified resource components. A logical machine can be 
actualized by not only a physical compute element such as 
a node of cluster, a processor of SMP machine, and a core 
of multi-core processor but also a logical compute ele-
ment such as a virtual node of virtual cluster [15], a VM 
(Virtual Machine) of PlanetLab slice [16], and even an 
instance of compute cloud (e.g., Amazon EC2 [17]), de-
pending on resource management technology of local 
resource providers. A resource slot can be extended over 
multiple resource providers or a single resource provider 
can serve multiple resource slots simultaneously, depend-
ing on the resource availability. In this paper, we use re-
source slot and slot in short interchangeably. 

Moreover, resource slots allow users to specify con-
straints not only on logical machines but also on connec-
tivity between them. Based on the applications’ network 
requirements, the users can weave logical machines 
within a resource slot using a logical network. However, a 
logical network does not require the underlying network 
to be reconfigurable, neither. For instance, a set of tightly-
coupled logical machines can be instantiated by a partition 
of cluster, multiple clusters that are close each other, or a 
slice dynamically configured by virtual machine and net-
work virtualization technologies [9]. In addition, the users 
can define the relationship between slots. When tasks in a 
science workflow are mapped to resource slots and a data 
producer generates massive output files being transferred 
to its consumer(s), the users can specify that the slots need 
high-bandwidth interconnection. 

 
2.2. Resource Virtualization 

Resource slot not only enables applications to describe 
a resource performance topology but also instantiates a 
virtualized resource environment for applications. A key 
technique required for large-scale distributed resource 
virtualization is to isolate the complexity of managing 
heterogeneous resources from the users. Similar to the 
traditional resource brokers, resource discovery and ac-
quisition are the core capabilities to instantiate resource 



slots. Given a slot specification, a resource slot provider 
discovers a matching set of resources by using resource 
information, and then acquires them by negotiating with 
individual resource providers. The slot provider interacts 
with a variety of resource management paradigms, encap-
sulating the heterogeneity due to resource-specific nego-
tiation protocols and low-level access mechanisms. For 
instance, a simple direct access via ubiquitous remote 
execution systems such as ssh can be used for time-
sharing resources while a job script for application needs 
to be submitted to a queue for batch resources. 

The introduction of resource slots clearly separate re-
source allocation from its use. In other words, an applica-
tion can virtually reserve a set of resources at the specified 
time and use them for certain duration as if they are dedi-
cated resources. This separation is well matched to batch 
queuing combined with user-level advance reservation 
and lease-based provisioning which have the separate 
phases for resource acquisition and its use. However, for 
resource management paradigms that do not have the 
separation explicitly, we need a kind of guarantee of re-
source acquisition for the future use of the resources. Spe-
cifically, best-effort batch queuing paradigms guarantee a 
resource allocation only when a job is scheduled and ac-
tually dispatched to resources. Since an application can 
run multiple jobs on a resource slot, we need to hold the 
resources on behalf of the users in order to make the re-
sources available for the slot duration. 

Moreover, slot allocation takes care of resource dy-
namics such as concurrency and failures due to inaccurate 
resource information, authentication failure, etc. Espe-
cially, competition for resources is a fundamental chal-
lenge to resource acquisition in shared resource environ-
ments. While the discovery process may select an appro-
priate set of resources that match the application’s needs, 
the resources are useless if they cannot be acquired. This 
problem is less serious in the systems where access is less 
controlled although those systems can suffer from poor 
performance under high degree of competition for re-
sources. On the contrary, this binding failure problem is 
significant in environments where resource access is man-
aged [10-12], and denial or delay of access is routine. As 
discussed in [18], redundant and binding-aware selection 
can reduce potential binding failures. 

 
2.3. Timely Resource Provisioning 

As complex workflow applications are emerging as a 
critical infrastructure for a variety of science studies, 
complex time-dependent access to distributed resources 
has been observed as a critical use pattern of resources. 
When the users define temporal resource availability 
across multiple resources via resource slots, resource pro-
viders that have the capability of timely resource alloca-
tion such as advance reservation and lease can easily im-
plement this abstraction. However, timely resource alloca-
tion against best-effort batch queuing paradigms is very 

challenging because the resources are made available in 
the unpredictable future. 

We regard the late arrivals of resources as a resource 
acquisition failure with respect to time and solve the prob-
lem in the same manner that handles other acquisition 
failures. Even though redundant, binding-aware selection 
can tolerate failures at the binding step, which and how 
many resources are to be selected should be determined 
carefully because the resource selection and acquisition 
overhead increases with the number of redundant re-
sources. As an alternative, we implement a probabilistic 
confidence of slot allocation for best-effort batch para-
digms. Using the resource availability information pro-
vided by batch queuing delay predictors [19], we can de-
cide the degree of redundancy that can provide a probabil-
istic confidence of timely resource provisioning. In this 
context, resources under the control of advance reserva-
tion and leasing can be interpreted that they provide a 
100% confidence of allocation. 

 
3. Implementation 

The concept of Virtual Grid (VG) [18, 20] was pro-
posed to enable scalable Grid computing. A VG provides 
a hierarchical abstraction of resource collection, encapsu-
lating the complexity of the underlying resources and 
enables the application developers to implement applica-
tions neutral to resource environments. Separated by a VG 
abstraction layer, the application specifies the characteris-
tics of the desired execution target while a VG framework 
reifies the abstraction with an appropriate set of resources 
that meet the requirements. Virtual Grid can isolate the 
application development, scheduling, and optimization 
processes from the complexity of resource environment. 
However, VG was implemented mainly for time-shared 
and dedicated resources and timing requirements were not 
of its main interest. We integrate this VG concept with 
resource slot and propose Slotted Virtual Grid (SVG). The 
following sections detail the language extension and its 
resource virtualization and provisioning techniques. 

 
3.1. Resource Programming in vgDL 

The user can program a VG in vgDL (Virtual Grid De-
scription Language) [20], based on the requirements of 
one’s execution target. A vgDL specification allows the 
user to specify collective resource requirements in a man-
ner that corresponds directly to application activities. The 
users can describe qualitative and quantitative resource 
requirements. vgDL has three aggregates based on re-
source homogeneity and network connectivity and four 
network connectivity operators. The vgDL abstraction is 
not only used for resource acquisition, but as an integral 
part of the runtime environment as well.  

A time specification can be associated with the aggre-
gates, which all together composes a resource slot. 
LooseBag is a collection of heterogeneous nodes with 
poor connectivity; TightBag is a collection of heterogene-



ous nodes with good connectivity; and Cluster is a well-
connected set of nodes with almost identical individual 
resource attributes. For instance, Figure 1 (a) describes 
two tightly-coupled clusters in the different slots for the 
application that consists of a pair of producer and con-
sumer tasks while Figure 1 (b) shows conventional co-
allocation where resources are tightly coupled and allo-
cated at the same time. 

 
3.2. Resource Slot Allocation 

vgES (Virtual Grid Execution System) [18, 20] instan-
tiates a resource abstraction described in vgDL and pro-
vides the interfaces for resource allocation, management, 
and use. vgES consists of vgFAB, vgAgent, and vgMan-
ager (formerly called vgLaunch). We have redesigned the 
system, specifically vgManager, as an extensible frame-
work that implements the resource slot concept. The ap-
plication submits a vgDL slot specification to vgES, and 
then vgFAB discovers optimized resource choices for the 
specification, considering not only resource quality but 
also resource availability. To achieve this, vgFAB uses 
resource information presented by vgAgent, which pro-
vides a single interface to resource information services 
(e.g., MDS [16], NWS [17], Ganglia [18], and QBETS 
[19]). vgFAB also requests resource allocation to vgMan-
ager, which orchestrates individual resource providers and 
acquires resources for a resource slot at a certain time. 

 
3.2.1. Probabilistic Guarantee of Timely Slot Alloca-
tion. A common technique for resource brokers to tolerate 
potential binding failures is to prepare multiple solutions 
at the selection phase [8, 18]. Especially, the integrated 
selection and binding approach [18] could significantly 
improve binding success rate, binding quality, and bind-
ing cost, fully exploiting resource redundancy. However, 
the selection cost is proportional to the number of candi-
dates [20] and the users have to pay the extra cost for 
redundant resource allocation. As a tradeoff, our approach 
determines an appropriate number of redundant resources 
so that a slot can be allocated with minimum overhead. 

We propose a provisioning technique named guided 
redundant submission (GRS) that probabilistically guaran-
tees slot allocation. For instance, a batch scheduler with 
advance reservation can tell if it can allocate a resource 
collection during a specified time period with 100% con-
fidence. For best-effort batch queuing, we rely on QBETS 
[19], which probabilistically predicts the bounds on the 
queuing delay for individual jobs to experience. We can 
get resource availability information of individual clus-
ters, which says the probability that the predicted upper 
bound delay is before the desired application start time. 

When a slot has 
in  redundant resources and the suc-

cess probability of the jth resource is 
jp , the overall fail-

ure probability of the slot (F) is 
                              ∏

=

≤−=
in

j
jpF

1

)1( α                       (1) 

Our goal is to find the minimum 
in  best resources that 

satisfy the inequality (1) where α  is the target failure 
probability of slot. Our algorithm first evaluates the qual-
ity of resources and sorts them in a descending order. 
Then, it checks if the qualified resources satisfy the ine-
quality. This evaluation is iterated until a sufficient num-
ber of resources are discovered. When evaluating the re-
source availability, the algorithm eliminates the resources 
that are not likely available not to burden heavily loaded 
resources. By default we set the cutoff availability by 
0.25, which is roughly corresponding to the minimum 
availability that satisfies the target failure probability, 
0.05 with 11 resources, i.e. 11)25.01(05.0 −≈ . In conse-
quence, redundant resources as a whole can implement a 
probabilistic slot allocation with at least 95% confidence. 
 
3.2.2 Resource Virtualization via Resource Slot. Figure 
2 illustrates how vgES orchestrates redundant resources to 
allocate a slot, depicting the implicit/explicit VG opera-
tions, important information associated with them, and 
corresponding slot states. Given a slot specification that 
requests a cluster consisting of Pentium4 processors, 

Producer
(16 x Itanium2)

Consumer
(4 x Opteron)

High BW

From 10:00 A.M. to 11:00 A.M. From 11:00 A.M. to 11:30 A.M.  

two-slots = 
    cluster1 = ClusterOf (nd1) [16] <12/12/2006@10:0:0, 1:0:0>  
                { nd1 = [Processor == “Itanium 2”] } HighBW  
    cluster2 = ClusterOf(nd2) [4] <12/12/2006@11:0:0, 0:30:0>  
                { nd2 = [Processor == “Opteron”] } 

(a) Two slots for producer and consumer 

Task A
(16 x Opteron)

Task B
(16 x Opteron)

High BW

From 10:00 A.M. to 10:30 A.M. From 10:00 A.M. to 10:30 A.M.  

single-slot = TightBagOf (clr) [2] <12/12/2006@10:0:0, 0:30:0>  
    { clr = ClusterOf (nd) [16]  { nd = [Processor == “Opteron”] } } 

(b) One slot for co-allocation 

Figure 1. Examples of resource slot specification in vgDL 



vgES discovers four clusters for the slot and binds three 
of them that probabilistically guarantee of successful slot 
allocation. Thereafter, only the NCSA cluster succeeds to 
allocate resources by the slot start time and accordingly 
vgES links the slot to the NCSA cluster, canceling the 
other requests. The user can access the NCSA cluster via 
the resource slot during the slot time range. 
 
4. Methodology 

We evaluate our provisioning technique against 8 clus-
ters in production: tungsten, mercury, ornl, and lonestar 
from TeraGrid, kittyhawk from RENCI (Renaissance 
Computing Institute), ada from Rice University, mayhem 
from University of California at Santa Barbara, and eldo-
rado from University of Houston. Given a slot specifica-
tion, vgES queries the resource availability probability of 
individual clusters, select an appropriate number of clus-
ters required for slot allocation, and acquire them. 
 
4.1. Metrics 
4.1.1 Characteristics of Bound Resources. When a set 
of clusters that satisfy the inequality (1) are discovered for 
a slot, the slot is called bound. Especially, our algorithm 
selects a minimum number of clusters that satisfy the ine-
quality (1). The average number of bound clusters (ANC) 
is represented by equation (2) where 

iθ  denotes the num-
ber of redundant clusters bound for the ith slot and N  is 
the total number of resource slots. 

                       NANC
N

i
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For the bound clusters, an interesting metric is the av-
erage availability probability (AAP), which is defined by 
equation (3) where j

ip  denotes the availability probability 
of the jth cluster bound for the ith resource slot. 
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In the meantime, the average expected success prob-
ability of slot allocation with the bound clusters (ESPD) is 
defined by equation (4). 
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                    (4) 

 
4.1.2 Characteristics of Acquired Resources. A cluster 
is called acquired when it succeeds to allocate resources 
for a slot. We calculate the average number of clusters 
(ANS) acquired for a slot by equation (2) as well where 

iθ  denotes the number of clusters that successfully ac-
quire resources for the ith slot. Then, we can calculate the 
success rate of slot allocation (ASR) by equation (5) 
where Θ  denotes the number of allocated slots.  

NASR /Θ=                                  (5) 
Once a resource partition is allocated from a cluster, 

vgES holds the resources even though the application 
does not use them until the slot start-time. We measure 
this idle time and define the average waste time of slot 
allocation (AWT) by equation (6) where j

iω  denotes the 
idle time of the jth cluster  for the ith slot. 

NAWT
N
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5. Experiments 

Since the resource universe used for our experiments is 
small, we vary only the basic constraints on slots such as 
size, start time, and duration to consider as many re-
sources as possible. Then, SVG selects a set of clusters 
whose availability probabilities implement a joint success 
probability of slot allocation. During our experiment, the 
resource availability level of the 8 clusters was 0.61 on 
average and we succeeded to allocate resources for all slot 
requests. 

 
5.1. Effectiveness of GRS 

A major interest of users is if slots can be allocated re-
gardless of resource environments. Figure 3 shows that 
the average availability probability of bound clusters and 
their expected success probability of slot allocation for the 
0.05 target failure probability, varying the offset time by 
10, 20, and 30 minutes. The availability probability lo-
cated between 0.39 and 0.60 and the expected success 
probability located between 96% and 98%. In this ex-
periment, SVG has satisfied all small and medium scale 
slot allocation requests successfully. That is, resource 
slots can be allocated with only a small number of redun-
dant resources. Even though we still have the possibility 
of failures for 2-4% slot requests in theory, we believe the 
96-98% expected success probability is high enough in 
practice as the 100% success of slot allocations in our 
experiment demonstrate. We understand that advance 
reservation is a promising technique and is being actively 
studied. However, the advance reservation service is not 
popular in the common resource environments even 
though many schedulers have that functionality because 
advance reservation is adverse to the efficient resource 
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Figure 2. An illustration of slot allocation scenario



utilization and the fairness between jobs. SVG can not 
only realize a probabilistic reservation without imple-
menting a new feature in local resource managers but also 
be easily integrated with advance reservation as well, if 
available. 
 
5.2. Efficiency of Slot Allocation 

A simple solution to increase the likelihood of slot al-
location is to request resource allocation to as many re-
sources as possible. However, redundant submissions 
increase not only the resource management overhead but 
also the actual cost to pay. The costs of resource selection 
and orchestration are proportional to the number of re-
dundant resources involved in slot allocation [20]. Hence, 
a good solution is to select an appropriate number of 
highly available resources that are expected to allocate a 
slot successfully but have minimum overhead. Figure 4 
show that SVG successfully allocates slots with only a 
few redundant resources; it selects only at most 5 clusters 
per slot for the 95% target success probability. 

Next, we compare the total waste time of GRS to that 
of all submissions to the 8 clusters. Our algorithm contin-
ues to acquire clusters until it reaches to the slot start time, 
holding the one of best quality among the acquired clus-
ters. Figure 5 shows the average idle time of clusters for 
three offset times. It is so obvious that the waste time (and 
the total cost) of GRS is equal to or less than that of all 
submissions because the guided submissions are always a 
subset of all submissions. It is noticeable that many of 
clusters succeed to allocate the resources quite early so 
the idle time of individual clusters is long; the successful 
clusters have wasted about 81-96% of the offset time on 
average. This phenomenon results from the fact that the 
distribution of queuing delays mostly has a long tail. In 
other words, most requests are served very shortly as ob-
served in our experiments. We understand that a new 
technique called virtual reservation can reduce this waste 
time and GRS can also take advantage of that. However, 

further studies about developing tighter queuing delay 
models or evaluating the efficiency of virtual reservation 
technique are beyond the scope of this paper. 
 
5.3. Effects of Slot Elements 

Since the resource availability probability is the key 
factor that affects the efficiency and effectiveness of slot 
allocation, understanding slot elements that affect avail-
ability probability is crucial. It is intuitive that we can 
have more chances of slot allocation if size becomes 
smaller and duration becomes shorter regardless the target 
success probabilities. For instance, Figure 4 shows that 
slots with 25 or 36 processors require more submissions 
than those with 9 or 16 processors because the availability 
probability decreases with the slot size. In addition, the 
effects of long duration become outstanding with bigger 
slots even though we do not present the results due to 
space limit. 

Since the users determine slot size and duration, the 
only element that SVG can play with is the offset time to 
submit jobs for resource allocation to local resource man-
agers. As the slot start time approaches, QBETS can have 
more accurate prediction even though the chances to get 
the resources become lower. However, the experimental 
results show (see Figure 4) that many clusters successfully 
allocated resources even with the 10 minute offsets. Since 
underutilized clusters can mislead the users to be too op-
timistic, for more conservative evaluation we calculated 
the success rate only for 4 TeraGrid clusters which are 
deemed highly utilized. Still, SVG successfully allocated 
slots for almost all the requests; it failed just one slot re-
quest when the slot size is 36 and the offset time is 10 
minutes. In the meantime, if submission time is far from 
slot start time, prediction can be inaccurate and we have 
to wait for long time even though SVG can have higher 
chances to allocate slots. Early queries reduce the binding 
overhead but their contribution to slot allocation is notice-
able only when slot is big (see Figure 4). Based on this 
observation, SVG issues slot allocation requests when the 
offset to start time is 15 minutes by default. 
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5.4. Effects of Target Success Probability 

The target success probability (α ) affects the resource 
redundancy, cost, and success rate of slot allocation. We 
lower the target success probability from 99% to 75% and 
the minimum availability probability of cluster for bind-
ing from 0.5 to 0 and then observe how the success rate of 
slot allocation is affected. When the target success prob-
ability is too high (e.g., 99%), binding can fail because 
too many resources are required to achieve the target suc-
cess probability even though many clusters can still allo-
cate resources. By contrast, if the target success probabil-
ity is too low (e.g., 75%), the GRS algorithm selects only 
a few resources (one or two clusters) and accordingly it 
tends to be very sensitive to the prediction error especially 
when current workloads are not reflected to the prediction 
model. Figure 6 shows the number of redundant clusters 
and that of acquired clusters for the two target success 
probabilities when the slot duration is 1 hour and the off-
set is 20 minutes. The 90% target probability requires 
smaller number of redundant clusters than the 95% one. 
However, we observed many failures of slot allocation 
with 90% target probability, when considering only Tera-
Grid clusters. In consequence, we choose 95% as the tar-
get success probability by default. 

Since resources with low availability are not likely to 
contribute to slot allocation and to the contrary increases 
the orchestration overhead, GRS filters out lowly avail-
able resources. An intuitive cutoff value can be 0.5 but it 
is too high since the availability prediction is conservative 
and the average availability probability of clusters in pro-
duction is not so high as shown in Figure 3. Cutoff prob-
ability affects the number of redundant submissions re-
quired for slot allocation even though the expected suc-
cess probability is almost same regardless of cutoff prob-
ability. In our experiments, most clusters that failed to 
allocate resources have the availability probability less 
than 0.25, which is used as a default cutoff probability. 
 

6. Related Work 
The most relevant studies to our work are on Grid re-

source brokers or so called meta-schedulers. Resource 
brokers allocate a resource collection across multiple re-
source providers and provide a unified interface to hetero-
geneous resources. Precisely, a resource broker provides 
the functionalities of resource specification, resource se-
lection and binding, and task scheduling in a unified 
framework. For instance, Condor-G [2] locates resources 
and submits, cancels, and monitors jobs on behalf of the 
users. Condor-G provides a uniform interface of Condor 
environment across distributed batch resources and en-
ables the users to transparently access remote resources 
and to manage jobs. 

The fundamental difference of our work from resource 
brokers lies in the fact that resource management is sepa-
rated from application control and the accesses to the re-
sources are virtualized. In addition, resources with hetero-
geneous resource management paradigms cannot be 
plugged into Condor-G. In the context of SVG, Condor 
and Condor-G is considered as a resource management 
system or an execution environment which can be 
plugged into SVG. 

Our work is different from meta-schedulers [2, 6] that 
mainly focus on task scheduling over pre-configured re-
sources. In essence, a meta-scheduler is another scheduler 
on top of local schedulers and determines global sched-
ules across multiple clusters. Meta-schedulers provide a 
unified interface to batch resources and allocate a resource 
collection across distributed clusters. For instance, 
KOALA [6] can reserve resources via user-level advance 
reservation and further co-allocate resources across multi-
ple clusters. These studies on resource allocation have 
been conducted at a low level and limited to a single type 
of resource management paradigm. The fundamental dif-
ference between SVG and meta-schedulers is to abstract a 
resource collection across time and space from the user’s 
perspective. Moreover, a resource slot can be imple-
mented over the resources under a variety of resource 
management paradigms. 
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7. CONCLUSIONS 
This paper introduced the concept of resource slot and 

its implementation named Slotted Virtual Grid. SVG is 
not only a resource programming target but it is also a 
resource virtualization and provisioning framework for 
heterogeneous distributed resources. Different from a 
typical approach where application developers take care 
of resource discovery, acquisition, and low-level access 
protocols as well as task scheduling, application control 
(e.g., workflow management), and data management (e.g., 
replica management), the resource abstraction via re-
source slots enables the users to focus wholly on the is-
sues in the application domain while the complexity of 
resource management is encapsulated behind simple high-
level interfaces. Moreover, the heterogeneity in terms of 
resource management paradigm is invisible to the users 
since the resource slot abstraction is simple and can be 
integrated with a variety of resource management para-
digms. Experiments conducted on a real test-bed that con-
sists of 8 clusters showed that guided redundant submis-
sions succeed to allocate resource slots with a small num-
ber of redundant resources for the 95% target success 
probability. 

Resource slots give us new research opportunities on 
resource management. A resource slot can enable a global 
resource manager to improve global resource utilization. 
Instead of pre-allocating resources for an application dur-
ing its lifetime to minimize the delay against the late arri-
val of resources, which is practically difficult in real envi-
ronments and results in huge waste of resources, a re-
source slot provider can proactively provision resources at 
runtime, based on the slot specification. Next, a resource 
slot can provide a provisioning framework where a variety 
of issues such as economics, QoS, reliability, fault-
tolerance, etc can be explored via uniform interfaces. We 
are actively studying on task scheduling for SVG and 
reliable slot provisioning technique. 
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