
Week 6 Discussion
Homework 2

By Daniel Knapp



Problem 1

● DNS is the way we get ip addresses for all of the domain names we 

know and love!

○ Ex. www.google.com, twitter.com, www.ca.gov, kastner.ucsd.edu, 

lmgfty.com, etc.

● Fun Fact:

○ DNS can help to increase the likelihood that you will be contacting 

a server relatively close to you (Google has servers everywhere)



DNS

● DNS servers store records: <Name, Value, Type, Class, TTL>

○ For the homework and in the book we omit the TTL field

● Name and Value make sense based upon the Type

● Type
○ A - Indicates that the value is an IP Address

○ NS - The Value field gives the domain name for a host that is running a name server that knows how to resolve names 

within the specified domain.

○ CNAME - The Value field gives the canonical name for a particular host; it is used to define aliases

○ MX - The Value field gives the domain name for a host that is running a mail server that accepts messages for the 

specified domain



DNS

● The Class is pretty much always “IN” for internet

● We just care about the “NS” and “A” Types for the homework

● Name servers that don’t know the full name, but know a portion of it 

will have one or more pairs corresponding NS and A records

<edu, a3.nstld.com, NS, IN>

<a3.nstld.com, 192.5.6.32, A, IN>



DNS

● The last name server that knows the full domain name will likely just 

have one (or more) type A record(s)

● In the image to the right taken from figure 9.18

In the book, steps 2 and 3 should be thought

Of as follows on the next slide



DNS

● 2: The local name server sends a request to the root name server for 

penguins.cs.princeton.edu

● 3: The root server solved a portion of the name

And has an NS record for a3.nstld.com that

You can ask for the next portion of the name.

It also has an A record for a3.nstld.com that

Has the IP Address 192.5.6.32



DNS

● It’s true that the “3” arrow sort of condenses the NS and A records

● If the whole name can be resolved, just denote that by having only the 

IP Address on the arrow



Problem 2

● NAT is the wonderful solution to the problem of the lack of publicly 

routable IPv4 addresses that also is one of the main reasons adoption 

of IPv6 has been delayed as long as it has

● Bottom-line is that it allows many hosts to access the internet using 

one (or a few) public IPv4 addresses



NAT

● Slides 20-21 of lecture 12 on Naming gives a good illustration of what 

NAT looks like from a logical topology standpoint

● Basically there are some hosts on a network using a private subnet 

(can be some subnet of 10/8, 172.16/12, or 192.168/16) connected to 

one port on of a router, and the router uses a publicly accessible IPv4 

address on the Internet facing port

● Packets are rewritten going to and coming from the Internet 
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