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Graphical Models 

 



4. Network modularity – erratum 

Far fewer edges in 

communities than we would 

expect at random 

Far more edges in 

communities than we would 

expect at random 



4. Network modularity – corrected 

Far fewer edges in 

communities than we would 

expect at random 

Far more edges in 

communities than we would 

expect at random 



K-means Clustering – erratum 

1. Initialize C (e.g. at random) 

2. Do 

3. Assign each y_i to its nearest centroid 

4. Update each centroid to be the mean 

 of points assigned to it 

5. While (assignments don’t change) 

(also: reinitialize clusters at random should they become empty) 



Assignment 

Q: how long is a page? 
Try the following format: http://www.acm.org/sigs/publications/proceedings-templates 

http://www.acm.org/sigs/publications/proceedings-templates
http://www.acm.org/sigs/publications/proceedings-templates
http://www.acm.org/sigs/publications/proceedings-templates
http://www.acm.org/sigs/publications/proceedings-templates


HW 2, problem 4 

Log-likelihood: 

Derivative: 



CSE 255 – Lecture 4 
Data Mining and Predictive Analytics 

Graphical Models 

 



Today 

So far we’ve looked at prediction problems 

of the form 



Today 

e.g. 
Estimate a user’s political affiliation 

from the content of their tweets 

twitter user 

tweets: 

train a model to fit: 



Today 

But! 
Can we do better by using information from the 

network? 

u’s friends/followers 

e.g. train a model to fit: 



Today 

? 
? 

? 

? 

? 

But (part 2)! 
friends’ affiliations are also unknowns 

u’s friends/followers 

e.g. train a model to fit: 



Today 

? 
? 

? 

? 

? 

Interdependent variables 

How can we solve predictive tasks 

when 
• There are multiple unknowns to infer 

simultaneously 

• There are dependencies between the unknowns 

• In other words, what can we do when… 

 



Examples 

Graph data from Adamic (2004). Visualization from allthingsgraphed.com 

Infer the political affiliation of 

every user on twitter 

(kind of did this last week, but we didn’t make any 

use of evidence at each node) 



Examples 

Image from http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html 

Sollen wir  ?   ?(garbled)?   ?    Berlin fahren 

What was said in the missing part of the signal? 

(or, what was the whole signal) 

http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html


Examples 

input output 

Restore the image 
The restored value of each 

pixel is related to (the 

restored value of) the pixels 

surrounding it 



Examples 

In all of these examples we 

can’t infer the values of the 

unknown variables in isolation 
(or at least not very well) 

 

Q: Can we infer all of the 

variables simultaneously and 

account for their 

interdependencies? 



Examples 

Graph data from Adamic (2004). Visualization from allthingsgraphed.com 

Infer the political affiliation of 

every user on twitter 

1 billion variables, 2 states 

per variable = 2^(10^9) 

possible outcomes 



Examples 

Image from http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html 

Sollen wir  ?   ?(garbled)?   ?    Berlin fahren 

What was said in the missing part of the signal? 

(or, what was the whole signal) 

5 (or so) variables (words), 

~10,000 possible values 

(dictionary size) = 

(10^4)^5 outcomes 

http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html


Examples 

input output 

Restore the image 
The restored value of each 

pixel is related to (the 

restored value of) the pixels 

surrounding it 
1 million variables (pixels), 

256^3 states per pixel = 

(256^3)^(10^6) possible 

outcomes 



Examples 

A: State spaces are way too 

big to enumerate 

 

But the problems are 

incredible structured, meaning 

that full enumeration may be 

avoidable 



Examples 

Graph data from Adamic (2004). Visualization from allthingsgraphed.com 

Infer the political affiliation of 

every user on twitter 

My affiliation is only 

directly related to that of 

my friends 



Examples 

Image from http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html 

Sollen wir  ?   ?(garbled)?   ?    Berlin fahren 

What was said in the missing part of the signal? 

(or, what was the whole signal) 

Each word in a sentence is 

only directly related to a 

few neighboring words 

http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html
http://www-i6.informatik.rwth-aachen.de/web/Research/speech_recog.html


Examples 

input output 

Restore the image 
The restored value of each 

pixel is related to (the 

restored value of) the pixels 

surrounding it Each pixel is only directly 

related to the few pixels 

nearby 



Graphical models 

Graphical models 

• Are a language to describe the 

interdependencies between variables 

in multi-variable inference problems 

• Give rise to a set of algorithms that 

exploit the structure of these 

interdependencies to make inference 

tractable 



Today 

• Some definitions 

• Inference in chain-structured models 
(e.g. inference for sequence data) 

• Inference in trees and networks that 

are “tree-like” 

• Inference in some other useful and 

non-useful specific cases 

• Parameter learning (maybe) 



Probability distributions 

Consider a high dimensional probability distribution such as: 

Such an expression can be rewritten as: 

Which is not so useful as it’s still a function of seven variables, 

for example: 

is expensive to compute 



Probability distributions 

But what if a more useful factorization is possible? 

Imagine this can be rewritten as: 

“a causes b, b causes c, c causes d, d causes e…” 



Probability distributions 

e.g. what is the probability that the 

following forecast is accurate? 

=p(Sun=-6 | Sat=-7)p(Mon=-8 | Sun=-6)p(Tue=-6 | Mon=-8)… 



Probability distributions 

What is useful about a distribution that factorizes like 

is that we can compute marginals efficiently: 



Probability distributions 

(N = number of possible states per variable) 



Probability distributions 

We had a problem that was expensive: 

(            , N = number of states, K = number of variables) 

but were able to solve it efficiently 

(             ) due to factorization: 

(bonus: we computed the marginal 

of every variable while we were at it!) 



Directed graphical models (Bayes Nets) 

Graphical models give us a language to 

describe such factorization assumptions 

e.g. 

a b c d e f g 

Can be described by the graph 



Directed graphical models 

A few examples…. 

c 

a b c 

a b 

a b c 

Rule: terms factorize according to p(node|parents) 



Directed graphical models 

A few examples…. 

c 

a b 

? 

c 

a b 

? 

What about: 

What is: 

But what if 

we knew a? 

evidence 

variable 



Conditional independence 

What are the conditional independence 

statements implied by this graph? 

c 

a b 

“c is a common cause for a and b” 

“if we know c, then knowing a tells us nothing about b” 

did I wreck my bicycle? 

did I drive today? are my knees grazed? 



Conditional independence 

Recall: Naïve Bayes (week 2) 

label 

feature1 

“features are independent given the label” 

feature2 



Conditional independence 

What are the conditional independence 

statements implied by this graph? 

a b c 

e.g. “Monday’s weather is conditionally independent 

of Wednesday’s weather, given Tuesday’s weather” 



Conditional independence 

What are the conditional independence 

statements implied by this graph? 

c 

a b 

? 

did my front breaks fail? 
did my rear brakes fail? 

did I crash my bike? 

No: e.g. think of a system with two points of failure. 

If I know c, then knowing ~a tells me that b is likely.  



Conditional independence 

What are the conditional independence 

statements implied by this graph? 

c 

a b 

But… 

“a and b are conditionally independent if we know nothing” 



f 

d 

D-separation 

So… what parts of the graph can we 

ignore when doing inference? 

c 

a b 

e 

e.g. if we know a, then we can 

ignore d,e,f when performing 

inference about b/c 
 

Case 1: 

                           if 
 

  any path from               to   

 meets at                     or    

with   

 

c c 

sets of nodes 



f 

d 

D-separation 

So… what parts of the graph can we 

ignore when doing inference? 

c 

a b 

e 

e.g. if we know a, then we can 

ignore d,e,f when performing 

inference about b/c 
 

Case 2: 

                           if 
 

  any path from               to   

 meets at                     and neither c nor 

any of its decendants are in C 
c 

sets of nodes 



D-separation 

So… what parts of the graph can we 

ignore when doing inference? 

 
In these two cases we say that C d-separates (directionally 

separates) A from B, and that   

 

This means that if we know C, then we can ignore B when 

making inferences about A 

 

These cases fully characterize the independence structure of 

the distribution (Pearl, 1988) 



Questions 

Further reading: 
• Bishop Chapter 8 

• Coursera course on PGMs: 
https://www.coursera.org/course/pgm 

• More on d-separation (from the source) – Geiger, 

Verma, & Pearl, 1990: 
http://ftp.cs.ucla.edu/pub/stat_ser/r116.pdf 

https://www.coursera.org/course/pgm
https://www.coursera.org/course/pgm
http://ftp.cs.ucla.edu/pub/stat_ser/r116.pdf
http://ftp.cs.ucla.edu/pub/stat_ser/r116.pdf
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Undirected graphical models 

a b 

c d 

Julian Bob 

Jake Ashton 

Consider the following social network: 
(in which friends influence each other’s decisions) 

Don’t talk directly 

(had a fight over Kant vs. Nietzsche) 

Don’t talk directly    

(had a fight over fixed vs geared bicycles) 

Who will vote the same way? 
(see similar examples in slides from Stanford (Koller), Buffalo (Srihari) etc.) 



Undirected graphical models 

a b 

c d 

Julian Bob 

Jake Ashton 

What graphical model represents this? 

Want: 

Who will vote the same way? 



Undirected graphical models 

a b 

c d 

Julian Bob 

Jake Ashton 

Attempt 1: 

Want: 

yes 

no (why?) 

Who will vote the same way? 



Undirected graphical models 

a b 

c d 

Julian Bob 

Jake Ashton 

Attempt 2: 

Want: 

yes 

no (why?) 

Who will vote the same way? 



Undirected graphical models 

a b 

c d 

There is no directed network that will 

capture exactly these conditional 

independence assumptions 

So let’s use an undirected 

network to represent them! 



Undirected graphical models 

a b 

c d 

The edges of the network determine 

how the distribution factorizes 



Undirected graphical models 

a b c 

Examples: 

d 

a b 

c 

d 

Factors are defined over the 

(maximal) cliques of the graph 



Undirected graphical models 

How to convert from a directed to an 

undirected network? 

a b 

c 

d 

e.g. 



Undirected graphical models 

How to convert from a directed to an 

undirected network? 

a b 

c 

d 

e.g. (1) 

connect the 

parents 

of each node 
(“moralization”) 



Undirected graphical models 

How to convert from a directed to an 

undirected network? 

a b 

c 

d 

e.g. (2) 

disregard edge 

directedness 



Undirected graphical models 

How to convert from a directed to an 

undirected network? 

every term from the original 

graph now appears in a clique  

But: the construction has 

“forgotten” some information 



Undirected graphical models 

How to convert from a directed to an 

undirected network? 

a b 

c 

d 

a b 

c 

d 

a b 

c 

d 

Both directed networks transform to the same undirected network  

But we lost the fact that                        in the undirected version 



Undirected graphical models 

Inference is similar to the directed case: 

a b c d 

Just normalize the result so that it’s a probability distribution 



Undirected graphical models 

Another example… 

a 

b 

c 

d 

multiple elimination orderings are possible: 



Undirected graphical models 

Q: What if we want to find the most 

likely states of each variable? 

 

A: Easy! Just replace summation by 

maximization 
max 

marginal 



Undirected graphical models 

Q: What if we want to find the most 

likely states of each variable? 

 
For all algorithms today, we can interchange between 

computing marginal probabilities and maximum 

likelihood assignments just by interchanging summation 

and maximization 

 

Actually, we can swap out summation and multiplication, 

so long as the operations define a semiring, see Aji & 

McEliece, 2000: 

http://authors.library.caltech.edu/1541/1/AJIieeetit00.pdf 

http://authors.library.caltech.edu/1541/1/AJIieeetit00.pdf
http://authors.library.caltech.edu/1541/1/AJIieeetit00.pdf


Undirected graphical models 

b 

d 

c 

f 

e 

a g 

An algorithm for marginalization 

1. Form a tree between neighbouring factors 
(doesn’t matter how, each tree corresponds to a different elimination ordering) 

• Each node in the tree is a factor from the model 

*for tree-structured models 



Undirected graphical models 

An algorithm for marginalization 

2. Pass messages according to the following procedure: 

2. Do 

3.     Find a factor (i,j) which has received messages from all neighbours except (j,k) 

4.     Compute a message 

           m(j) = messages_received(j) * sum_i \psi(i,j) * messages_received(i) 

       and send it to (j,k) 

5. While (some factor has not received messages from all of its neighbours) 

has received all messages 

except from             (line 3) 

b 

d 

c 

f 

e 

a g 

generates a new message 

                                  (line 4) 



Undirected graphical models 

An algorithm for marginalization 

3. Once this algorithm terminates, compute marginals: 

• Take any factor            containing the variable (i) we care 

about and multiply it by all the messages it received 
• And marginalize it 

• And normalize it 

has received all messages 

except from             (line 3) 

b 

d 

c 

f 

e 

a g 

generates a new message 

                                  (line 4) 



Undirected graphical models 

Okay, but what about this graph? 

a b 

c d 

has no (effective) elimination ordering, 

so the algorithm won’t work 



Undirected graphical models 

We can make some progress though 

a b 

c d 



Undirected graphical models 

So what did we just do? 

a b 

c d 

We “pretended” there was a relationship where there really 

wasn’t in order to increase the size of the factors 

 

 

Put differently, we just treated (b,c) as though it were a single 

variable (with N^2 states) 



Undirected graphical models 

Okay, but what about this graph? 

a b 

d e 

c 

f 

g h i 



Undirected graphical models 

So what did we just do (part 2)? 

a b 

d e 

c 

f 

g h i 

Whenever there was a loop in the graph, we “cut” it, 

until there were no loops that didn’t already have such 

a “shortcut” (formally, we made the graph chordal) 



Undirected graphical models 

So what did we just do (part 2)? 

This allowed us to build a tree out of our factors, such 

that any variable appearing in two factors also appears 

in each factor on the path in between them 



Undirected graphical models 

This allowed us to build a tree out of our factors, such 

that any variable appearing in two factors also appears 

in each factor on the path in between them 

This characterizes exactly the 

property we need in order for 

elimination to be possible, and is 

called the junction tree property 



Undirected graphical models 

e.g. pixels in an image 

Okay, but what about this graph? 



Undirected graphical models 

Okay, but what about this graph? 

 
• We could apply the same fixes (i.e., make the graph 

chordal by “closing loops”), but it’ll cost us 

• The corresponding chordal graph has cliques of size 10, 

so inference will take O(N^10) 

• It’s better than the original O(N^(9x9)) algorithm, but 

still not of use in practice 

 

So what can we do? 



Undirected graphical models 

Option 1: 
Just run the message 

passing algorithm anyway… 

• Don’t worry about who 

has received messages 

from whom 

• Pass messages in some 

semi-random order 

• Hope it converges to 

something reasonable 

• Hope it converges at all “Loopy Belief Propagation” 



Undirected graphical models 

Option 1: 
Just run the message 

passing algorithm anyway… 

• Actually “works” if there’s 

exactly one ring* (Weiss, 

2000) 

• Works for some other 

things that are almost 

rings and in some other 

settings that don’t matter 

(McAuley et al. 2008) 

*at finding most-likely states 



Undirected graphical models 

Option 2: 
Split the problem up into 

tractable subproblems 

• Condition on some 

variables (with random 

initial assignments) until 

the remaining variables 

form a tree 

• Solve optimally 

• Interchange the evidence 

variables with the 

unknowns and repeat 

• Not a global optimum 

“From fields to trees” 
(Hamze & Freitas, 2004) 

Treat these variables as “evidence” 



Undirected graphical models 

Option 3: 
Look for additional 

structure in the problem 

• Pairwise potentials            

are convex in  
(Felzenszwalb & Huttenlocher, 2006)* 

• Pairwise potentials   

are multivariate Gaussian 
(Rue & Held, 2005) 

• Pairwise potentials  

are submodular functions 
(Kolmogorov, 2004) 

*when expressed as the min of a sum of factors, rather than the max of a product 



Questions? 

Further reading: 
• A magnificent tutorial describing the algorithm I 

spent three slides on – Aji & McEliece, 2000: 
http://authors.library.caltech.edu/1541/1/AJIieeetit00.pdf 

• Papers describing approaches to inference in 

graphs with loops: 
• Correctness of Local Probability Propagation in Graphical Models 

with Loops – Weiss, 2000: http://goo.gl/O6inS6 

• From Fields to Trees – Hamze & Freitas, 2004: http://goo.gl/mWdgTg 

• Efficient Belief Propagation for Early Vision – Felzenszwalb & 

Huttenlocher, 2004: http://goo.gl/Uvjr40 

 

http://authors.library.caltech.edu/1541/1/AJIieeetit00.pdf
http://authors.library.caltech.edu/1541/1/AJIieeetit00.pdf
http://goo.gl/O6inS6
http://goo.gl/O6inS6
http://goo.gl/mWdgTg
http://goo.gl/mWdgTg
http://goo.gl/Uvjr40
http://goo.gl/Uvjr40
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Binary labeling problems 

An important class of problems 

consists of optimizing binary labeling 

tasks on large networks 

e.g. separate the 

“foreground” pixels from 

the “background” pixels 

picture of a cow from http://www.robots.ox.ac.uk/~pawan/eccv08_tutorial/ 

image with 

“squiggles” 

segmented 

image 

http://www.robots.ox.ac.uk/~pawan/eccv08_tutorial/
http://www.robots.ox.ac.uk/~pawan/eccv08_tutorial/


Binary labeling problems 

Graph data from Adamic (2004). Visualization from allthingsgraphed.com 

An important class of problems 

consists of optimizing binary labeling 

tasks on large networks 

Label people according to left/right political affiliation 



Binary labeling problems 

Usually, such tasks exhibit a particular 

structure in terms of how nodes relate 

to each other, namely related nodes 

prefer to have the same label 

e.g. adjacent 

pixels tend to 

have the 

same label 

e.g. friends 

tend to have 

the same 

political 

affiliation 



Binary labeling problems 

It turns out, this intuitive assumption 

(neighbours tend to agree) makes 

large-scale binary inference problems 

(relatively) easy to solve 

 

The trick to do so is to transform the 

problem into one of finding cuts in 

the graph 



Binary labeling problems 

Suppose our labeling problem 

can be defined as follows: 

Binary labels 

for every one 

of N nodes 

Local energy at each node 

(e.g. my likelihood of having 

a particular affiliation based 

on my tweets) 

Pairwise cost of 

neighbouring nodes 

having labels y_i, y_j 

edges 

Up to a transformation, this is exactly the same type of 

problem we’ve been considering throughout the class 

(exercise: convince yourself of this) 



Binary labeling problems 

Suppose our labeling problem 

can be defined as follows: 

Our assumption then looks like the following: 

adjacent nodes agree adjacent nodes disagree 

This condition is known as submodularity 



Graph cuts 

Idea: can we write down our objective as a 

minimum-cut problem in a graph? 
cut 

source 

sink 

In other words, can we write down a graph-cuts problem so 

that the cost of the cut is equal to the energy of the objective? 

Points labeled 0 

Points labeled 1 



Graph cuts 

source 

sink 

1. Take care of the node energies  

i 

Case 1: 

source 

sink 

i 

Case 2: 



Graph cuts 

source 

sink 

i 

Case 1: 

cut 1:             cost =  

cut 2:             cost = 0  

Q: But aren’t the costs of these cuts incorrect? 

A: Yes, but both are wrong by the same constant (        ) 



Graph cuts 

2. Edge potentials  

For convenience write 
A B 

C D 

source 

sink 

i 

i 

if C > A; 

otherwise A – C to the sink 

if C > D; 

otherwise D – C from the source 

Exercise: convince yourself this is correct. 
Recall: the cost of an edge is only counted if it crosses the cut flowing toward the sink 



Graph cuts 

3. Run min-cut on the resulting graph 

• Any node assigned to the source set is given the label 

• Any node assigned to the sink set is given the label 

 

• The resulting graph has N nodes and 3E + N edges. 

Efficient solvers can handle problems with hundreds-of-

thousands to millions of variables 



Summary 

Graphical models 

 
• Are a language to describe the interdependencies between 

variables in multi-variable inference problems 

• Give rise to a set of algorithms that exploit the structure of 

these interdependencies to make inference tractable 

• Directed and undirected graphical models can express 

different conditional independence statements 

• Inference can be performed exactly by message passing in 

graphs that are (almost) trees 

• Inference can also be performed by exploiting structure in 

the potentials, such as submodularity 



Questions? 

Further reading: 
 

• What Energy Functions Can Be Minimized via 

Graph Cuts? Kolmogorov, 2004: 

http://goo.gl/NKQaDl 

• Some older papers that showed similar results: 
• Hammer, Hansen, & Simeone, 1984 

• Boros, Hammer, & Sun, 1991 

• Boros, Hammer, & Tavares, 2006 

• Software for solving binary labeling problems via 

graph cuts, by Vladimir Kolmogorov: 

http://pub.ist.ac.at/~vnk/software.html 

http://goo.gl/NKQaDl
http://goo.gl/NKQaDl
http://pub.ist.ac.at/~vnk/software.html
http://pub.ist.ac.at/~vnk/software.html
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Parameter learning 

Suppose we want to parameterize 

our energy function 

Features associated with 

nodes i and j and their labels 

Parameters 

How can we choose the parameters 

so that the predictions of the 

model are as accurate as possible? 



Parameter learning 

1. Define some “loss” on a label y, e.g. 

Predicted label 

Actual (groundtruth) label 

Number of labels we got wrong 

(hamming loss) 

2. Then our objective is 

error induced by this solution 

solution under theta Regularizer 



Parameter learning 

such that 

Recall the (soft-margin) 

formulation of SVMs 

Intuition: if we labeled something incorrectly, we 

hope it’s only slightly incorrect (close to the margin) 



Parameter learning 

such that 

3. Adapt this by replacing 

the margin by a loss 

Intuition: we want the correct solution to be the one with 

the lowest cost. If the predicted solution has lower cost, 

hopefully it has a small loss (or we’ll have a large xi) 

cost of 

correct label cost of label y error of label y 



Parameter learning 

such that 

3. Adapt this by replacing 

the margin by a loss 

Problem: this model has a constraint for every possible 

solution y. But there are exponentially many. 

problem 



Parameter learning 

4. Add constraints iteratively 
 

• Start with some solution 

• Find the constraint that’s maximally violated: 

 

 

 

 

• Add this constraint to the model 

• Optimize the constrained model for 

• Repeat until convergence  

• This procedure is called column generation 

has low cost but a high error 



Parameter learning 

This is known as a structured 

support vector machine 
 

A few more details: 

• I’ve assumed only one training instance (y), 

but there could be multiple 

• I’ve assumed a binary labeling task, but it 

could be any (linearly parameterized) 

graphical model we like 

• I’ve assumed a Hamming loss, but we could 

use any loss so long as the procedure on the 

previous slide is tractable 



Questions? 

Further reading: 
 

• Two papers on Structured SVMs: 
Support Vector Learning for Interdependent and Structured Output Spaces, 

Tsochantaridis, Hofmann, Joachims, & Altun (2004): 

http://www.cs.cornell.edu/people/tj/publications/tsochantaridis_etal_04a.pdf 

Max-Margin Markov Networks, Taskar, Guestrin, & Koller (2004): 

http://papers.nips.cc/paper/2397-max-margin-markov-networks.pdf 

 

http://www.cs.cornell.edu/people/tj/publications/tsochantaridis_etal_04a.pdf
http://www.cs.cornell.edu/people/tj/publications/tsochantaridis_etal_04a.pdf
http://papers.nips.cc/paper/2397-max-margin-markov-networks.pdf
http://papers.nips.cc/paper/2397-max-margin-markov-networks.pdf
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