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1.3 The New Era of Scaling in an SoC World

Mark Bohr, Senior Fellow, Intel, Hillsboro, OR   

1. Introduction  
MOSFET scaling has served our industry well for more than three decades
by providing significant improvements in transistor performance, power
and cost-per-transistor.  Along this path many barriers to continued scaling
have been perceived as insurmountable and the end of scaling was often
predicted. But, perceived barriers are meant to be surmounted, circumvent-
ed or tunneled through, and the combined ingenuity of our industry has
pushed transistor technology and microprocessor design well beyond what
anyone thought possible a few decades ago. The scaling path that we have
been on has not been a straight evolutionary path, it has taken some unex-
pected turns in direction. Our challenge in this new era of scaling is to rec-
ognize the coming revolutionary changes and opportunities and to prepare
to utilize them.   

2. Transistor Scaling  
Classical MOSFET scaling was first described by Dennard in 1974 [1]. The
combination of Moore’s Law and Dennard’s scaling methodology has pro-
vided our industry with many generations of smaller faster transistors, and
higher performance microprocessors (Figure 1.3.1).  Classical MOSFET
scaling techniques were followed successfully until around the 90nm gen-
eration, when gate-oxide scaling started to slow down due to increased gate
leakage. The limitation posed by gate leakage became so severe that there
was essentially no gate-oxide thickness scaling from the 90nm to the 65nm
generation, and many companies converged on a SiO2 thickness close to
1.2nm for their high-performance logic process. When gate-oxide thickness
can no longer be scaled, then other key MOSFET parameters, such as sup-
ply voltage, can not be scaled and still expect to deliver improved transistor
performance.  Without new inventions, MOSFET scaling and Moore’s Law
were threatened with the likelihood of coming to an end.   

One of the first significant transistor innovations in the past decade was the
introduction in 2003 of strained-silicon technology to enhance transistor
performance for Intel’s 90nm microprocessors [2, 3]. The 65nm generation
introduced in 2005 further improved these strain techniques to increase
transistor performance, even though gate-oxide thickness stayed at rough-
ly the same 1.2nm value to avoid increased leakage current [4]. Strained sil-
icon is an example of a revolutionary technology that provided improved
performance without following classical MOSFET scaling methods.   

Although strained silicon provided valuable performance enhancements for
90nm and 65nm generations, we could not ignore the need to scale gate-
oxide thickness, and the need to reduce gate-oxide leakage, on future tech-
nologies. Intel’s 45nm logic technology was the first to introduce high-�
dielectric with metal-gate transistors for improved performance and
reduced leakage [5, 6]. A hafnium-based dielectric replaced SiO2 to provide
a gate oxide that was physically thicker, which reduced leakage, but had a
thinner electrical equivalence, which improved transistor performance.
Special metal-gate materials replaced polysilicon to help further reduce the
electrical-oxide thickness to a value of 1.0nm. In addition to the perform-
ance and leakage benefits of the 45nm high-�/metal-gate (HK+MG) transis-
tors, the diminished electrical thickness also helped to reduce transistor Vt

variability, an important factor in the ability of circuits to use scaled devices
[7]. These 45nm HK+MG transistors provided an average increase of 30%
in drive current compared to the previous 65nm generation (Figure 1.3.2).
Alternately, these transistors can provide more than a 5× reduction in sub-
threshold (Ioff) leakage. Gate-oxide leakage is reduced >25× for NMOS,
>1000× for PMOS and SRAM bitcell leakage is reduced >10×.   

Fast and dense interconnects are just as important to modern logic products
as small and fast transistors. Unlike transistors, interconnects do not get
faster as they scale, so our industry has addressed this problem by gradu-
ally increasing the number of interconnect layers. This has allowed some
layers to use wider/thicker wires for fast signal propagation, while other lay-
ers have tight pitch for improved density. New interconnect materials have

also been introduced to improve RC delay and current-carrying capacity.
Copper replaced aluminum early in this decade as a means to increase 
conductivity and to improve electromigration resistance. A series of ever-
lower-� dielectrics have been introduced to reduce wire capacitance, which
has both signal-speed and active-power-reduction benefits. The implemen-
tation of more interconnect layers and improved materials has enabled
many generations of scaled interconnects, but interconnects will continue to
be a problem that requires a combination of process, design, and architec-
ture solutions to overcome. 

Intel’s 45nm technology uses 9 layers of Cu interconnect, one more than the
previous 65nm generation. A hierarchy of interconnect pitches is used in
this technology, providing high-density local interconnects on lower layers,
and high-speed global interconnects on upper layers. A special 7µm-thick
M9 layer was introduced on this generation to provide low-resistance power
routing to minimize voltage droops. Intel has been in high-volume produc-
tion of this 45nm technology since November of 2007 and many products
have been introduced for a wide range of performance and power applica-
tions, including single-core, dual-core, quad-core, and six-core micro-
processors.   

Intel’s 32nm logic technology uses second generation high-� + metal-gate
transistors, fourth generation strained silicon, nine copper interconnect lay-
ers with low-� dielectrics and minimum pitches that are scaled ~70% from
the 45nm generation [8]. Gate-oxide equivalent oxide thickness (EOT) is
scaled to 0.9nm and transistor gate pitch is scaled to 112.5nm. Transistor
performance is increased by more than 22% compared to 45nm transistors
through a combination of increased drive current and reduced gate capaci-
tance. As shown in Figure 1.3.3, transistor drive currents have continued to
increase over the past several generations while scaling gate pitch and
maintaining constant subthreshold leakage. The minimum metal layer pitch-
es are 112.5nm and this process uses a hierarchical interconnect pitch sys-
tem similar to that used in the 45nm generation. A 32nm 291Mbit SRAM
test chip with more than 1.9 billion transistors and a cell size of 0.171µm2

has been demonstrated in this technology [9].  

The classical method of MOSFET scaling has served us well for more than
30 years. Unfortunately, the standard MOSFET transistor structure using
SiO2 gate oxide and polysilicon gate electrode is no longer scalable. The new
era of scaling is one where material and structure innovation are just as
important as dimensional scaling.   

3. Microprocessor Evolution  
Just as transistors have evolved in more ways than simply having scaled
dimensions, so have microprocessors evolved.  The first microprocessor
(Intel 4004) was introduced in 1971 and processed 4 bits of data per cycle.
It contained 2300 transistors and operated at 100kHz. From that starting
point microprocessor performance has increased rapidly following predic-
tions derived from Moore’s Law.  Technology scaling has enabled ever more
complex designs to be built. Integrating multiple pipelined execution
engines in  microprocessors enabled micro-architectural innovations to
exploit program-instruction parallelism and allow multiple instructions to be
executed in each clock cycle. Speculation has been used to fetch and exe-
cute instructions based on predicting the program control flow. Out-of-
order issue and register renaming techniques have been employed to
remove stalls when instructions are not ready for execution. Memory-
address width has increased to 64 bits enabling access to large memories,
while integrated caches have made the effective memory access faster.
Multi-threading has been introduced to allow instructions from independent
program threads to efficiently exploit the microprocessor’s parallel execu-
tion engines and execute simultaneously. Today’s microprocessors now
integrate multiple processing cores onto a single chip.   

Along with enabling micro-architecture advancements, technology scaling
has produced faster transistors.  Increasing clock frequency has been an
important contributor to microprocessor performance gains. Clock systems
have evolved from a simple buffer tree to global clock grids driven by a hier-
archy of distributed buffers.  PLLs for clock generation have been integrat-
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ed on-chip to generate multiple clock-frequency domains. Active de-skew-
ing schemes using delay lines have been used to minimize the skew across
the die [10]. The combination of more complex micro architectures and
higher operating frequencies has led to power consumption becoming a pri-
mary design constraint. Clock systems have evolved to implement extensive
clock gating to disable idle circuitry and save power. They also incorporate
extensive tuning and debugging circuits, an example of which is the locate
critical path (LCP) mode, which is based on programmable delay drivers
activated in the local clock drivers and controlled by configuration registers
that allow arrival times of local clocks to be adjusted post silicon. [11]   

An example of the latest generation microprocessor is the 45nm Intel®

Core™ i7 Processor, formerly known as Nehalem (Figure 1.3.4). This is a
complex system on a chip with multiple functional units and multiple inter-
faces, including four cores, 8MB L2 cache, integrated memory controller,
DDR3 I/O and QPI I/O [12]. There are 11 PLL circuits, 23 master DLL cir-
cuits and 5 digital thermal sensors located around the chip providing multi-
ple clocking domains and local control. NMOS sleep transistors are used in
the cache to shut off leakage in inactive sub-blocks.  They provide a 5 to 10×
cache leakage reduction during retention/standby [13].  Power-gate transis-
tors are integrated on the chip to shut off both active and leakage power on
cores that are idle (Figure 1.3.5).  These on-die power gates are enabled by
a 45nm process which uses a 7µm thick top metal layer that provides very-
low power-distribution impedance combined with ultra-low leakage transis-
tors with low on-resistance. Nehalem introduces a turbo mode where core
frequency can be boosted in response to workload demand, thus dynami-
cally delivering optimal performance and energy efficiency. An integrated
power control unit incorporates real-time sensors for current/power, voltage
and temperature and individually controls settings for each core (Figure
1.3.6). An adaptive frequency system adjusts clock frequency upwards dur-
ing voltage supply spikes and reduces frequency during voltage supply
droops, thus allowing the cores to operate at optimal performance and
power without excessive guardbanding or adding excessive decoupling
capacitance [14].   

On-chip SRAM cache is a vital component of any microprocessor. Transistor
dimensions and operating voltage need to scale to meet product perform-
ance and power requirements, but these scale factors tend to degrade
SRAM cell operating margin. In the past, scaled gate-oxide thickness helped
to minimize Vt variability on scaled transistors. The conversion to high-� +
metal-gate transistors provided this reduced variability benefit and helped to
maintain stable SRAM operating margin. Going forward, circuit design tech-
niques such as using different WL and cell voltages [15] will be needed to
continue SRAM cell scaling.   

Figure 1.3.7 compares today’s Nehalem PC platform to the Intel386TM

processor PC platform from 1985. The 1985 platform used many separate
chips, including a math co-processor, SRAM cache, cache controller and
DRAM controller that are now all integrated on the single Nehalem chip.
Nehalem not only greatly surpasses the Intel386TM processor in the expect-
ed parameters such as transistor count and clock frequency, but Nehalem
also has dramatically higher I/O bandwidth and includes many sophisticat-
ed adaptive circuits to optimize both performance and power (Figure 1.3.8).   

SoC products require a wider range of transistor types than typical high-per-
formance CPU products. Process technologies optimized for low-power
SoC products have transistors with a wider range of performance and leak-
age capabilities extending below 0.1nA/µm Ioff values [16, 17, 18]. A recent
example is Intel’s 45nm SoC process [19] which uses the same basic high-
� + metal-gate transistors used for high-performance microprocessors, but
adds low-leakage versions of these transistors optimized for very low-power
products, and also provides high-voltage high-speed I/O transistors to meet
the needs of a variety of I/O circuits (Figure 1.3.9). Several different device
elements are added to this SoC process that are not normally included on
CPU processes to meet the needs of analog circuits, including precision
resistors, precision capacitors, high-Q inductors and varactors. 45nm
CMOS transistors have fT and fMAX values of more than 300GHz, which
makes them an attractive option for RF and mixed signal circuits.   

The old era of microprocessor scaling used smaller and faster transistors to
build larger cores with higher frequency and higher power. The new era of
microprocessor scaling makes greater use of energy efficiency, power man-
agement, parallelism, adaptive circuits and SoC features to provide products
that are many-core, multi-core and multi-function.   

4. Vision of the Future  
As Moore’s Law continues, we expect to continue doubling transistor den-
sity every two years for the next several years.  We will evolve from integrat-
ing multiple cores on a chip to integrating many cores [20]. Power con-
sumption will continue to be a primary consideration. Microprocessors will
integrate several different types of cores and functional units each optimized
for a specific application. The processors will be highly adaptive; dynamical-
ly optimizing themselves for peak performance, power efficiency and idle
power reduction. These terascale machines will target applications such as
data mining, visual computing, recognition, and simulation of immersive
environments.  

From the earliest days of the integrated-circuit industry, continual improve-
ments in lithographic techniques have enabled feature-size scaling and
increased transistor counts.  Scaling exposure wavelength has been a key
part of the strategy for improving lithographic resolution, but as shown in
Figure 1.3.10, wavelength has been scaling at a much slower rate than fea-
ture size, and today’s minimum features are much smaller than the 193nm
wavelength used in exposure tools. Resolution-enhancement techniques,
such as optical-proximity correction, phase-shift masks, and immersion
lithography have been introduced to bring us to the 32nm generation. But
even with these enhancements, layout restrictions, such as unidirectional
features, gridded layout and restricted line + space combinations, have had
to be gradually adopted. Double-patterning techniques and computational
lithography [21] are options being investigated to continue scaling to 22nm
and possibly 16nm generations before extreme ultraviolet (EUV) lithography
could be ready to provide a significant wavelength-reduction and resolution
enhancement (Figure 1.3.11).   

Strained silicon, high-� dielectrics and metal gates have been significant
innovations that have allowed MOSFET density, performance and energy
efficiency to show continued improvements past when traditional scaling
techniques ran out of steam. These are not the last of innovative transistor
options, and several other promising ideas are being explored by various
research groups.  Substrate engineering makes use of (110) wafers to
improve p-channel mobility, but may not offer any advantage for n-channel
devices [22, 23]. Multi-gate transistors such as FinFET, Tri-Gate and Gate-
All-Around devices offer improved electrostatics and steeper subthreshold
slopes, but may suffer from higher parasitic capacitance and parasitic
resistance [24, 25, 26] (Figure 1.3.12). III-V channel materials such as InSb
[27], InGaAs [28] and InAs [29] are showing promise for providing high
switching speed at low operating voltage due to increased carrier mobility
(Figure 1.3.13), but challenges remain before a practical CMOS solution will
be ready.   

3D chip stacking combined with through-silicon vias provides a high densi-
ty of chip-to-chip interconnects along with the small form factor that is
needed for mobile and handheld systems [30, 31] (Figure 1.3.14). The high
density of chip-to-chip interconnects provided with this approach can help
to improve bandwidth between CPU and cache memory. 3D stacking is also
a way to integrate together chips of dissimilar process technology that may
be impractical to implement on a single piece of silicon. The downsides to
3D chip stacking in this manner include the added process cost of through-
silicon vias, the silicon area lost on the chip that has vias cut through it, and
the challenges of delivering power and removing heat from the stack.   

High-performance computing is increasingly limited by bandwidth between
the CPU and main memory. Optical interconnects can address this band-
width bottleneck if technologies can be developed that cost effectively inte-
grate photonics with silicon logic (Figure 1.3.15). Ideas are emerging that
combine optical interconnect transceivers with silicon chips to provide high
bandwidth chip-to-chip interconnects [32]. Using optical interconnects for
on-chip signaling may be further off in the future due to the difficulties with
scaling optical transceivers and interconnects to the dimensions required.   
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High-density memory beyond what SRAM can provide is needed for both
low-power and high-performance product applications. In addition to tradi-
tional DRAM, eDRAM and Flash memory cell options, floating body cell [33,
34], phase-change memory [35] and seek-and-scan probe memory options
all provide greater bit density than what 6T SRAM cells can provide. But
integrating a novel memory process together with a logic process on a sin-
gle wafer without compromising one or the other could be difficult.   

If there is one lesson we should have learned over the past decades of scal-
ing, it is that it is not sufficient to take smaller transistors as they become
available to simply make more complex versions of the same system com-
ponents. The real advantage comes when you begin to combine different
components together in an integrated form, as we did during the evolution
from the Intel386TM CPU PC platform to the Nehalem PC platform. This trend
will continue in the future as more system components are integrated onto
single chips or into single packages to reap benefits of increased perform-
ance, lower power and smaller form factors. System integration will use a
combination of traditional 2D (SoC) integration and 3D chip stacking tech-
niques. With either approach the real challenge we face is learning how to
integrate a wider range of heterogeneous elements (Figure 1.3.16).   

As we ponder the best paths to take in doing higher level integration in the
electronics world, we may consider examples provided by nature as organ-
ic systems evolved to higher lifeforms (Figure 1.3.17). Reptiles have an inte-
grated system of computing, sensors and motion feedback that surpasses
the most advanced autonomous vehicles. As we explore the neuron and the
workings of the human brain, we observe some remarkable differences and
similarities between organic and electronic systems [36]. Electronic sys-
tems hold a clear advantage in transistor and interconnect speed, by many
orders of magnitude, but the human brain is amazingly power efficient for
what it does, partly due to the low power of neuron activity and also due to
the massively parallel nature of the brain (Figure 1.3.18). Future computing
devices will have powerful computing capabilities that are coupled with sen-
sors to make them aware of the user and environment. The combination will
provide computers with the potential of recognition and understanding of
movement, emotion, and speech.   

5. Conclusion  
The time has passed when traditional MOSFET scaling techniques were ade-
quate to meet the needs of microprocessor products, but that has not meant
the end of Moore’s Law nor the end of improvements in microprocessor
performance and power. In the new era of device scaling, innovations in
materials and device structure are just as important as dimensional scaling.
The past trend of using smaller transistors to build larger microprocessor
cores operating at higher frequency and consuming more power is also at
an end. The new era of microprocessor scaling is a system-on-a-chip
approach that combines a diverse set of components using adaptive cir-
cuits, integrated sensors, sophisticated power-management techniques,
and increased parallelism to build products that are many-core, multi-core,
and multi-function. Although many promising technologies and device
options are in the research pipeline, we need to recognize that we are doing
system integration, and the future challenge we face is learning how to inte-
grate an ever wider range of heterogeneous elements.   
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