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Abstract

Unmanned aerial vehicles are becoming the defacto
method of aerial surveillance for many applications. There
is an ever increasing desire to fully automate these systems,
from aerial navigation (autopilots) to sophisticated sensor
systems that allow the vehicle to perform without a human
operator. In this paper, we address the issue of target recog-
nition - using visual data to acquire a list of potential tar-
gets and then identify targets of interests and recognize their
characteristics. When detailing recognition, we discuss two
approaches and their implementations, as well as present a
comparison of their results.

1. Introduction

The inspiration for this paper stems from the task of tar-
get recognition from an unmanned aerial vehicle (UAV).
UAVs pose several additional difficulties for any conven-
tional vision system. Some of these difficulties include
noise involved in signal transmission, hardware constraints
due to weight and limited payload capacity, and the fact that
the platform is an airplane - giving the frame of reference
many degrees of freedom.

We briefly discuss the processing needed to correct for
many of these inherent difficulties before addressing the
issue of recognition. Our task specifically deals with rec-
ognizing alphanumeric targets that fall within a fairly con-
strained set of parameters, as seen in figure 1. Though our
objects of interest are themselves constrained, the ideas pro-
posed can easily be generalized for many object recognition
problems.

For performing target recognition, we focus on two ap-
proaches. The first is based upon so called ”Hu Moments”
[8], while the second is a more recent technique rooted
in signal processing that employs a range of transforms to
achieve similar results [2].

Figure 1. An example of an alphanumeric target we aim to recog-
nize (a green R against a yellow square). Each target consists of a
solid colored alphanumeric against a solid colored background of
arbitrary shape.

2. Data Acquisition
Before object recognition may be performed, candidate

regions must be found, which themselves must be extracted
from images acquired by the UAV. We briefly describe this
process since it is relevant but not the focus of this paper.

2.1. Image Acquisition

Our platform is the Falco UAV [1] developed by students
at UCSD for performing aerial surveillance. The plane is
capable of supporting a large payload volume and weight,
which we utilize by equipping the plane with a Sony FCB-
H11 high definition block camera and digital transmission
system.

While the camera is capable of supporting high defini-
tion resolutions, we currently acquire data in NTSC format
due to restrictions on the transmission system. This video
data is acquired on a ground station computer via a capture
card and then fed into programs to analyze it. NTSC data is
interlaced and uses the YUV color space - both of which are
non desirable for our purposes. The first step in acquiring
our data is to deinterlace the video input. There are many
methods for deinterlacing video [6], but we opt for a very
simple and efficient method that discards half of the field



(a) Original Image (b) Saliency Map w/ LAB

Figure 2. An example of the input/output of the saliency algorithm, before thresholding and bounding box generation.

lines and doubles the remaining lines. This results in a less
distorted image than the interlaced version, but loses clarity
over a more sophisticated approach.

2.2. Image Rectification

Once an image has been collected it must be transformed
to correct for the roll, pitch, and heading of the camera when
the image was first captured. In this paper we assume that
the input images to our recognition pipeline have been rec-
tified and cropped to an appropriate bounding box. The in-
terested reader can refer to Koppel et al. [10].

2.3. Candidate Region Selection

Candidate target regions must then be extracted from the
rectified image and cropped appropriately. In our imple-
mentation, we utilize a saliency map to select candidate re-
gions as seen in figure 2 , though the method used here could
easily be another approach; the importance lies in extracting
fairly tightly cropped regions of interest.

The final step before target recognition can be performed
is candidate region selection. This step involves taking a
fully pre-processed image and using some metric to deter-
mine which portions of the image might contain target like
objects. In our case, we use saliency as a means to partition
relevant objects from the background. Saliency performs
no discrimination on the regions it finds noteworthy - they
simply stand out to their surrounding [5]. The regions se-
lected may be targets and may be distractors that pop out in
an image but are nevertheless not what we are searching for
- it is not the function of this step to perform this last step
of discrimination.

To match the video frame rate, our saliency algorithm is
run on a graphics processing unit (GPU) using the NVIDIA
CUDA programming environment [12]. This allows us
to achieve sufficient frame rates for real time analysis of
streaming video. The particular method we use is an adap-
tation of previous work by the author [5] with modifications
inspired by the SUN framework [13]. See figure 2 for an ex-
ample of the input/output of this algorithm. As can be seen,

the brighter regions have been selected as more important.
At this stage we perform thresholding and find bounding
boxes for each connected component in the final binary im-
age.

3. Segmentation

The approaches we consider for object recognition work
on binary images. It is therefor necessary to develop a suffi-
cient segmentation process to isolate the objects of interest
from any background data.

The first step in our segmentation process is to isolate the
shape from the background. Initial efforts attempted to first
isolate the character, but this proved to be too unreliable.
The input image is first reduced to a smaller size, in our case
64x64, which serves as a first step in removing some of the
color information from the image and smoothing it slightly.
We utilize k-means clustering as our primary means of iso-
lating the shape. Given the restricted domain of our targets,
we know that, assuming an appropriately cropped bounding
region, there will be approximately three categories of color
in the image: the alphanumeric, the shape background, and
the general background of the image.

Using this information, our first step is to run k = 3
means clustering, which in general, results in one of the fol-
lowing: either each region of color is segmented separately
or the background is given two colors while the shape re-
gion is fit to a third color. For clustering, we utilize the
A* and B* channels of the L*A*B* color space. The A*
and B* channels closely match human visual perception of
color [7] and do a good job separating colors even under
lighting disparity. The reason we do not immediately re-
duce to k = 2 colors is to prevent errors when the shape
color closely matches that of the background. Immediately
going to two colors in this situation can result in the ”shape”
region actually being the letter.

We then reduce this three color image to two colors us-
ing another round of k-means clustering and make the im-
age binary. This final result is, in around 92% of our train-
ing images (as judged by two independent participants),



(a) A white F on a green square

(b) A yellow G on a blue square

(c) A yellow M on a red hexagon

Figure 3. Examples of our thresholding.

segmented to the general background and the shape as
two distinct regions. During this process we also perform
some cleanup by removing connected components with ar-
eas larger than the largest region (likely the shape), and fill-
ing in all connected components.

Our letter segmentation relies on the shape segmentation.
Therefore if our shape is improperly extracted, the letter is
likely to have errors in extraction as well. We use the region
identified previously as the shape from the original image
to reduce to two colors, once again using k-means cluster-
ing. This results in the shape background being assigned
one color while the letter is assigned another. We can then
use knowledge of expected targets to assume that the let-
ter will take less area than the shape background and seg-
ment appropriately. We do not perform any morphological

cleanup on this resulting image in the case that the letter ex-
tracted has less area than an erroneous region after thresh-
olding. Results of our segmentation can be seen in figure
3.

We also considered using the mean-shift algorithm [3] to
reduce the number of colors in our input images, but found
that in practice it was unable to sufficiently reduce the work-
ing set of colors to allow for a binary classification.

4. Approaches Considered

The targets we attempt to recognize are solid alphanu-
meric letters on a solid colored background of arbitrary
shape. These targets may be against any background and
placed randomly in the environment. Though we attempt



to centralize our potential targets in their bounding boxes,
there is still some variation in both translation and scale.
Additionally, targets will be rotated arbitrarily. Thus it is
essential that the methodology we employ be resistant to
translational, scaling, and rotational variance.

We considered two approaches for performing target
recognition. Both methods extract a feature vector from a
binary image that is used to classify an object using a near-
est neighbor classifier based upon some distance metric. In
our case, we use Euclidean distance, though Mahalanobis
distance could be quite useful as well given its scale invari-
ance [11].

4.1. Recognition using Hu Moments

Hu moments are rotation, scale, and translation invari-
ant features of an image [8]. To calculate Hu moments, we
first calculate Central image moments, which are raw image
moments with the image centroid subtracted to make them
translation invariant.

µpq =
∑

x

∑
y

(x− x̄)p(y − ȳ)qf(x, y) (1)

Taking the an isolated character as input, we use the Hu
moments to label the character. These are easy to calculate
and produce relatively small feature vectors which can be
compared against other feature vectors in a computationally
efficient manner.

Translational invariance is achieved by translating the
image so that it is centered around its centroid. This fairly
common method of achieving translational invariance can
be computed quickly in O(n), where n is the number of pix-
els, and it lends itself well to the parallel processing tech-
niques we hope to use.

Scale invariance is achieved by scaling each Hu moment
by the (00)th moment (µ00), as seen in equation 2. The
(00)th moment represents the sum of all the pixel intensi-
ties, or the area of the object. We can normalize the in-
put image by scaling each moment by the (00)th moment,
thereby achieving scale invariance.

ηij =
µij

µ
(1+ i+j

2 )
00

(2)

Finally these scale and translation invariant moments are
used to calculate seven Hu moments for each image, and
which are rotation invariant. These seven moments are com-
binations of the central moments up to order 3:

I1 = η20 + η02 (3)
I2 = (η20 − η02)2 + (2η11)2 (4)
I3 = (η30 − 3η12)2 + (3η21 − η03)2 (5)
I4 = (η30 + η12)2 + (η21 + η03)2 (6)
I5 = (η30 − 3η12)(η30 + η12) ∗ (7)

[(η30 + η12)2 − 3(η21 + η03)2] + (8)
(3η21 − η03)(η21 + η03) ∗ (9)

[3(η30 + η12)2 − (η21 + η03)2] (10)
I6 = (η20 − η02) ∗ (11)

[(η30 + η12)2 − (η21 + η03)2] + (12)
4η11(η30 + η12)(η21 + η03) (13)

I7 = (3η21 − η03)(η30 + η12) ∗ (14)
[(η30 + η12)2 − 3(η21 + η03)2] + (15)

(η30 − 3η12)(η21 + η03) ∗ (16)
[3(η30 + η12)2 − (η21 + η03)2] (17)

These become the values in the feature vector associated
with a particular image. Hu moments themselves are se-
lected to be rotation invariant features, achieving the rota-
tion, scale, and translation invariance necessary.

4.2. A More Complex Approach

The other approach we considered, proposed by Chen et
al., achieves translation, scale, and rotation invariance using
the radon transform, the dual-tree complex wavelet trans-
form, and the Fourier transform [2].

Translation invariance is achieved in a similar fashion to
that used in Hu moments; we calculate the centroid of the
binary image and center it accordingly.

Scale invariance is achieved by scaling each input image
to a fixed size, in our case, 64x64 pixels. Reducing images
to a smaller size also serves to improve computation times.

Rotation invariance is achieved by first taking the radon
transform of the image. This converts rotational differences
in the image into translational differences in the results of
the radon transform [4]. The dual-tree complex wavelet
transform, using two banks of high pass and low pass cas-
cading wavelet filters, achieves approximate translation in-
variance on the results of the radon transform [9]. Finally,
the Fourier transform mitigates the circular shift effect.

A summary of Chen’s method is as follows:

1. Calculate centroid and center image

2. Scale image to 64x64 pixels and discard all pixels out-
side circle centered at image center with radius of 32
pixels

3. Take radon transform of image, using 64 ∗ 2 = 128
orientations



4. Reduce the size of each Radon slice to 64 elements.
The dimensionality of the radon coefficients is 128x64

5. Perform dual-tree complex wavelet transform on each
radon slice of width 64.

6. Concatenate the approximate and detail coefficients of
stage 4 with the detail coefficients of stage 3. The re-
sult of this will be 128x16

7. Take the Fourier transform of each set of concatenated
wavelet coefficients, keeping the magnitude of the first
20 elements

8. Form the final feature vector by concatenating each set
of Fourier coefficients from the 16x20 result of the pre-
vious step

This method effectively extracts translation, scale, and
rotation invariant features using the radon, dual-tree com-
plex wavelet, and Fourier transform.

5. Results and Evaluation

To evaluate the recognition algorithms discussed earlier,
we created a test set composed of images extracted from tar-
get data that had not been utilized to design the algorithms.
Each of the two approaches was trained on the same data
and tested against the same test set to create an objective
comparison of the two approaches. The training set con-
sisted of 113 labeled images of various alphanumeric char-
acters on various shapes. The testing set consisted of 53 im-
ages of similar style. None of the images in this evaluation
went through image rectification; as a result the labeling on
the shapes cannot be taken reliably past generalizations of
shapes under perspective transformation (i.e. a square is a
parallelogram, as is a rectangle). However, due to the gen-
eral distinctiveness of letters over one another and natural
variation in how they may be written, we believe that the
letter test set can be scrutinized more carefully.

For both methods, classification is done via a nearest
neighbor classifier using Euclidean distance.

(a) A white F on a green
square

(b) A black S on
a red square

Figure 4. An example of the input used to train and test the algo-
rithms.

5.1. Results

The results of each method are presented in the following
table:

Method Overall Shapes Letters
Hu Moments 69.90% 74.51% 65.27%
Chen’s Method 81.95% 74.07% 89.82%

The percentages refer to the accuracy of correctly labeled
test images. An image was considered correct if the out-
put of the algorithm exactly matched the prior labeling pro-
vided. There was no leniency given for results that were
close but not fully correct (e.g.: classifying a Q as an O).
The percentages were averaged over several runs of each
algorithm.

The classification by Hu moments can be done fairly
rapidly, and would complete in under one second in our
MATLAB implementation. However, due to the added
complexity of Chen’s method, the runtime for classifying
one image was on the order of three seconds.

6. Conclusion
As seen in the results section, Chen’s method greatly out-

performed using Hu moments when it came to letter recog-
nition and more or less broke even on shape recognition.
As mentioned earlier, the lack of rectification on our test
images gives the letters more significance than the shape
results. These results exceeded our initial expectations and
highlighted the advantage of the more complex method pro-
posed by Chen et al. as compared to Hu moments. In the
case of increasingly complex objects, the features extracted
by Chen’s method proved to be better descriptors than the
small set of features used with Hu moments.

Our segmentation is used to separate letters and shape
from input images and works with a fairly high degree of
accuracy. When taking into account the accuracy of our
segmentation, the approaches mentioned earlier achieve far
better results than mere chance (which, given the number of
characters in our test set, comes out to around 5%). Hu mo-
ments were computationally simple to compute and would
be better suited for more coarse object identification, espe-
cially in a computationally restricted environment. When
corrected for errors in segmentation, Chen’s method ap-
proaches a 98% accuracy level (given around 8% error in
segmentation), and works even under the affects of noise.
If resources are available, it is a better algorithm for object
detection when compared with using just Hu moments.

For future work, we hypothesize that improving our seg-
mentation process will result in a large gain in accuracy to
our recognition. Edge detection could prove to be useful in
restricting the boundaries for letters and shapes and improve
on our current segmentation based on clustering alone.
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