
CSE 121: Operating Systems - Architecture and Implementation
Homework 3
Winter 2007

Due: Thursday, March 8th, by email to snoeren@cs.ucsd.edu

1 µ-Kernels

a) Both Mach and L4 were forced to make a number of contortions to deal with the features of
various hardware. In the context of a µ-kernel, give a specific example of how a micro-kernel
might adapt to the presence or absence of the following features:

• Tagged TLBs
Tagged TLBs can decrease the impact of context switches, allowing the µ-kernel to more
freely context switch during IPC. The absence of a tagged TLB requires careful engineer-
ing, including using the high-order bits of a virtual address as a tag (see below) or forcing
the designer to minimize address space changes at all costs.

• Segment registers
Segment registers can be used to implement efficient address space changes by avoiding
the need to actually swap page tables. In some architectures, it is faster to simply change
the segment registers and share address spaces between processes as described below.
Without segment registers, the µ-kernel must be very careful to avoid needing to swap
address spaces as they are likely to be very expensive.

• Virtually-tagged caches (i.e., caches indexed by virtual address instead of physical)
Virtually-tagged caches can decrease the impact of TLB flushes (since cached entries do
not need to go through the TLB), yet they can also induce significant context switch costs
because they may need to be flushed on address space changes (as opposed to physically-
tagged caches). Hence, a µ-kernel may choose to force multiple processes to share the
same address space as much as possible to avoid needing to flush the cache. If the cache
is physically addressed, the kernel may be able to switch spaces more freely (subject to
the presence of a tagged TLB or efficient segment registers as described above).

• Large (e.g., 64-bit or more) virtual address spaces
A large virtual address space provides the opportunity to divide up address spaces to avoid
context switches. For example, in L4, the 32-bit address space was divided into three
regions: one for the kernel, one for “small” processes, and one for “large” addresses.
In this manner, the µ-kernel and small processes were all available within the address
space of any large process. Conversely, large address spaces frequently lead to sparsely
used virtual address spaces, which can increase the overhead if not carefully managed.
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2 Nooks

a) Because of the way Nooks detects errors, it cannot recover from all types of driver failures.
What classes of error can it not detect? Why not extend Nooks to address these failure
modes?

Nooks cannot detect infinite loops or errors that cause the device itself to cease to function,
yet leave the driver responsive. Furthermore, Nooks makes no attempt to detect or protect
the kernel from malicious drivers. Addressing malicious code requires full-fledged protection
mechanisms like capabilities and address spaces, which would have required a fundamental
redesign. Nooks’ lightweight protection domain model significantly eased deployment, which
the authors argued was the better trade off.

b) As we discussed in class, Nooks is not a complete solution in that while it prevents the OS
from crashing, and allows the kernel to “reboot” the device driver, it does nothing to prevent
an application from noticing the driver has crashed and is being rebooted. The Nooks authors
addressed this problem in follow-on work which developed so-called shadow drivers that sat
between applications and the real drivers. Describe two different ways in which the rebooting
of device drivers could impact applications, and how you might expect shadow drivers to
address them.

Rebooting drivers may cause the device to lose initialization state. For example, rebooting the
sound driver may reset the speaker volume, leading to extremely loud or soft audio output.
Secondly, a reboot may render the device unavailable temporarily. If an application attempts
to use the device during that time, the driver will return an error, which may cause a fragile
application to crash.

3 Exokernels

a) Previously, we’ve seen how various operating systems have played games with the kernel
address space to improve the efficiency of system calls. What address space do you think the
Exokernel lives in? Justify your answer.

The kernel does not use a virtual address space—it is physically addressed, which neatly
sidesteps the issue of how to manage the kernel’s address space, and avoids dealing with
the impacts of various approaches (i.e., reserving a certain memory region or forcing TLB
flushes on context switches).

b) In order to share access to the network device, the Exokernel allows applications to download
packet filters into the kernel that specify which packets an application is interested in. List
two potential challenges to this approach, and how you might address them.

Interpreting code is often slow, so downloading a high-level language into the kernel may be
yield unacceptable performance. The Exokernel solves this by compiling the filters on the
fly into machine code. Directly executing user-provide machine code in the kernel is always
risky, however, as it’s possible the code has a bug in it. To alleviate this second concern,
the Exokernel defined a special-purpose language that could be dynamically type checked, and
guaranteed not to have loops, so even a bad filter couldn’t crash or hang the kernel.

c) We discussed in class how the Exokernel used capabilities to enforce protection without spec-
ifying access policies. This separation becomes especially tricky when attempting to grant
access to a file system across distinct processes. In particular, the kernel does not understand
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the file system structure, yet needs to decide whether to grant access to a particular disk
block. One approach would be to segregate the disk into separate partitions with exclusive
access, but this severely limits the sharing potential. The Exokernel, on the other hand,
allows multiple processes to access the same file system. How might you extend the packet
filter example to apply to disk blocks? Why might it be harder to implement?

One way would be to require a process to have a capability per data block, but that could
be quite expensive, both in terms of storage and performance (checking a capability per data
read). Instead, one might desire a capability per file, but that requires the exokernel to know
which blocks are part of file. To solve that problem, the exokernel allows library file systems
to download specially written, deterministic functions (DFNs) that interpret a file system’s
meta-data block and produce a deterministic list of data blocks that the meta-data points
to. DFNs serve as a sort of ’filter,’ allowing the kernel to enforce permissions by checking
whether a process should have access to a block. Because the functions are deterministic, they
will always return the same answer, so the same checks can be performed when attempting to
modify a file.

4 Virtual machines

a) As opposed to Disco and VMWare, Xen is a paravirtualized Virtual machine. What is the
main advantage of paravirtualization? What is the principal disadvantage?

Paravirtualization can enable the virtualization of architectures that have ’unvirtualizable’
instructions, i.e., instructions that a VMM could not normally trap and emulate, without the
need to resort to binary rewriting, which can be very tricky to get right. The big drawback of
this approach, however, is that it requires (slight) modifications to the guest OSes.

b) Both Intel and AMD have recently released new chipsets with virtualization support—additional
features included to simplify the design and improve the performance of VMMs. Give three
distinct features you might imagine they implemented and why.

There are many possible answers to this question. You can find out what the actual architec-
tures provide at the following URLS:

http://www.intel.com/technology/itj/2006/v10i3/1-hardware/1-abstract.htm

http://developer.amd.com/article print.jsp?id=15
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