
CSE 202: Design and Analysis of Algorithms Spring 2016

Problem Set 4
Instructor: Kamalika Chaudhuri Due on: Fri Jun 3

Instructions
• For your proofs, you may use any lower bound, algorithm or data structure from the text or in class,

and their correctness and analysis, but please cite the result that you use.

• All problems are worth 10 points.

• If you do not prove that your algorithm is correct, we will assume that it is incorrect. If you do not
provide an analysis of the running time, we will assume you do not know what the running time is.

Problem 1
Provide brief answers to the following questions. Detailed proofs are not necessary.

1. You are given an array A of n data elements, which come from k clusters. You don’t know which
element of A belongs to which cluster, but you do know that there are exactly n/k elements in A that
belong to each cluster. Suppose you pick a random subset S of m elements from A with replacement.
How large does m need to be so that with probability 1/2, S includes at least one element from every
cluster in A?

2. Consider the following variation of the coupon collector’s problem. Each cereal box contains one of 2n
different coupons. The coupons are in pairs – coupons 1 and 2 are a pair, 3 and 4 are a pair, and so
on. You get a prize if you get at least one coupon from each pair. Assuming that the coupons in each
box are chosen independently and uniformly at random from the 2n coupons, what is the expected
number of cereal boxes you must buy before you get a prize?

Solution
1. Let Ai be the event that no element from cluster i was chosen. The probability that all clusters are

chosen can be given by 1− Pr[A1 ∪ . . . ∪ Ak]. Using the union bound, this probability can be written
as:

1− Pr[A1 ∪ . . . ∪Ak] ≥ 1−
k∑

i=1

Pr[Ai]

= 1− k
(

1− 1

k

)m

.

This probability is ≥ 1/2 when m = Θ(k log k).

2. This problem is exactly equivalent to the coupon collector’s problem we did in class; assume that the
relevant pairs of coupons form a label. For example, coupons 1 and 2 both have label 1, coupons 3 and
4 have label 2 and so on. For any i, the probability of drawing a coupon out of the pair that forms
label i is 1

n , and we get a prize when we have collected all the labels. From the result discussed in
class, the expected number of boxes collected is Θ(n log n).



Problem 2
Given an undirected unweighted graph, the goal of the longest path problem is to find the simple path in
it with the maximum number of nodes. (Recall that a simple path is one that does not contain any node
twice). In contrast with the shortest path problem which we looked at in class, the longest path problem is
usually NP Hard. We will now look at a randomized algorithm for this problem.

1. Suppose you have a directed acyclic graph (DAG). First show that the longest path in a DAG can be
found easily via dynamic programming in O(m + n) time where m = |E| is the number of edges and
n = |V | is the number of vertices in the graph. (It is ok to give the subtask and the recurrence and
running time analysis and skip the proof of correctness in this case.)

2. Now, consider the following algorithm:

(a) Let π be a random permutation of the vertices in the graph G = (V,E), drawn uniformly at
random from the set of all permutations of V .

(b) Construct a DAG G′ = (V,E′) from G as follows. For each edge (u, v) ∈ E, if π(u) > π(v), then
add (u, v) to E′, else add (v, u) to E′.

(c) Return the longest path in G′.

If the longest path has length k, find a lower bound on the probability that this algorithm gives the
correct path.

3. Suppose the length of the longest path k = logn
log logn . How many times do you have to repeat the

algorithm in part (2) so that your probability of success is ≥ 1
2?

Solution
1. • Subtask: L(v) = length of the longest path in the DAG starting at vertex v.

• Recurrence: L(v) = 1 + maxc∈children(v) L(c)

• Base case: L(v) = 0 if v has no children.

• Evaluation Order: Reverse topological ordering.

• Final Solution: The longest path starting at v∗ = arg maxv L(v). By storing the c used to compute
L(v) at each recurrence, such a path can be reconstructed by iteratively adding each chosen child
to the path, starting at v∗.

• Runtime:

– Reverse topological ordering: O(m+ n) via standard methods.
– Recurrence: O(m + n) as we consider each vertex once, and iterating over all children of all

vertices is equivalent to iterating over all edges.
– Finding v∗: O(n).
– Path Reconstruction: O(n).
⇒ O(m+ n) over all.

2. Any path of length k in G′ corresponds to a path of length k in G, as G′ introduces only directed
versions of edges in G. If the longest path of G is unique, it will be returned by this algorithm if and
only if the longest path (or its reverse) is also in G′. If the longest path is present, it must be returned,
as no other paths in G′ may be longer. If it is not present, it clearly cannot be returned. The existence
of multiple longest paths can only improve the chances of this algorithm, as finding any one of them in
G′ will make the algorithm successful. Thus we may analyze the case where the longest path is unique
to get a lower bound on the probability that this algorithm succeeds.



For a longest path P of length k, let U = {u1, . . . , uk+1} represent the set of nodes along P . The per-
mutation π induces a permutation π′ over the set U , and if π is chosen uniformly over all permutations
of V , then π′ is also distributed uniformly over all permutations of U .

P will be found in G′ only in these two cases, each of which fully specifies the permutation π′:

(a) π′(u1) < π′(u2) < . . . < π′(uk+1)

(b) π′(u1) > π′(u2) > . . . > π′(uk+1)

Any other permutation π′ will lead to P not being in the DAG G′.

π′ is chosen uniformly among (k+ 1)! potential permutations, of which only 2 lead to success. Putting
this all together, we get the following bound:

Pr(success) ≥ 2

(k + 1)!
.

3. If we run the algorithm from part (2) T times, and return the longest path seen in any of the rounds,
this method will succeed if any one of the T runs succeed. Thus we can fail only if all T runs fail.

Modifying the bound from part (2):

Pr(failure (one round) ) ≤ 1− 2

(k + 1)!
.

This is the failure rate for a single run. To fail all T rounds, we need to raise this probability to the
T th power:

Pr(failure (T rounds) ) ≤
(

1− 2

(k + 1)!

)T
≤ e−T

2
(k+1)! .

In order to succeed at least 1
2 of the time, T must satisfy this inequality:

e−T
2

(k+1)! ≤ 1

2
.

Taking the log of both sides and solving for T , we get:

T ≥ (k + 1)! log(2)

2
.

Finally, plugging in k = logn
log logn , we may bound give an upper bound for (k + 1)!.

(k + 1)! ≤(k + 1)(k!) ≤ (k + 1)kk ≤ (k + 1)
log n

log log n

log n
log log n

≤(k + 1)e
log n

log log n (log logn−log log logn)

≤(k + 1)elogne− logn log log log n
log log n

≤(k + 1)ne− logn log log log n
log log n

≤(k + 1)n =
log n+ log log n

log log n
n

Combining this with the inequality for T, we see



T ≥
log(2)n logn+log logn

log logn

2
= Õ(n)

≥ (k + 1)! log(2)

2

would suffice to give a probability of success at least 1
2 .

Problem 3
Blood samples from n people are being tested for a disease. It can be costly to test each person separately,
so we pool blood from a group of k people and test them. If the test is negative, we know noone in the pool
have the disease. If the test is positive, all the k people in the pool have to be tested again individually to
find out who has the disease, and thus k+ 1 total tests are required for the k people in the pool. Suppose n
is a multiple of k, and we create n/k disjoint pools of k people to test. Moreover, assume that each one of
n people has the disease independently with probability p.

1. What is the probability that the test will be positive for a pooled sample of k people?

2. What is the expected number of tests needed?

3. Given n and p, what is the best value of k so that the expected number of tests is minimized?

4. Notice that pooling is not always better than doing n individual tests. Give an inequality to show for
what values of p, pooling is better than doing individual tests.

Solution
1. The test will be positive for the pooled sample if any of the k people have the disease. We can write

Pr[Test positive] = 1− Pr[Test negative]
= 1− (1− p)k.

2. Let T be the random variable representing the number of tests needed, and let Ti be the number of
tests needed for the i-th pool of k people. We can write T =

∑n/k
i=1 Ti.

To compute E[Ti], note that if the test is negative, we only need one test, and if the test is positive,
we need k+ 1 tests. We already calculated the probability that the test is positive in part 1; therefore:

E[Ti] = 1× (1− p)k + (k + 1)× (1− (1− p)k)

= 1 + k(1− (1− p)k).

Linearity of expectation implies that E[T ] =
∑n/k

i=1 E[Ti], or

E[T ] =
n

k
+ n(1− (1− p)k).

3. To find local extrema of E[T ], we can take the first derivative with respect to k:

∂

∂k
E[T ] = − n

k2
− n(1− p)k log(1− p).



The roots of ∂
∂kE[T ] give the local extrema of E[T ]. For a root k, to check that it is a minimum (and

not a maximum), we can take the second derivative:

∂2

∂k2
E[T ] =

2n

k3
− n(1− p)k log2(1− p).

If k is a root of the first derivative, and the second derivative evaluated at k is positive, then k is a
local minimum.

We must also check the boundary values for k: k = 1 and k = n. The overall best k is the k which
minimizes E[T ] among the local minima, k = 1, and k = n. Computing E[T ] for such k and comparing
will give the best k.

4. Without pooling, n tests are required. Pooling is better than doing individual tests if:

n

k
+ n(1− (1− p)k) < n

for the k found in part 3.


