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1. [15 points] Suppose you are given the following feature vectors:

x1 = (1,1),x2 = (2,1),x3 = (1,−1),x4 = (−1,−1),x5 = (−2,1)

Their corresponding labels are
y1 = 1,y2 = 1,y3 =−1,y4 =−1,y5 =−1

This data is plotted below where class 1 is represented by triangles and −1 by circles. Also shown in the figure are two
weak learners h1 and h2, represented by an offset and an arrow. The arrow points in the direction in which the weak
learner predicts 1. More formally, the weak-learners are: hi(x) = sign(〈wi,x〉+ bi), for i = 1,2. The parameters are
w1 = [1,0], b1 =−1.5, w2 = [0,1], b2 = 0.

Using h1 and h2, we will now create an ensamble classifier H using boosting. Answer the following questions. The
calculations below have been rounded to 2 decimal places. If there is no exact match, choose the closest value.

Only one of the answers is fully correct; mark the answer that is fully correct in the answer sheet. Note that you will
not get any credit if you mark multiple answers (even if one of the answers marked is fully correct.)
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(a) [5 points] Suppose we choose h1 as our weak learner in the first round of boosting. What is value of α1?

1. 0.69
2. 0.20
3. −0.69
4. 0.30
5. −0.20

(b) [5 points] Suppose we choose h2 as our weak learner in the second round of boosting. What is the value of α2?

1. 0.67
2. −0.42
3. 0.42
4. 0.97
5. 0.13
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(c) [5 points] Given a new data point xu = [.5,1], what is the weighted sum ∑
2
i=1 αihi(xu)?

1. 0.14
2. 0.15
3. 0.16
4. 0.17
5. None of the above.
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2. [15 points] We will again use the dataset from the previous question for perceptron. For your convenience, the dataset is
again given below. The feature vectors are:

x1 = (1,1),x2 = (2,1),x3 = (1,−1),x4 = (−1,−1),x5 = (−2,1)

Their corresponding labels are
y1 = 1,y2 = 1,y3 =−1,y4 =−1,y5 =−1

This data is plotted below where class 1 is represented by triangles and −1 by circles.
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We will use this dataset to train a perceptron classifier that does a single pass over the data in order (x1,y1), (x2,y2),
(x3,y3), (x4,y4), (x5,y5). Answer the following questions.

Only one of the answers is fully correct; mark the answer that is fully correct in the answer sheet. Some of the answers
may be partially correct; you will not get any credit for marking an answer that is partially correct. Note that
you will not get any credit if you mark multiple answers (even if one of the answers marked is fully correct.)

(a) [5 points] Suppose we start with w1 = [0,0]. What is the value of w3?

1. [1,1]
2. [−1,0]
3. [3,2]
4. [2,1]
5. None of the above.

(b) [5 points] What are the values of t where the wt+1 is updated? (That is, where wt+1 is not set to be equal to wt)

1. t = 1, 2, 4 and 5.
2. t = 1, 3, 4 and 5.
3. t = 1, 3 and 5.
4. t = 1, 2 and 5.
5. t = 1, 4 and 5.

(c) [5 points] What is the final output vector w6?

1. [1,1]
2. [2,1]
3. [1,2]
4. [0,2]
5. None of the above.
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3. [15 points] In this question, we will look at kernels and feature maps.

Only one of the answers is fully correct; mark the answer that is fully correct in the answer sheet. Some of the answers
may be partially correct; you will not get any credit for marking an answer that is partially correct. Note that
you will not get any credit if you mark multiple answers (even if one of the answers marked is fully correct.)
(a) [5 points] Suppose we are given the following dataset in the figure. The dataset has two features x1 and x2, and two

labels, marked by plus and diamonds. The decision boundary is known to be x2
1 + x2

2 = r2 for some r > 0. Which
of the following feature maps would make this dataset linearly separable by a hyperplane through the origin?

1. φ(x) = [x2
1,x

2
2].

2. φ(x) = [x2
1 + x2

2].
3. φ(x) = [x2

1 + x2
2,1].

4. φ(x) = [x1,x2,x2
1,x

2
2].

5. All of the above.

(b) [5 points] For the rest of the question, assume that we are given three functions K1(x,z), K2(x,z) and K3(x,z) which
are all kernels with feature maps φ1(·), φ2(·) and φ3(·). Consider the following two statements:
(a) If N(x,z) = K1(x,z)K2(x,z)+K3(x,z), then N(x,z) is a kernel.
(b) If Q(x,z) = K1(x,z)K2(x,z)2, then Q(x,z) is a kernel.
Which of the following options is correct?

1. Only (a) is correct.
2. Only (b) is correct.
3. Both (a) and (b) are correct.
4. Both (a) and (b) are incorrect.

(c) [5 points] Let M(x,z) = K1(x,z)
K2(x,x)K2(z,z)

. Which of the following statements is correct?

1. M(x,z) is not a kernel because it is not symmetric.
2. M(x,z) is not a kernel, because it involves division with K1 in the numerator and K2 in the denominator.
3. M(x,z) is a kernel; the feature map is φ1(x)

φ2(x)
.

4. M(x,z) is a kernel; the feature map is φ1(x)
‖φ2(x)‖ .

5. None of the above answers is correct.
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4. [25 points] In the following questions, only one of the answers is fully correct; mark the answer that is fully correct
in the answer sheet. Some of the answers may be partially correct; you will not get any credit for marking an
answer that is partially correct. Note that you will not get any credit if you mark multiple answers (even if one of
the answers marked is fully correct.)

(a) [5 points] Let S1 and S2 be two separate training data sets. Let hk(Si,x) be the binary classifier function which
takes in a training data set Si and a test example x, and outputs the result of the k-nearest neighbor classifier that has
been trained on data set Si on the test example x. (So, for example, h5(S1,x) is the output of the 5-nearest neighbor
classifier trained on S1 on the test example x). Assume that the two labels are 0 and 1. Consider the following two
statements:

(a) If h1(S1,x) = 1 and h1(S2,x) = 1, then h1(S1∪S2,x) = 1
(b) If h3(S1,x) = 1 and h3(S2,x) = 1, then h3(S1∪S2,x) = 1

Which of the following statements is correct?

1. Only (a) is correct.
2. Only (b) is correct.
3. Both (a) and (b) are correct.
4. Both (a) and (b) are incorrect.

(b) [5 points] Let X and Y be two random variables such that Y = f (X) where f is a function. Recall that we call a
function f one-to-one if for all x1 and x2, x1 6= x2 =⇒ f (x1) 6= f (x2).

(a) If f is a one-to-one function, then H(Y ) = H(X)

(b) If f is not a one-to-one function, then H(Y )< H(X)

Which of the following options is correct?

1. Only (a) is correct.
2. Only (b) is correct.
3. Neither (a) nor (b) is correct.
4. Both (a) and (b) are correct.
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(c) [5 points] Let X1, X2 and X3 be three random variables, each of which takes values 0 and 1, and suppose Y is some
function of X1, X2 and X3. The joint distribution of these four variables is described by the following table:

Y X1 X2 X3 Probability
1 T T T 1/8
1 T T F 1/8
0 T F F 1/8
0 T F T 1/8
1 F F T 1/8
1 F F F 1/8
0 F T F 1/8
0 F T T 1/8

Which of the following statements is true about X1, X2 and X3? (Hint: You may not need to compute the actual
entropies.)

1. H(Y |X1)< H(Y |X2)< H(Y |X3)

2. H(Y |X1) = 0
3. H(X3)< H(X2) = H(X1)

4. H(X3) = H(X2) = H(X1)

5. H(Y |X1)> H(Y |X2)

(d) [5 points] Let w1 and w2 be two linear classifiers through the origin such that ‖w1‖= ‖w2‖= 1, and the true error
of w1 and w2 with respect to the data distribution D is zero. Then:

1. w1 = w2.
2. Either w1 = w2 or w1 =−w2.
3. w1 = cw2 for some scalar c 6= 0.
4. w1 = cw2 for some scalar c > 0.
5. None of the statements above may be true; it all depends on the data distribution.

(e) [5 points] Suppose you are classifying emails into spam or not spam. Your feature set is the set of all words in the
email. You are using a perceptron classifier, and you figure that the poor performance of your classifier due to high
bias. Which of the following actions would decrease the bias of your classifier?

1. Add more training examples.
2. Remove some training examples.
3. Add features from the email header.
4. Use a different linear classification algorithm, such as Support Vector Machines.
5. Remove some of the features that do not seem relevant.


