
Assignment 7 Solutions!
Caches and Virtual Memory!!

Due: June 2, 2014!!
Unless otherwise noted, the following problems are from the Patterson & Hennessy textbook 
(5th ed.).!!
1. Introduction to Caches: 

Cache line (block) size = 2 ^ offset bits. 
Cache line (block) number = 2 ^ index bits. 
(1) Cache line size is 32 bytes, 8 words; it has 32 cache lines. 
(2) Cache line size is 64 bytes, 16 words; it has 64 cache lines. !

2. Too small a Backpack 
Cache line size = 4 words = 16 bytes. 
Offset size = log2(cache line size) = log2(16) = 4 bits. 
C = A * B * S, so 8KB = 2 * 16B * Number of lines; Number of lines = 2 ^ 8 = 256. 
Index size = log2(Number of lines) = log2(256) = 8 bits. 
Tag size = 32−4−8=20bits 
Then we access cache using corresponding tag, index and offset with LRU or MRU policy: 

(a) From the table, we have 7 misses 
 
(b) Access the cache again, the table is the same. We still have 7 misses. 
 
(c) When changed to direct-mapped cache, we should observe potential conflict misses 
(address with same index, different tag); or go over the cache accessing table again. Notice 
direct-mapped cache has 9 bit for index. In this case, the miss-rate does not change. 
 
(d) On a read-miss, assuming the L1 cache line chosen to evict is dirty, first write back the 
old data to L2 which takes 10 cycles. Then read the new data from L2 in 10 cycles to write to 
L1. The L1 cache line is now marked clean. The caches could potentially do both at the 
same time though. Total time for a read-miss can be either 10 or 20 cycles. 
For a write-miss, assuming the L1 cache line chosen to evict is dirty, write the old data back 



to L2 in 10 cycles, read the new data from L2 in 10 cycles to write in the L1 cache line, then 
write the new data to the L1 cache line. The L1 cache line remains dirty. Total time for a 
write-miss is 20 cycles. 
 
(e) On a read-miss, the old data in the L1 cache line does not need to be written to L2. Read 
the data from L2 in 10 cycles to write to L1. Total time for a read-miss is 10 cycles. 
On a write-miss, since the L1 cache is write-through, the new data needs to be written to L2 
in 10 cycles. However, since the L1 cache is also write-allocate, the new data needs to be 
written to L1 as well. The old data evicted in the L1 cache line does not need to be written to 
L2, but reading the new data from L2 to write to L1 will take 10 cycles. Total time for a write-
miss is 20 cycles.!!

3. Virtual and Physical Addresses 
(a)  
Virtual Address = OS address length  
Physical Address = log2(RAM size) bits 
Offset = log2(page size) bits 
Virtual Page Number bits = Virtual Address - Offset  
Physical Page Number bits = Physical Address - Offset 

(b) Advantages: 
May reduce page faults number; smaller page number; fewer TLB misses, etc. 
This is similar to the trade-off of increasing cache line size to reduce compulsory misses. 
 
(c) Disadvantages: 
Page faults will be more expensive; when locality is bad resource will be wasted, etc. 
This is similar to the trade-off of increasing cache line size to reduce compulsory misses. !

4. Using the TLB 
Since each page is 4 KB, the lower 12 bits of the address are the page offset and can be 
ignored. The page number or tag is the remaining upper 20 bits. 
We start by checking all the tags in the TLB for a match. For a correct match, the valid bit 
must also be set. If there is a match we have a TLB hit (H), and all we have to do is update 
the LRU bits. 
If there is no match in the TLB, we have to check the page table. Use the page number (tag) 
as an index into the page table. If the entry is valid, we have a TLB miss (M). Evict the least 
recently used entry in the TLB and replace it with the new translation. Remember to update 
all of the LRU bits and set the valid bit as well. 
Finally, if the entry in the page table is invalid, our page is on disk and we have a page fault 
(PF). As per the instructions, assign it a new page number (starting with 13), and set its valid 
bit in the page table. Then you must update the TLB by evicting the LRU entry as before. 
The ending tables will look like the following: !!
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