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Goals for this Class
• Understand how CPUs run programs
• How do we express the computation the CPU?

• How does the CPU execute it?

• How does the CPU support other system components (e.g., the OS)?

• What techniques and technologies are involved and how do they 
work?

• Understand why CPU performance varies
• How does CPU design impact performance?

• What trade-offs are involved in designing a CPU?

• How can we meaningfully measure and compare computer 
performance?

• Understand why program performance varies
• How do program characteristics affect performance?

• How can we improve a programs performance by considering the CPU 
running it?

• How do other system components impact program performance?
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Goals
• Understand and distinguish between 

computer performance metrics
• Latency

• Bandwidth

• Various kinds of efficiency

• Composite metrics

• Understand and apply the CPU performance 
equation

• Understand how applications and the 
compiler impact performance

• Understand and apply Amdahl’s Law



14

What do you want in a computer?



What do you want in a computer?

• Power 
efficiency

• speed
• Instruction 

throughput

• Latency

• FLOPS

• Reliability

• Security

• Memory 
capacity

• Fast memory

• Storage 
capacity

• Connectivity

• Easy-to-use

• Fully function 
keyboard

• Cooling 
capacity

• Heating

• User interface

• Blue lights

• Cool gadgets

• Frame rate
• Crysis metric

• Weight

• Size

• Battery life

• dB

• Awesomeness
• Beiber

• Coolness
• Gaganess

• Extenpandabili
ty

• Software 
compatibility

• Cost

15
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Metrics



Basic Metrics
• Latency or delay (Lower is 

better)
• Complete a task as soon as 

possible

• Measured in seconds, us, ns, 
clock cycles, etc.

• Throughput (Higher is 
better)
• Complete as many tasks per 

time as possible

• Measured in bytes/s, 
instructions/s, instructions/cycle

• Cost (Lower is better)
• Complete tasks for as little 

money as possible

• Measured in dollars, yen, etc.

• Power (Lower is 
better)
• Complete tasks while dissipating 

as few joules/sec as possible

• Measured in Watts (joules/sec)

• Energy (Lower is better)
• Complete tasks using as few 

joules as possible

• Measured in Joules, 
Joules/instruction, 
Joules/execution

• Reliability (Higher is better)
• Complete tasks with low 

probability of failure

• Measured in “Mean time to 
failure” MTTF -- the average 
time until a failure occurs.

17
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Example: Latency
• Latency is the most common metric in 

architecture
• Speed = 1/Latency

• Latency = Run time

• “Performance” usually, but not always, means 
latency

• A measured latency is for some particular task
• A CPU doesn’t have a latency

• An application has a latency on a particular CPU
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Where latency matters
• Application responsiveness
• Any time a person is waiting.

• GUIs

• Games

• Internet services (from the users perspective)

• “Real-time” applications
• Tight constraints enforced by the real world

• Anti-lock braking systems -- “hard” real time

• Multi-media applications -- “soft” real time



Latency (time) matter more than 

bandwidth (rate)…

Letter Answer

A While driving yourself to work and while 

driving a semi-truck across country

B For a plane’s autopilot and for the 

Facebook front page

C When doing homework but not when 

taking an exam

D When building a sky scraper but not 

when building integrated circuits.

E All of the above.
20
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Ratios of Measurements
• We often want to compare measurements of two systems
• e.g., the speedup of CPU A vs CPU B

• e.g., the battery life of laptop X vs Laptop Y

• The terminology around these comparisons can be confusing.

• For this class, these are equivalent
• Vnew = 2.5 * Vold

• A metric increased by 2.5 times (sometimes written 2.5x, “2.5 ex”)

• A metric increased by 150% (x% increase == 0.01*x+1 times increase)
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Ratios of Measurements
• We often want to compare measurements of two systems
• e.g., the speedup of CPU A vs CPU B

• e.g., the battery life of laptop X vs Laptop Y

• The terminology around these comparisons can be confusing.

• For this class, these are equivalent
• Vnew = 2.5 * Vold

• A metric increased by 2.5 times (sometimes written 2.5x, “2.5 ex”)

• A metric increased by 150% (x% increase == 0.01*x+1 times increase)

• And these
• Vnew = Vold / 2.5

• A metric decreased by 2.5x

• A metric decreased by 60% (x% decrease == (1 - 0.01*x) times increase)

• A metric increased by 0.4 x

• For bigger-is-better metrics, “improved” means “increase”; for 
smaller-is-better metrics, “improved” means “decrease”.  
• e.g., Latency improved by 2x, means latency decreased by 2x (i.e., dropped by 50%)

• e.g., Battery life worsened by 50%, means battery life decrease by 50%.
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Which row has equivalent entries?

• For this class, these are equivalent
• Vnew = 2.5 * Vold

• A metric increased by 2.5 times (sometimes written 2.5x, “2.5 ex”)

• A metric increased by 150% (x% increase == (0.01*x)+1 times increase)

Letter
Speedup of Vnew

over Vold

A 1.2x Vold = Vnew/1.2 Increase of 16%

B 1.16x Vold = Vnew/1.16 Increase of 16%

C 4x Vnew = Vold * 4 Increase of 300%

D None of the above

E B and C
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Which row has equivalent entries?

• For this class these are equivalent
• Vnew = Vold / 2.5

• A metric decreased by 2.5x

• A metric decreased by 60% (x% decrease == (1 - 0.01*x) times increase)

• A metric increased by 0.4 x

Letter
Decrease from Vold

to Vnew

A 1.2x Vnew = Vold/1.2 Reduction of 16.6%

B 0.8x Vnew = Vold*1.25 Increase of 25%

C 3x Vnew = Vold/0.2 Increase of 65%

D A and B

E None of the above
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Example: Speedup
• Speedup is the ratio of two latencies
• Speedup = Latencyold/Latencynew

• Speedup > 1 means performance increased

• Speedup < 1 means performance decreased

• If machine A is 2x faster than machine B
• LatencyA = LatencyB/2

• The speedup of B relative to A is 1/2x or 0.5x.

• Speedup (and other ratios of metrics) allows 
the comparison of two systems without 
reference to an absolute unit
• We can say “doubling the clock speed with give 2x speedup”

without knowing anything about a concrete latency.

• It’s much easier than saying “If the program’s latency was 
1,254 seconds, doubling the clock rate would reduce the 
latency to 627 seconds.”
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Derived metrics
• Often we care about multiple metrics at once.

• Examples (Bigger is better)
• Bandwidth per dollar (e.g., in networking (GB/s)/$)

• BW/Watt (e.g., in memory systems (GB/s)/W)

• Work/Joule (e.g., instructions/joule)

• In general:  Multiply by big-is-better metrics, divide by 
smaller-is-better

• Examples (Smaller is better)
• Cycles/Instruction (i.e., Time per work)

• Latency * Energy  -- “Energy Delay Product”

• In general: Multiply by smaller-is-better metrics, divide by 
bigger-is-better
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Example: Energy-Delay
• Mobile systems must balance latency (delay) 

and battery (energy) usage for computation.

• The energy-delay product (EDP) is a 
“smaller is better” metric
• Base units:  Delay in seconds; Energy in Joules; 

• EDP units:  Joules*seconds
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Example: Energy-Delay
• If we use EDP to evaluate design alternatives, the following 

designs are equally good

• One that reduces battery life by half and reduces delay by 
half
• Enew = 2*Ebase

• Dnew = 0.5*Dbase

• Dnew * Enew = 1 * Dold * Eold

• One that increases delay by 100%, but doubles battery life.
• Enew = 0.5*Ebase

• Dnew = 2*Dbase

• Dnew * Enew = 1 * Dnew * Enew

• One that reduces delay by 25%, but increases energy 
consumption by 33%  
• Enew = 1.33*Ebase

• Dnew = 0.75*Dbase

• Dnew * Enew = 1 * Dnew * Enew
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What’s the Right Metric?
• There is not universally correct metric

• You can use any metric you like to evaluate computer 
systems
• Latency for gcc

• Frames per second on Crysis

• (Database transactions/second)/$

• (Power * CaseVolume)/(System weight * $)

• The right metric depends on the situation.
• What does the computer need to accomplish?

• What constraints is it under?

• We will mostly focus on performance (latency and/or 
bandwidth)



Example: Long Distance Networking

• Desirable characteristics of a long-distance 
network link
• It should transmit data in a short time (Smaller is 

better)

• It should transmit lots of data (Bigger is better)

• It should transmit data a great distance (Bigger is 
better)

• What should metric be?:
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Which line(s) is correct?

Letter Bigger is better Smaller is better

A 1/Runtime Frames per second

B Clock Speed Energy/Instruction

C Cost/Joules Joules*Cost

D Bandwidth/Failure Battery life

E B and C

34
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Benchmarks
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Benchmarks: Making Comparable Measurements

• A benchmark suite is a set of programs that are 
representative of a class of problems.
• Desktop computing (many available online)

• Server computing (SPECINT)

• Scientific computing (SPECFP)

• There is no “best” benchmark suite.
• Unless you are interested only in the applications in the suite, the suite 

cannot perfectly represent your workload. 

• The applications in a suite can be selected for all kinds of reasons.

• To make broad comparisons possible, benchmarks usually 
are;
• “Easy” to set up

• Portable

• Well-understood

• Stand-alone

• Run under standardized conditions

• Real software is none of these things.
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SPECINT 2006

Application Language Description

400.perlbench C PERL Programming Language

401.bzip2 C Compression

403.gcc C C Compiler

429.mcf C Combinatorial Optimization

445.gobmk C AI: go

456.hmmer C Search Gene Sequence

458.sjeng C AI: chess

462.libquantum C Quantum Computing

464.h264ref C Video Compression

471.omnetpp C++ Discrete Event Simulation

473.astar C++ Path-finding Algorithms

483.xalancbmk C++ XML Processing

• In what ways are these not representative?
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• Despite all that, benchmarks are quite useful.
• e.g., they allow long-term performance comparisons

SPECINT 2006


