
CSE 151 Machine Learning
Instructor: Kamalika Chaudhuri



Announcements

• Homework 1 due on Thu Apr 19

• Midterm 1 is on Mon Apr 23

• Sign up on Piazza!

• Review session 3-4 Friday, at COGS 002



Classification

Given labeled data:

(xi,     yi)

where y is discrete, find a rule to predict y values for unseen x

feature
vector label

i=1,..,n



Performance Measures

Training error:
For a classifier f, given training data (x1,y1),..(xm, ym)

1
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j=1

1[f(xj) �= yj ]Training error =

For a classifier f, given test data (x1,y1),..(xm, ym)
1

m

m�

j=1

1[f(xj) �= yj ]Test error =

Test error:

Both are proxy for the true error of the classifier:

True error =

where data (both training and test) are drawn from an 
underlying distribution D

E(X,Y )∼D[1[f(X) �= Y ]]



The Nearest Neighbor Classifier

Labelled examples (x1, y1), .., (xn, yn), 
Predict label of a new example x

Given:

Solution:
Return yj

j = argmini d(x, xi)
d is the distance



The Nearest Neighbor Classifier

Labelled examples (x1, y1), .., (xn, yn), 
Predict label of a new example x

Given:

Solution:
Return yj

j = argmini d(x, xi)
d is the distance



What is the training error of the nearest neighbor classifier?



Example 1

x=-1 x=0 x=3

Training Data

x=4 x=5

What does the classifier look like?



Example 1

x=-1 x=0 x=3 x=4 x=51.5 4.5

Training Data

What does the classifier look like?

Decision 
Boundary

Decision 
Boundary

Decision Boundary: 
Boundary between regions corresponding to different classes



Exercise

Training Data:      ( (0, 0),  1),    ( (4, 0),  2),    ( (1, 3),  3)

What does the decision boundary look like?



Exercise

What does the decision boundary look like?

Training Data:      ( (0, 0),  1),    ( (4, 0),  2),    ( (1, 3),  3)



When does 1 NN work?

Each label is a contiguous region of space. 1-NN works well
in the interior, not so well close to the decision boundary.

Truth Classifier



When does it not work so well?

Truth

Training
Data



When does it not work so well?

Truth

Training
Data

1NN



How to make it more robust?

Find the k-nearest neighbors, and output the majority 
of their labels

p=probability that a close 
neighbor has the correct 
label



k-Nearest Neighbor Classifier

Given:

Solution:

Return majority(y1,.., yk)

Find j1,..,jk, indices of k closest neighbors of x 
in {x1,.., xn}

Labelled examples (x1, y1), .., (xn, yn), 
Predict label of a new example x



Example 1

Truth

Training
Data

1NN



Example 1

Truth

Training
Data

1NN

3NN



Example 1

Truth

Training
Data

1NN

3NN

5NN



How to choose k?

What if k is too low?
Less robust to errors
More errors close to the boundary
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How to choose k?

What if k is too low?
Less robust to errors
More errors close to the boundary

What happens if k=n?

Always reports the majority label
May have problems too if k is too high



Example

Truth 1 NN

15 NN 25 NN
Error: 8.8%Error: 7.1%

Error: 4.5%

Sample size: 200,  3NN error: 3.5%



How to choose k?

1. Split data into training set and validation set.

2. Train classifier on training set for k=1, 2, 3, ...

3. Evaluate how good each classifier is on the validation 
set, and pick the one that performs best



The Usual Picture

Training 
Data

Classification 
Algorithm

Classifier

Test Data

Test Error



With Validation

Classifier

Test Data

Test Error

Training 
Data

Classification 
Algorithm 1 Classifier 1

Validation
Data

Validation 
Error

Training 
Data

Classification 
Algorithm 2 Classifier 2

Validation
Data

Validation 
Error

Pick best 
one



What is d?

Most common case, d is the Euclidean distance
But d can be other distances too

Example: L1 distance or Manhattan distance

For x = (x1,..,xd), y = (y1,.., yd), L1 distance between x and y:

�x− y�1 =
d�

i=1

|xi − yi|

Euclidean distance(x,y)|x1 - y1|

|x2 - y2|

x

y



How to find the neighbors?
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Worst case classification time: O(n) for n training points
Can we do better for 1-NN when xi is in one dimension?
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How to find the neighbors?

Worst case classification time: O(n) for n training points
Can we do better for 1-NN when xi is in one dimension?

For high dimensions, special data structures, e.g, 
Locality Sensitive Hashing

Sort the xi’s and do binary search. Classification Time = O(log n)



Curse of Dimensionality

Generally, k-NN methods do poorly when the data 
dimension is high

To get around this, we use feature selection 
(covered later, if time permits)

Example: Images



Advantages and Disadvantages

Advantages:
1.  Simple and easy to implement
2.  Flexible 

Disadvantages:
1.  Doesn’t work very well in high dimensions
2.  Classification time is high
3.  Need a lot of space to store the classifier


