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Review

To summarize last time, backtracking

1. Finds solutions satisfying constraints among exponentially many possible
solutions. (So does exhaustive search.)

2. Views solution process as a sequence of (retractable) decisions. (Exhaus-
tive search makes all decisions at once.)

3. Considers all options, but saves time by (1) making inferences about other
decisions given the current search state, and then (2) entirely avoiding un-
promising paths. (Exhaustive search ignores information from previously
considered solutions or partial solutions.)

Example: Hamiltonian Path 1

Given an undirected graph and two nodes x and y, find a path from x to y
visiting each node in the graph exactly once. This can be seen as a sequence of
decisions, where at each node we decide which node to visit next. A successful
path will reach y after visiting every other node.

1 HP(G, x, y)

2 if x = y

3 return (|V| = 1)

4 else

5 H <- G - { x }

6 for z in adj(x)

7 if HP(H, z, y)

8 return true

9 return false

1See e.g. http://mathworld.wolfram.com/HamiltonianPath.html for more information.
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Running time: At the i-th decision point, we have n − i possible choices
of where to go next. Since we have to make n decisions, the total running time
is

n∏

i=1

n − i = (n − 1)!

This is a reasonable win over exhaustive search’s O(nn) time.
We can derive a tighter bound for specific types of graph. For example, if

all nodes have degree ≤ 3, then

T (n) ≤ 3 × 2n = O(2n)

since after the first node, we never have more than two choices of where to go
from a node (we came in one edge, leaving at most two outgoing edges).

Now consider such a degree-3 graph with n vertices and m edges. By keeping
track of how many edges can still lead to unvisited nodes, we will show that our
algorithm eliminates many choices before they are reached, and therefore runs
faster than O(2n). Since each edge has two endpoints,

3n ≥
∑

x

deg(x) = 2m

So m ≤ 3n/2. Every time we visit a node with a choice (degree 2), we eliminate
two edges from consideration (since we can’t return to that node). Therefore
since a path has length n, and since the number of edges m ≤ 3n/2, we can
only visit ≤ m/2 = 3n/4 at which we have a choice. This means that

T (n) ≤ O(23n/4)

But this is still a relatively brute-force search. To further improve our run-
ning time, we can add more heuristics to limit our search. Specifically, if at any
point G contains a node of degree 1, there can’t be a Hamiltonian path, so we
can stop searching:

1 HP(G = (V,E), x, y)

2 if x = y

3 return (|V| = 1)

4 else

5 H <- G - { x }

6 if H has some node z with deg(z) < 2

7 return false

8 for z in adj(x)

9 if HP(H, z, y)

10 return true

11 return false

How much faster will this version be? To derive a tighter bound, assume
that at each point in our search we have seen t1 and t2 degree-2 and -3 nodes,
respectively. Then N = n − t1 − t2 nodes and M = m − 2t2 − t1 edges remain
to be considered. We will terminate early if
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1. N ≥ M , since more nodes than edges left; or

2. t2 > m − n + 1, since we have seen enough degree-2 nodes to necessarily
have produced a dead-end.

(2) implies that we will make no more than m − n + 1 ≥ n/2 + 1 choices, so

T (n) ≤ O(2n/2)

Since this isn’t a tight bound, we might be able to improve upon it, either with
better heuristics or with a sharper analysis, but it’s not immediately clear how.

Conclusions

From this example, we can learn the following lessons about backtracking:

1. While deriving upper bounds (O) can be straightforward, deriving tight
(Θ) bounds is hard or impossible.

2. Therefore typical running times may be much faster than our worst-case
bounds indicate.

3. Small algorithmic changes can lead to large, unpredictable performance
improvements.

4. Performance can depend dramatically on the input data (versus e.g. merge-
sort, which always performs the same number of steps).
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