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I.  Introduction  
 

A Personal Digital Assistant (PDA) is a small, mobile computing device providing services 
tailored to people "on the go".  The most familiar of these applications have included personal 
organizer, calculator, alarm, and notepad.  A successful PDA design approach used by the Palm 
group advocates the tradeoff of system functionality in favor of device wearability.  More recently, 
however, technological advances have expanded the functionality envelope of PDAs without 
sacrificing portability.  Consequently, word processing, spell checking, dictionary, and 
spreadsheet applications have started appearing on wearable devices.  The portability of PDAs 
has even served as a catalyst for current development of route planning and journey tracking 
systems [12].  Newer machines rely on advances in hardware technology to satisfy increasingly 
intensive processor and memory requirements of future applications while maintaining their 
portability.  
 

PDAs feature special challenges for technology and software.  Their small memories 
require that operating systems and applications be lean.  Code must be organized for efficiency 
and safety within a small address space.  Protection is a key issue for data that are transferred 
between mobile units and base stations like desktop PCs.  Transcoding is one technique by 
which applications and files can be scaled to the PDA environment.  Power management 
becomes critical for prolonging the working lifetime of devices with limited space for resources 
like batteries. Thus, the philosophy driving PDA development is a small portable multi-purpose 
computing device designed for convenience and easy inter-device communications.  The 
challenge of PDA development in lieu of PDA philosophy, both in hardware and software, is to 
make a machine that will run programs efficiently on minimal resources.  This paper discusses in 
particular the approaches that two devices, the Xerox ParcTab and the Palm Pilot, use to address 
the issues involved.  The ParcTab represents one early vision of a PDA, and the Palm Pilot is an 
example of a state-of-the-art commercial product.  Two issues on which on-going research is 
being done, transcoding and power management, are also discussed in greater detail. 
 
 
II.  Examples of PDA Systems 
 
A.  ParcTab, an early PDA 
 
The Design of ParcTab 

As a research tool, the ParcTab provided insight into issues surrounding the design of 
operating systems for PDAs.  Since the ParcTab contained a limited amount of memory, it ran a 
simple operating system.  Experience gained with building a small operating system that still 
provided safe execution of foreign code helped lay the groundwork for commercial devices that 
were to follow. 
 

The developers of the ParcTab saw wireless communication as an important aspect of 
mobile computing.  Communication allows users to ubiquitously connect to an information 
infrastructure being built from existing global networks.  As a result they emphasized 
communication over local processing in designing the ParcTab system.  The ParcTab had 
onboard communication facilities, using 19.2 Kbps infrared links to interact with nearby devices 
and services on a location-based infrastructure, as well as with “traditional” infrastructure of 
workstations and backend server machines [10].  In contrast to the approach used by other 
contemporary PDAs, most ParcTab applications ran on remote hosts and therefore depended on 
reliable communication through the IR network.  The infrastructure provided reliability as well as 
uninterrupted service when a ParcTab was moved from place to place. 
 
Hardware and Software Architecture 

The ParcTab was one component of a communication network between stationary 
transceivers (base stations) and mobile systems, as well as between two or more mobile 
systems.  The ParcTab itself was a stylus-based hand-held device with a touch-sensitive display, 



audio feedback, and bus connector for expansion.  Rechargeable batteries provided power for up 
to 12 hours of continuous use.  Energy was conserved through a power-saving mode when not in 
use.  Transceivers were points of contact between mobile units and the network.  One or more 
base station transceivers were connected to a host workstation with a serial port.  The host 
controlled the base station by sending commands over a serial line.  The base station forwarded 
signals to the host as soon as they were received.  
 

There were three types of software components in the ParcTab system: gateways, 
agents, and applications.  Gateways implemented a datagram service for sending and receiving 
packets using infrared (IR) signals.  Each tab was represented by an agent.  An agent tracked the 
location of its tab and provided location-independent reliable remote procedure calls.  Protocols 
enforced security, preventing, for example, an unauthorized application from taking control of a 
tab.  Applications were built using a library of widgets designed to accommodate the ParcTab's 
low IR-communication bandwidth and small display area.  A distinguished application, the “shell”, 
permitted a tab user to start and switch among applications.  [10] 
 
Communications and Applications 

The network relied on three communication media:  infrared was used for variable-length 
packets between transceivers and Tabs; serial lines connected hosts running the IR gateways 
and hardware transceivers; and the Ethernet connected IR gateway programs with tab agents.  
ParcTabs communicated with transceivers via variable-length IR data packets with a maximum 
size of 256 bytes.  A packet broadcast into the infrared band was received by all transceivers 
within a small area unit called a ‘cell’ (essentially a room in a building) and was copied from the 
infrared medium by destinations which selected it according to the packet’s address.  Stationary 
or mobile IR transceivers sent and received IR signals at multiple rates (as high as 19200 bps), 
verified checksums, and buffered transmit and receive packets.  Packets sent from the 
transceiver contain type, length, source address, destination address, payload, and checksum.  
Gateway software on each host exported an Ethernet-based RPC interface for communicating 
with a base station.  The gateway provided an unreliable packet delivery service similar to UDP.  
Above this protocol level was an at-most-once RPC employing sequence numbers and timeouts.  
Sun RPC was used for communication between gateways, agents and applications. 

 
An agent mediated communication between an application running on a host and the 

agent’s Tab. The agent handled packet retry and switched between different transceivers as the 
tab moved.  The agent also moderated Tab sharing by allowing only one application to 
communicate with the Tab at a time.  Events from the tab were asynchronous (one way), 
unreliable, and a sequence number is used for filtering multi-path duplicates at the agent.  RPC 
from applications were reliable (modulo Unix), and a sequence number for filtering 
retransmission-duplicates at the tab, and match responses to requests at the agents.  The agent 
employed a non-terminating back-off-retry technique so that intermittently connected Tabs always 
received the request. 
 

As an illustration of the communication steps involved, consider an application that made 
the Tab beep.  The application sent the beep command to the agent, which verified the sender 
and forwarded the request to the IR gateway where the tab was last seen.  If there was no 
response the agent retried the send after a back-off delay.  Any incoming tab packets from a 
different transceiver indicated that the Tab had moved, and the target IR gateway was reset.  The 
IR gateway received packets from the agent and forwarded them over the serial line to a 
transceiver.  The transceiver in turn broadcasted the packets over the IR medium.  When the 
packet was received by the Tab, it was filtered by its address field.  The Tab verified the 
checksum and the packet sequence number.  The functions in the packet were executed and a 
response containing a status code was generated. 
 

Communication from the Tab to an application started with the user hitting a button or 
touching the screen.  The Tab broadcasted these events through IR.  Zero or more base stations 
transceivers receive the packet, and sent it over a serial line to an IR gateway.  The IR gateways 



forwarded the packet to the tab agent which, after filtering duplicates, forwarded the packet to the 
foreground application.  The system supported multiple applications running at once, although 
only one may communicate with the Tab at a time.  In addition to pen and button events from the 
tab, applications might receive suspend, resume, and quit events sent from the agent.  The tab 
agent initially started a distinguished application, the shell, which was given a capability to 
connect other applications to the tab.  The shell started all applications and controlled which one 
was the foreground application, much like job control under a Unix shell.  [10] 
 
Lessons of ParcTab 

The Tab functioned more as a terminal than a general-purpose computer, though it did 
permit object code and data downloading.  The advantage of a terminal-based system was a 
simpler design, less costly production and smaller size.  The disadvantage was its reliance on a 
functioning network.  In order to simplify the operating system design and keep size to a 
minimum, the ParcTab went the route of a single address space.  This avoided the need for 
virtual memory support and cross-address space communications facilities and avoided the 
overhead of copied and redundant data structures. 
 

Two main problems were encountered with the ParcTab design.  The first was that 
unloading an application to make room for another is difficult in a single address space.  
Unloading is a problem because it is difficult to determine what code and data other applications 
might still depend on the object to be replaced.  One solution might be to use an interpreter, 
rather than dynamically load compiled object code, to safely execute foreign code and to provide 
a standard library of compiled code that implements common performance-critical operations.  
Although an interpretive model sacrifices some amount of performance, it provides a number of 
useful benefits in addition to safety.  Not only is the code smaller than its compiled equivalent, it is 
also more portable: service-specific applications need not worry about the particular hardware 
characteristics and instruction set of the PDAs they will be running on.  This would lead to using 
multiple heaps and copy-by-value instead of copy-by-reference sharing semantics to keep 
applications separate from each other.  Use of this model and an interpreter would allow the 
operating system to retain the simplicity of a single address space while enabling unloading in 
exchange for a somewhat less space-efficient model of data sharing.  Another benefit of this 
approach is that applications written with copy-by-value sharing semantics should be fairly easy 
to migrate to a multiple address space system should it be necessary to do so. 
  

The other problem encountered was that protecting against foreign code turned out to be 
more than just a matter of memory protection.  Assuming that PDAs contain valuable private 
information like checkbook records, it is important to prevent foreign code from being able to 
arbitrarily access any data on a PDA.  Similarly, foreign code should be prevented from being 
able to issue arbitrary operations to other nearby services and devices.  This requires some kind 
of fine-grained access control so that each foreign application can only do the things that it is 
supposed to do.  While this is a generic problem for all computer systems, its importance and 
impact will be greater for PDAs because of the nature of their continual interactions with newly 
encountered nearby services and devices.  There was no solution implemented for the ParcTab, 
although its researchers envisioned providing a means of access control for data objects that is 
based on application id rather than user-id.  By default applications could not access existing data 
objects.  Similarly, an application would only be allowed to communicate with explicitly designated 
external services and devices.  [9] 
 
 
B.  PalmOS, a successful modern PDA system  
 
Motivation and Goals 

The Palm OS was motivated by mobile data processing needs of today’s Internet-
dependent society.  Computers and the Internet have made more information available to more 
people than ever before in history.  However, that explosion of information has led to confusion 
rather than clarity.  To solve this emerging problem, the designers of the Palm platform 



envisioned a system that would be the answer to the important questions of how can individuals 
keep track of everything they need to know, and how can companies ensure that their employees 
can get the information they need to make quick, high-quality decisions.  Their solution was a 
new form of computing focused on helping people manage and access information at any time, in 
any location by providing access to corporate data as well as the richness of the World Wide 
Web.  Rather than trying to squeeze all the features of a personal computer into a tiny package, 
like the less successful competitor Windows CE design, Palm OS was designed specifically for 
information management.  By treating handheld computing as a separate form of computing, with 
its own design requirements, Palm was able to define the platform for handheld computing whose 
high level goals were simplicity, wearability, and mobility.  

Simplicity.  A handheld needed to be much simpler to use than a PC.  On a PC, it is 
acceptable for users to fumble for 15 or even 30 seconds while trying to find the right command in 
a menu.  But when making an appointment or taking an order, handheld users need instant 
response.  The appliance interface of the Palm OS is designed to make it simple for users to find 
exactly what they need, when they need it.  

Wearability.  Handhelds had to be small and light enough for users to carry everywhere, 
in a pocket or purse.  A tradeoff between features and wearability was made in this case in favor 
of wearability, because if the system were not wearable people would not use it at all.  
Consequently, Palm OS-based devices are typically much lighter and smaller than the 
competition, because the Palm OS excludes PC features that do not make sense for handheld 
computing.  

Mobility.  The Palm system relies on specially designed wireless technology to connect 
handhelds to the Internet or corporate networks from a variety of locations.  The designers saw 
two modes of communication for achieving this goal: synchronous and asynchronous.  For 
synchronous communication, the system should support add-on modules such as wireless 
modems for direct network access.  Asynchronous communication was envisioned for data 
sharing and synchronization between applications running on handhelds and their corresponding 
desktop incarnations. 
 
System Architecture 

In addition to the previously outlined high-level goals, an important design goal of the 
Palm OS architecture was the ability to grow and evolve in response to user needs.  As a result 
designers came up with an open, modular architecture consisting of five primary components:  
Palm OS® Software, reference hardware design, HotSync® conduit data synchronization 
technology for one-button synchronization, platform component tools including an API that 
enables developers to write applications, and software interface capabilities to support hardware 
add-ons.  In order to give developers the flexibility of modifying the Palm OS without having to 
rewrite code each time a change is made a layered approach was adopted.  The layered 
organization of this architecture (Figure 1) has at its lowest level support for a variety of hardware 
implementations that interface with the rest of the system through a common hardware 
abstraction layer.  The system kernel is built on top of the hardware abstraction layer and various 
system services called managers extend the kernel by adding functionality such as management 
of events, resources, user interfaces, and add-on devices using the interrupt handling facilities 
provided by the kernel.  System and third-party libraries built on top of the kernel and system 
services can provide a variety of useful capabilities from a TCP/IP stack and floating-point 
capability to Java and intricate communication protocols.  An application toolbox is provided by 
the designers, to facilitate and improve the consistency of the interface between the previously 
described libraries and the applications running on Palm OS.   
 
Important Issues 

We will discuss some of the important characteristics of the Palm platform while 
highlighting where they relate to general PDA issues and general system goals.  
 

Power 
Palm platform devices were envisioned to be portables running on batteries and thus 

were not expected to have the same processing power as a desktop PC.  They were intended as 



satellite viewers for corresponding desktop applications.  The designers believed that if an 
application needs to perform a computationally intensive task, that task should be implemented in 
a desktop application instead of a device application.  Thus long computations that would expend 
precious battery power are avoided on the handheld devices.  The Palm OS itself has safeguards 
for preventing battery waste.  The OS monitors the user interface and if previously instructed it 
can turn off the device after a specified amount of inactivity.  State is maintained after such a 
shutdown because the device’s RAM memory where state is stored taps an infinitesimal amount 
of battery power at all times. 
 

File System 
Because of the limited storage space, and to make synchronization with the desktop 

computer more efficient, Palm OS does not use a traditional file system. Data is stored in memory 
chunks called records, which are grouped into databases.  A database is analogous to a file.  The 
difference is that data is broken down into multiple records instead of being stored in one 
contiguous chunk.  To save space, users edit a database in place in memory instead of creating it 
in RAM and then writing it out to storage. 

Palm OS is an event-based operating system, so Palm OS applications contain an event 
loop; however, this event loop is only started in response to the normal launch. An application 
may perform work outside the event loop in response to other launch codes. 

Palm OS consists of several managers, which are groups of functions that work together 
to implement a feature. As a rule, all functions that belong to one manager use the same prefix 
and work together to implement a certain aspect of functionality.  Managers are available to, for 
example, generate sounds, send alarms, perform network communication, and beam information 
through an infrared port. 
 

Launch codes 
An application launches when it receives a launch code.  Launch codes are a means of 

communicating between the Palm OS and the application (or between two applications).  For 
example, an application typically launches when a user presses one of the buttons on the device 
or selects an application icon from the application launcher screen. When this happens, the 
system generates the launch code sysAppLaunchCmdNormalLaunch, which tells the 
application to perform a full launch and display its user interface.  

Other launch codes specify that the application should perform some action but not 
necessarily become the current application (the application the user sees).  A good example of 
this is the launch code used by the global find facility.  The global find facility allows users to 
search all databases for a certain record, such as a name.  In this case, it would be very wasteful 
to do a full launch--including the user interface--of each application only to access the 
application's databases in search of that item.  Using a launch code avoids this overhead.  Two 
types of information may accompany each launch code: a parameter block, and launch flags. 
Parameter blocks are pointers to a structure that contains several parameters.  These parameters 
contain information necessary to handle the associated launch code.  Launch flags indicate how 
the application should behave.  For example, a flag could be used to specify whether the 
application should display UI or not.  When an application receives a launch code, it must first 
check whether it can handle this particular code.  If an application can't handle a launch code, it 
exits without failure. Otherwise, it performs the action immediately and returns.   Static local 
variables are stored with the global variables on the system's dynamic heap.  They are not 
accessible if global variables are not accessible.  Checking launch codes is generally a good way 
to determine if an application has access to global variables.  However, it actually depends on the 
setting of the launch flags that are sent with the launch code.  

 
Memory 
In order to support applications on low-cost, low-power, handheld devices the Palm OS 

device has limited heap space and storage space.  Different versions of the device have between 
512K and 8MB total of dynamic memory and storage available.  The device does not have a disk 
drive or PCMCIA support.  Because of these space and power limitations, optimization is critical. 



For maximum performance and efficiency programmers need to optimize for heap space first, 
speed second, code size third.  

 
The ROM and RAM for each Palm OS device resides on a memory module known as a 

card.  Each memory card can contain ROM, RAM, or both.  The ROM and RAM on each card is 
divided into one or more heaps of 64K or less.  All the RAM-based heaps on a memory card are 
treated as the RAM store, and all the ROM-based heaps are treated as the ROM store.  The 
heaps for a store do not have to be adjacent to each other in address space--they can be 
scattered throughout the memory space on the card--but they must all reside on the same card.  
The main suite of applications provided with each Palm OS device is built into ROM.  This design 
permits the user to replace the operating system and the entire applications suite simply by 
installing a single replacement module.  Additional or replacement applications and system 
extensions can be loaded into RAM, but doing so is not always practical in this RAM-constrained 
environment.  

 
The Palm OS system software is designed around a 32-bit architecture. The system uses 

32-bit addresses, and its basic data types are 8, 16, and 32 bits long.  The 32-bit addresses 
available to software provide a total of 4 GB of address space for storing code and data. This 
address space affords a large growth potential for future revisions of both the hardware and 
software without affecting the execution model.  Although a large memory space is available, 
Palm OS was designed to work efficiently with small amounts of RAM.  For example, the first 
commercial Palm OS device has less than 1 MB of memory, or .025% of this address space.  The 
Palm OS divides the total available RAM store into two logical areas: dynamic RAM and storage 
RAM.  Dynamic RAM is used as working space for temporary allocations, and is analogous to the 
RAM installed in a typical desktop system.  The remainder of the available RAM on the card is 
designated as storage RAM and is analogous to disk storage on a typical desktop system.  
Because power is always applied to the memory system, both areas of RAM preserve their 
contents when the device is turned "off" (i.e., is in low-power sleep mode).  All of storage memory 
is preserved even when the device is reset explicitly.  As part of the boot sequence, the system 
software reinitializes the dynamic area, and leaves the storage area intact.  

 
The entire dynamic area of RAM is used to implement a single heap that provides 

memory for dynamic allocations.  From this dynamic heap, the system provides memory for 
dynamic data such as global variables, system dynamic allocations (TCP/IP, IrDA, and so on, as 
applicable), application stacks, temporary memory allocations, and application dynamic 
allocations.  The remaining portion of RAM not dedicated to the dynamic heap is configured as 
one or more storage heaps used to hold nonvolatile user data such as appointments, to-do lists, 
memos, address lists, and so on.  An application accesses a storage heap by calling the 
database manager or resource manager, according to whether it needs to manipulate user data 
or resources.  [11] 
 
 
II.  PDA Issues 
 
A.  Power Reduction 
 

Power is a vital, limited resource in every PDA system.  A long battery life is essential to 
keeping the size of a PDA small, and thereby maintaining its convenience.  Methods to extend 
the battery life of a mobile computing system include improving battery technology, using high-
efficiency components, or engineering energy-aware systems and software.  This section focuses 
on the third tact, which includes techniques for power characterization, energy-aware software 
APIs, and system support for low power consumption.  With power-saving hardware and an 
energy-aware application interface, an applications developer can significantly reduce the power 
consumption of an application.  
 



Power Characterization 
In order to make meaningful design decisions relating to power consumption, it is 

essential to understand the energy use characteristics of the devices to be used.  For example, 
the requirements for calculating N*3 would favor either a multiply operation or three additions, 
depending on which used less power.  Traditional benchmarks do not measure power 
consumption of computing systems or their various components, forcing designers to rely on their 
own measurements when choosing an implementation.  While empirical data can yield useful 
results, it is preferable for detailed power dissipation characteristics to be well-documented in a 
device’s data sheet to eliminate the burden of power characterization for the application 
developer. 
 

Ideally, the application developer will know how much power each processor instruction 
uses, as well as how much power each hardware device uses when it performs a task.  For 
instance, the amount of energy a communications port uses when transmitting at 19.2Kbps 
probably differs from the amount of energy the same port uses when receiving at 9.6Kbps.  C. 
Ellis’s “Hiker’s Buddy” is an excellent example of the merits of power characterization – after 
determining the amount of power used by each software state, the design team determined how 
long the device should remain in each state, as well as how long the device would remain 
operational in the field. [2] 
 
Application Interface 

Since the burden of power management usually falls on the application designer, energy-
aware application interfaces are standard fare on PDA systems.  The API allows the application 
to configure various hardware resources on the PDA and devices with which it interfaces, as well 
as providing visibility to the state of hardware resources and the amount of power left in the 
battery.    On the Palm Pilot system, the API provides mechanisms to put the PDA into various 
power states, and provides a wake-up mechanism for a unit that is sleeping.  To optimize a task 
for low power, it is desirable for the API to provide as much control over the underlying hardware 
as possible.  The Advanced Configuration & Power Interface (ACPI) standard developed by Intel, 
Microsoft, and Toshiba is another example of an API for power management. 
 
System Support 

Any function for power control provided by the API must be supported by the system.  In 
its simplest form, this support could include the ability to turn a hardware resource off or on.  
There are many other techniques by which the system can be configured to conserve power, and 
these are described here. 
 
Use of Remote Resources 

Process mobility is a power-saving technique whereby intensive processes may be 
offloaded from the PDA to a nearby fixed workstation.  The workstation has fewer power 
restrictions as well as greater computational ability, so it is natural to transfer workloads in order 
to conserve resources and improve performance. 
 

Server applications may be used to offload work from the PDA.  On the PalmOS 
computing platform, these server applications are called “conduits”, and they perform their work 
when the PDA synchronizes with its host computer.  In addition to performing backups and file 
consistency checks, conduits may perform operations on the data, thereby offloading work from 
the PDA. 
 

Transcoding is also a method to exploit remote resources to save power on the PDA.  
The remote computer performs the work of down-converting data, thereby saving the PDA both 
computing cycles and transmission time. 
 
Proximity-Based Communication 

The shorter the distance between receiver and transmitter, the less power is required to 
establish a reliable connection.  “In free space, the transmitted signal strength decreases 



logarithmically with distance.  For a given transmitted signal strength, a distance d0 produces a 
20dB stronger signal at the receiver than sending the same signal from a distance 10 * d0.” [2]  A 
wireless interface using proximity-based communication utilizes this relationship between signal 
strength and proximity to use the least amount of power required to maintain a communications 
link. [2] 
 

There are many techniques for implementing proximity-based communications.  For 
example, CDMA networks have a power control loop by which the received signal’s symbol error 
rate is compared to a threshold value.  Depending on whether the error rate is above or below the 
threshold, a power control bit is sent to the transmitter instructing it to increase or decrease 
power. 
 
Dynamic Voltage Regulation  

Modern silicon devices can operate over a wide range of voltages. Using the formula P = 
V2 / R, we can see that power dissipated by a device is a function of its input voltage squared.   
But for a given device to operate reliably at a lower voltage, the clock rate must be decreased, 
and the trade-off between performance and power consumption must be well understood for a 
given device. [3] 
 

This feature can be incorporated into the PDA’s operating system.  The OS would 
monitor the workload, and dynamically adjust clock and CPU voltage to match processor load.  
The OS could also detect a low-battery condition and adjust voltage and clock for low-power 
operation. 
 
Efficient Memory Subsystem 

Besides the obvious solution of choosing low-power memory chips, there are several 
techniques for minimizing the power required to maintain a memory system.  Smart physical page 
allocation is one such technique, by packing memory pages into the smallest number of DRAM 
chips (putting idle chips into low-power mode), and the smallest number physical banks requiring 
refresh.  Another technique is to provide hardware support to initialize memory to zero, 
eliminating the need for the processor to write zeros to individual memory elements.  Finally, 
using RAM that supports burst transfers greatly reduces the number of cycles (and the amount of 
energy) required to move chunks of data to or from memory.  [2] 
 
 
B.  Transcoding  
 

Transcoding is defined as the process by which a data object in one representation is 
converted into another representation.  An example is the conversion from one media type, such 
as an image, into another media type, such as speech or text.  In addition to format conversion, 
transcoding also allows a data object to be compressed or subsampled.  For example, a content-
based image transcoder will analyze an image and the capabilities of a client device.  Then it will 
provide, on-the-fly, a best-fit transcoding policy to speed up the time to download to the client 
device based on its limited capabilities. 
 
HTTP Proxies  

Recently, transcoding of images and text has been integrated into the Hypertext Transfer 
Protocol (HTTP) [6].  With an ever increasing amount of multi-media rich information on the World 
Wide Web, and mobility fast becoming the norm, users will want to have information at their 
fingertips wherever they may be.  This can be achieved by connecting their PDAs to the 
communications network.  However, mobile computers like PDAs do not have capabilities for 
accessing, processing, and displaying contents from the World Wide Web.  They have very 
limited CPU, memory and disk resources.  Therefore, the only way of bridging the gap between 
the resource-laden web survey at one end and the resource-strapped mobile client at the other is 
by introducing an intermediate system, a proxy, which modifies web contents and presents it in 
the most appropriate form to PDA clients.   



 
Transcoding policies  

Transcoding provides services to a wide variety of mobile clients such as PDAs, hand-
held computers, and cell-phones.  Because the capabilities for handling images vary significantly 
between these mobile clients, the system must provide a set of transcoding functions that 
manipulate images with respect to size, fidelity, and color, and that substitute the images with text 
or HTML code.  Transcoding in size means that the image might be miniaturized, cropped, or 
subsampled by the proxy.  Fidelity refers to JPEG compression, GIF compression, and resolution.  
Color content transcoding has the effect of reducing color, mapping to color table, converting to 
gray, converting to black and white, threshold, and dither.  Consider the Palm Pilot for example, in 
which the  transcoding system converts JPEG images into 2-bit grayscale bitmaps. 
 
Research in Transcoding 

Recently, several systems have been developed for adapting Internet content to client 
devices.  J. R. Smith et al. proposed the Internet content transcoding system that involved an 
InfoPyramid layout of the Internet content within the transcoding proxy [4].  The system retrieves 
and analyzes the Internet content and ingests it into the InfoPyramid format.  The InfoPyramid 
aggregates multiple representations of the content with respect to fidelity and modality and unifies 
the methods for manipulating the content.  The transcoding system selects the content from the 
InfoPyramid by assessing the various content alternatives to adapt the Internet content to the 
client devices.   
 

Richard Han’s group at IBM T.J. Watson Research Center introduced the transcoding 
subsystem into an HTTP proxy [6].  The HTTP Palm Pilot client informs the HTTP transcoding 
proxy that it is a Palm Pilot device by modifying the Accept field in the HTTP get request to say 
“image/palm.”  Han’s group also designed experiments that partitioned image-processing 
functions between a proxy and a standard PDA in order to assess the importance of a client’s 
CPU limitations on the image transcoding decision.  The general trend that they observed was 
that the response time kept improving as more functionality was migrated off the PDA client and 
onto the transcoding proxy. 
 
Client-Proxy-Server Model 

The solution reached by many researchers in this area is the Client-Proxy-Server model.  
The transcoding proxies act as intermediaries between World Wide Web servers and capabilities-
limited clients, such as PDAs.  Without requiring modifications to Web servers and browsers, a 
transcoding Web proxy enables the following: dramatic reduction in Web download times over 
low-bandwidth links via data compression, and tailoring of Web data to a variety of client devices 
via format conversion.  The proxy can greatly reduce the size of Web data while maintaining most 
of its semantic value.  Download time reductions of six to ten times can be achieved using lossy 
compression techniques for typical web images without losing their intelligibility. 
  

Transcoding in the client-proxy-server model can be performed at three different 
locations. One of these is at the Web server.  Here, the Web server generates several different 
representations of a resource.  The HTTP protocol allows the client to specify some client 
attributes, such as the preferred language of the user, or the image, video, and audio formats 
supported by the client device.  Using this information, the Web server can automatically select 
and deliver content that is compatible with the client device and the user.  A proxy is not really 
needed for this method.  The drawback of this method is that it produces a significant bottleneck 
at the server.  High overhead is incurred because the server is required to analyze the 
capabilities of the client in order to assign a compatible representation of a resource to the client.  
 

In some cases, transcoding is done at the client side.  Images that were fetched from the 
server, in its original format, is transcoded by the mobile computing device.  This method 
assumes that mobile computing devices have the processing power to do transcoding.  Since 
PDAs do not have this type of processing power, this method does not apply to them.  In this 
case transcoding can only be achieved through the server and or the proxy. 



 
At the proxy, transcoding of images and other media can also be performed.  The client 

begins the request of an image that is sent to the proxy, which contains the headers of the client's 
physical capability to handle the image.  The proxy forwards the request to the server, which 
replies with the image in its original format to the proxy.  Once the proxy received the image, it 
performs the compression or scaling on the image to the size that is compatible with the client 
device and the user.   A proxy that is aware of the effective processing speed of the PDA, 
including software inefficiencies and hardware speed, can better decide what CPU-intensive 
image processing operations should be performed on the proxy instead of the mobile client.  
 
Transcoding Proxies 

There are two types of proxies.  Store-and-forward proxies wait to receive an entire 
image before transcoding and wait to send until the entire image has completed transcoding.  
Streamed proxies begin transcoding as soon as part of the image has been received at the proxy 
and begin sending as soon as part of the image has been transcoded.  For the store-and-forward 
proxies, the criterion for whether to transcode was based on whether the overall response time 
was reduced.  In Richard Han’s paper, an inequality is used to precisely characterize when 
transcoding will reduce response time using the store-and-forward proxies.  This inequality 
enables the transcoding proxy to determine whether each incoming images should be 
transcoded, how much compression is needed, and, indirectly, to what compression format an 
image should be transcoded.  The transcoding proxy can then use this inequality to decide on an 
image-by-image basis whether transcoding should be applied or not. 
 

For streamed proxies, the criterion for whether to transcode was based on whether buffer 
overflow could be avoided at both the entering and exiting buffers to the proxy.  Streamed 
transcoding has an advantage in terms of response time over store-and-forward transcoding 
since the transcoding delay is virtually nonexistent, or at least very small.  Another advantage for 
streamed proxies is the size of the buffer.  In this case the streaming image transcoder’s internal 
memory requirement is bounded, a large image that is needed to be transcoded may force 
streamed proxies to be the only viable solution.  Han provides another inequality in his paper to 
estimate the efficiency of this method.  His inequality, which also include the mobile client 
processing power, determines whether the processing power of the mobile client is fast enough to 
avoid buffer overflow. 
 

A proxy that is aware of the effective processing speed of the PDA, including software 
inefficiencies and hardware speed, can better decide what CPU-intensive image processing 
operations should be performed on the proxy than a mobile client.  The overall response time can 
be reduced in comparison to a proxy that ignores effective decoding times on the CPU-limited 
handheld.  In this way, PDA can access to the large amounts of content on the Internet that is 
otherwise beyond their capabilities. 
 
 
IV.  Conclusion  
 

In summary, the PDA system represents a trend in mobile computing to decrease the 
size of a computer while offering convenient general-purpose computing power. Due to extremely 
limited hardware resources, PDA system designers face a unique set of constraints. It is apparent 
that transcoding and power management techniques are powerful tools to deal with these 
constraints. The ParcTab and PalmOS systems described in this paper are examples of how 
designers realized successful PDA systems with the technology available. New PDA systems will 
evolve to become more powerful as technology advances, and system designers may face a 
different set of constraints in the future. But with its record levels of popularity in the consumer 
market, the PDA is a phenomenon that is here to stay, and is sure to present interesting 
challenges to engineers and developers for years to come.  
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