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Introduction: 
 Processor speeds are doubling in every 18 months and at the same time disk 
performance is increasing but slowly (doubling in every 10 years). Operating System 
performance is coupled with the disk performance so disk is often a bottleneck in the 
operating system performance. File system performance can be improved by various 
techniques such as optimal placement of data blacks of a file by file system, prefetching 
of data by the disk controllers and minimizing seek distance by the disk scheduler. File 
system optimizations are placing data blocks of same file near to each other, placing meta 
data about the file near the data blocks of the file and increasing the logical block size.  
 
 Disk scheduling algorithms tries to re arrange the block request to minimizing the 
seek distance thereby reducing the latency time. Main techniques are First come First 
service (FCFS), Shortest Seek Time first (SSTF) and SCAN (or elevator algorithm). 
FCFS provides better average response time but it performs poorly in reducing the 
average seek distances. SSTF achieves the optimal average seek distances but some 
requests may starve (i.e., poor average response time). SCAN algorithm is between 
achieves near optimal average seek distance and provide reasonable average response 
time. Given the disk layout and these algorithms tries to optimize the average seek 
distance but this might be very high if the request for the data blocks are scattered around 
the disk. Even though file system tries to reduce generation of such requests by using 
initial placement optimizations aged file systems suffers severely by fragmentation. 
Defragmentation tools are try to rearrange the data of the same file at the same place and 
pushing the all data blocks together. Another technique to reduce the fragmentation is 
disk shuffling and one can view the disk shuffling as on line defragmentation tool. 
Shuffling algorithms uses the theme that past predict the future. Shuffling algorithms tries 
to minimize the seek distances by rearranging the data periodically by using the access 
patterns and placing frequently accessed data blocks close to each other. Shuffling 
algorithms exploit the larger throughput of the out zone of disk by placing the frequently 
accessed data on outer zone. We implemented a naïve implementation of Disk shuffling 
algorithm and simulated one-week file access traces. Results indicates 45% reduction in 
the average seek distance that is an encouraging sign. In the following paragraphs the 
disk-shuffling algorithm is explained and results are presented. 
 
Shuffling Algorithm: 

A counter is maintained for each block and counted how many times that block is 
accessed in each time interval and after that time interval the blocks are sorted in the 
decreasing order on number of times it is accessed in the previous time interval. So most 
frequently accessed data block moved to the first block of the disk and so on.  The data 
traces are actually contain the data block number are corresponding to the before 
shuffling so before sending these traces we run through a program which converts these 
data block number to shuffled block number and then passes it through the disk 
simulator.   
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We used a disk simulator used in the various systems that well documented in the 
literature. 
 
Experimental Setup: 
 We took the data access traces from the HP laboratories. The disk used in these 
traces is HP C2249 that is attached to machine with the HP 9000/834 processor running 
HP-UX operating system(version 7.0) whose file system is similar to the BDS fast file 
system. We consider two time intervals: daily and hourly (i.e., shuffling is done after the 
end of day in the first case and after an hour in the second case). In the first case the 
average seek distance is 24.552 with out shuffling and average seek distance is 16.981 
with shuffling, once a day, and it is 44.4% reduction. In the second case average seek 
distance is 34.09without shuffling and average seek distance is 8.98% with the shuffling 
and reduction is almost 280%. The following graphs shows seek average seek distance 
for each time interval. In the second case bit spurious in the sense that some of the time 
interval contain very few 
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Figure 1 shuffling once a day 
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Figure 2 Shuffling once an hour 

 


