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Abstract - Computational support for multi-

media applications has been subject of consid-

erable research. Much attention has been paid

to communication media protocols in distributed

multimedia systems. However, properly de�ning

a share of CPU time for the tasks that will ma-

nipulate continuous stream data is fundamental

to multimedia applications. This paper focuses

in basic concepts of multimedia task scheduling

and surveys some approaches to solve this prob-

lem.

I Introduction

Multimedia systems are included in the broader area of
real-time systems and they thus inherit the basic charac-
teristics of such systems. They also particularize certain
aspects that make them a special subgroup of real-time
systems. Real-time systems are de�ned as those having
not only logical constraints, but also timing constraints
in the services they provide. In other words, the cor-
rectness of service is evaluated in terms of both speci�ed
response values and time of response. Despite the tempo-
ral dimension added to the speci�cation of these systems,
their design will not focus only on speed of processing.
For instance, a system responsible for receiving a real-
time video stream, processing this stream and showing it
in a display is supposed to present the frames in a spec-
i�ed rate, neither faster nor slower. Generally speaking,
the major feature that must be present in those systems is
predictability. Faster processors can do no worthy job if a
deadlock scenario occurs. For this reason, real-time sys-
tems have a complex set of issues that have to be solved
in order to provide a correct service [1]. Of course, the
enforcement of predictability lies on the speci�c applica-
tion of the end system. In fact, there exists a wide range
of applications that demand services with timing con-
straints: air tra�c control, video conferencing, virtual
reality, etc. Real-time systems are commonly classi�ed
into two subcategories depending on the intended appli-
cation: Hard real-time systems and Soft real-time sys-
tems. Hard real-time systems are the systems applied in
services that must strictly observe temporal constraints.
Failures in this observance may lead to catastrophic re-
sults, such as loss of human lives. For instance, a system

that controls train tra�c in a railroad may be responsible
for a crash if the proper semaphores are not set in time.
On the contrary, soft real-time systems have a much more
exible time constraint. Despite the temporal speci�ca-
tions of the services they provide, violations of deadlines
are considered acceptable to a certain extent. Quality of
Service degradation is the penalty for out-of-time services
in such systems. Multimedia systems are normally soft
real-time systems. Nevertheless, as new applications in-
volving multimedia come up, some of then will certainly
demand hard real-time guarantees. A remote surgery is
an example of such application where delays in the image
transferred and processed may be fatal.

It follows from the previous discussion that a success-
ful approach to building systems with timing constraints
involves cooperation of many di�erent parts of an oper-
ating system. The basic problem to be solved is how to
share resources between processes in a way that timing
constraints of services are met. In a distributed system
this concern may involve for instance the communication
media sharing. In the same way processors are important
resources of a computer system and the task scheduling
problem is related to �nding ways of distributing pro-
cessors cycles between processes in order to achieve their
logical and temporal constraints. To solve all these issues,
some multimedia systems were designed from scratch be-
cause their designers considered that a complete redesign
would address the problems in a more e�cient way. [2]
and [3] are examples of such systems. Other approaches
try to extend existing operating systems to adapt them
to the multimedia applications demand. Works in this
area are observed in [4] and [5].

The remaining of this paper is organized as fol-
lows. Section II introduces fundamental concepts involv-
ing the task scheduling problem and presents the two
most widespread algorithms that try to solve it. In sec-
tion III the characteristics that make multimedia pro-
cesses distinct from other classes of real-time tasks are
introduced. Section IV presents some solutions proposed
to schedule multimedia tasks in recent research projects
in the area. Finally, section IV summarizes the work and
presents the conclusions.

1



II The task scheduling problem

Processes are the basic logical unit of computation in a
system. They are created to perform some services and
assume various states until their termination. When a
process is considered ready to perform its job, it is in-
serted in the ready queue maintained by the operating
system, until it is chosen to run by the scheduler. A pro-
cess has access to the processor until some event occurs
that interrupts it. It is then placed again in the ready
queue for future processing, terminated, or blocked until
some other event takes place. The scheduler is the pro-
gram responsible for de�ning the order by which the pro-
cesses will be serviced by the CPU. To make the choices
that de�ne the order of the serviced tasks, the scheduler
follows a scheduling policy devised to optimize certain as-
pects of the service provided by the systems. Scheduling
algorithms have been proposed, for instance to maximize
the throughput of a system, minimize service latency and
guarantee that tasks are executed in the times speci�ed
for them. Solving the scheduling problem in an optimal
fashion is not a trivial issue. For non-trivial scenarios it
is generally a NP-hard problem [6]. The problem can get
more complex if more constraints are added, as in the
case of real-time systems. In such systems, tasks have
a deadline indicating the maximum time allowed for the
service to be provided. It may also happen that tasks
cannot be executed before a certain instant known as re-
lease time. Since the di�culty of de�ning a scheduling
policy is directly inuenced by the characteristics of the
task set being scheduled, we next introduce di�erent be-
haviors expected from the tasks in a real-time system.

Processes can have a periodic, aperiodic, or sporadic
pattern of activation requests. The �rst group comprises
of those tasks that request execution every t units of
time. Their behavior is therefore quite predictable. On
the contrary, aperiodic tasks can demand execution at
any time, allowing bursts of requests that may overload
the processor. The sporadic group of tasks may request
activation at any instant (like aperiodic tasks) but re-
quests that an interval of at least t units of time exists
between two successive requests. In this way, sporadic
processes allow a worst-case scenario analysis. Tasks can
also be independent if there are no interactions among
them. Dependent tasks may interact in a number of
ways. For instance, some tasks may share variables or
have precedence constraints that must be considered dur-
ing the schedule de�nition. Thus, task dependencies im-
pose additional complexity to the scheduler. The prob-
lem of deciding whether it is possible to schedule a set
of periodic processes using semaphores to enforce mutual
exclusion is a NP-complete problem [7]. In real-time sys-
tems the case where interactions between tasks produce
uncertainty in the amount of time a process must wait to
access the processor is especially undesirable. Deadlocks
or priority inversions must be carefully avoided in order
to provide services in a timely fashion. Priority inversion

occurs when a task of higher priority is preempted by a
lower priority task. This situation can be described in
a simple example. Assume three tasks T1, T2, T3 where
task T1 has the highest priority and task T3 has the low-
est. Tasks T1 and T3 share a common resource whose
access is controlled by a semaphore M . At a given in-
stant of time, T3 is in the critical section controlled by
semaphore M . It is then preempted due to the arrival
of task T1. T3 is then placed in the ready queue and
T1 is allowed to execute. After executing for a while,
T1 tries to acquire the semaphore, but since it belongs
to T3 the task is blocked. If T2 requests acquisition of
the processor, it will then prevent T3 from gaining ac-
cess to the CPU and release semaphore M . Therefore, a
higher priority task T1 is being prevented to execute by
a lower priority task T2. A situation may arise in which
T1 can stay blocked for an unde�ned amount of time.
A solution to this problem was proposed by [8] and is
known as Priority Ceiling Protocol. PCP is an extension
of the Priority Inheritance Protocol [8]. Every semaphore
has a ceiling priority equal to the highest priority among
the tasks that acquire it. When a task T tries to lock
a semaphore, it must be checked before if there is any
other semaphore locked with ceiling priority higher than
the priority of T . If there is no such a semaphore, T can
enter the critical section. If such a semaphore exists, then
T is blocked. It may happen that when T is executing
this critical section, another task T 0 with higher priority
than T is blocked because of the semaphore acquisition
by T . In this situation, T must inherit the priority of
T 0 until it releases the semaphore. This mechanism is
proved to avoid deadlocks and limit the amount of time
that a higher priority task stays blocked by a lower pri-
ority one.

Chen et al [9] categorize real-time scheduling algo-
rithms by classifying them into soft and hard real-time
scheduling algorithms. For each of these categories, a
second level division distinguishes between dynamic and
static scheduling algorithms. A dynamic scheduler makes
its scheduling decisions at run time on the basis of cur-
rent service requests. This approach has the advantage
of being very adaptive, handling new scenarios as they
occur. Static schedulers make all their decisions o�-line
and generate a dispatching table with the policy to be
executed by the dispatcher at run time. Static schedul-
ing is more appropriate for hard real-time systems where
it is fundamental to guarantee time constraints a pri-

ori. Since decisions are made o�-line, it is admissible by
the scheduler to apply timing consuming heuristics like
Simulated Annealing [10] to �nd a good solution for the
task scheduling problem. Dynamic or static schedulers
may allow or not allow tasks to be preempted due to the
arrival of a higher priority task in the ready queue. If
it is possible to remove executing tasks, the scheduling
is said to be preemptive. In a non-preemptive schedul-
ing, a task is allowed to execute until it �nishes. The
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following subsections describe two dynamic algorithms
that are commonly used to de�ne a feasible schedul-
ing to a set of real-time tasks. A feasible schedule is one
that meets all timing and logical constraints of a task set.

Rate Monotonic Algorithm

Proposed by Liu and Layland [11] in a classic paper
of the real-time literature, the RM algorithm provides a
way of guaranteeing deadlines of a set of tasks under the
following assumptions:

1. All tasks must be periodic and independent;

2. The deadline of each task is equal to its period.
It means that no task is supposed to request an-
other activation before completion of its previous
request;

3. The maximum computation time of each task is
known a priori and is constant;

4. The time required for context switching is negligi-
ble;

Among tasks in the ready queue with the above char-
acteristics, the algorithm chooses always the one with
lowest period to occupy the processor. Reasoning in an-
other way, the task with the greatest request activation
rate has priority over all other tasks. Rate monotonic
is a dynamic preemptive scheduling algorithm that as-
signs priorities to the tasks in a static fashion. In fact,
the period of a task is not supposed to change and as a
consequence its priority remains immutable. Rate mono-
tonic is always able to de�ne a feasible schedule to a set
of n independent periodic tasks that obeys the following
inequality:

� =

nX

i=1

ci

pi
� n(21=n � 1) (1)

where ci and pi are respectively the maximum ex-
ecution time and period of the i-th task of the set to
be scheduled. The variable � represents the processor
utilization and therefore cannot be greater than 1. As
the number of tasks in the set to be scheduled grows,
the second part of the above inequality tends to u 0.69.
This means that any set of periodic tasks demanding
processor utilization less than 0.69 is schedulable using
RM algorithm. The above inequality provides an easy
method of deciding if a given task set is schedulable or
not. Any method that decides such a problem is known
as a schedulability test. RM algorithm is proved [11] to
be an optimal algorithm in the sense that if any other
algorithm can �nd a feasible schedule for a task set based
on static priorities, RM can also �nd it. The limit of 0.69
stated above, is not a necessary condition but a su�cient
one. In fact, RM can de�ne a feasible schedule for a set of

tasks demanding even hundred percent of the processor,
if these tasks present special characteristics.

Earliest Deadline First

Based on the same assumptions stated for the Rate
Monotonic algorithm, EDF dynamically assigns priori-
ties to the tasks. Among the tasks ready to execute, the
one with earliest deadline has precedence to occupy the
processor. EDF is able to always de�ne a feasible sched-
ule to a set of n independent periodic tasks that obey the
following inequality:

� =

nX

i=1

� 1 (2)

where the symbols have the same meaning as those
described in the RM algorithm. Thus, EDF always �nds
a feasible schedule for any set of independent periodic
tasks that demand less than hundred percent of proces-
sor utilization. In this sense, EDF is proved to be an
optimum algorithm as well [11].
The above algorithms rely on the strong assumption that
tasks are independent from each other. For most of the
cases this is not true. In such circumstances, additional
care must be taken to guarantee tasks deadlines. As an
example, the Priority Ceiling Protocol can be used to
avoid priority inversion and guarantee that a task with
certain time constraints accesses the processor in time.
Sha, Rajkumar and Lehoczky [8] proposed a su�cient
schedulability test for a set of n periodic tasks using PCP
that is scheduled by RM algorithm:

� =

jX

i=1

ci

pi
+
Bi

pi
� i(21=i � 1);8j; 1 � j � n (3)

where Bi is the worst case blocking time that a task
Ti can be blocked for lower priority tasks. It is assumed
that pi > pi+1 for 1 � i < n:

III Multimedia Tasks Pro�le

In this section the characteristics that make multimedia
processes distinct from other classes of real-time tasks are
presented and basic issues involving QoS are discussed.

Di�erent kinds of data can be regarded as multime-
dia. Among them continuous media data (audio and
video) represent a special challenge for the operating sys-
tem designer because they demand real-time processing.
Continuous media streams have the following important
properties:

1. The quality of information they carry depends on
the time it is presented to the user. Processes re-
sponsible for gathering this type of data or display-
ing them must provide their services in a timely
fashion and they therefore have time constrains;

3



2. Violation of task timing constraints results most of
the times only in degradation of the service qual-
ity without further serious consequences. Most of
the degradation remains unnoticed by the human
perception. This time fault tolerance makes the
scheduling problem a soft real-time one.

3. Due to the large amount of communication band-
width and memory they demand, these data are
usually compressed. Variations in the complex-
ity of the information they carry, and their uncer-
tainty, can impose highly variable processing re-
quirements for the tasks responsible for compress-
ing and uncompressing the data. It is therefore
di�cult to predict and de�ne a worst case execu-
tion time for those tasks.

4. Despite the soft real-time requirements of these ap-
plications, the user demands a guarantee of Qual-
ity of Service (QoS) even during overload situa-
tions.

5. Continuous media data is produced and retrieved
by periodic processes.

A system can use RM or EDF algorithm to schedule
tasks responsible for processing continuous media data.
That is exactly what some systems do. For instance, the
Artropos scheduler used in the Nemesis operating system
[12] applies EDF to schedule entities called scheduling
domains (sdoms) that have an associated deadline and
share the CPU bandwidth. An sdom may correspond
to a single process or a group of them. In the MMOSS
project [13] the scheduling of soft real time tasks is made
using a mix of rate-monotonic, weighted round-robin and
priority-based scheduling. Other approaches try to fur-
ther explore the characteristics of continuous media data
described above. The claim is that EDF and RM sched-
ulers do not provide any guarantees when CPU band-
width is overbooked, and de�ning a worst case execu-
tion time for multimedia tasks, are di�cult issues. These
can pose a serious problem in maintaining the quality of
service required. Therefore, several other methods have
been devised, some of them being described in the fol-
lowing section. Some of the approaches use dedicated
hardware to deal with multimedia tasks, and some of
them mix di�erent classes of tasks in the same CPU.
These last solutions demand the scheduler to recognize
and treat properly each class of tasks by providing the
services required by them. Bad behavior caused by pri-
ority inversion and deadlocks caused by interactions be-
tween multimedia tasks can be solved by the use of PCP.

A general model of providing multimedia services is
interposing a QoS Manager between user applications
and the scheduler in order to negotiate and enforce qual-
ity of service (Figure 1).

?

?

Application

QoS Manager

Scheduler

Figure 1 - Quality of Service Management

Managing QoS in an operating system can be done
in di�erent ways. For instance, if an activation request
of a task will lead to violation of any pervious guarantees
o�ered by the QoS Manager, the QoS Manager can sim-
ply refuse to satisfy the new request. Those guarantees
may be statistical or not. In the case of overload, the
manager may try to adapt to the situation by degrading
the service of the lower priority applications.

IV Multimedia Scheduler Approaches

In this section we present some solutions proposed to
schedule multimedia tasks in recent research projects in
the area. The solutions are grouped into two major cat-
egories: integrated scheduling and autonomous schedul-
ing. In the former approach, multimedia data are han-
dled by the host CPU together with all other kinds of
data. In the latter solution, dedicated processors ma-
nipulate real-time tasks. Integrated scheduling has the
advantage of exibility, scalability, and not specialized
hardware but introduces more complexity to the sched-
uler because of its general-purpose characteristic. Au-
tonomous scheduling may require minimal modi�cation
to the host operating systems, but more complex hard-
ware is needed.

IV.1 Autonomous Scheduling

The need of dedicated hardware is a typical requirement
of hard real-time systems. In some applications, it may
be desirable to integrate multimedia tasks with time crit-
ical tasks. For instance, attack helicopters are being de-
signed to take advantage of audio and video information
[1]. In this situation, the strict deadlines of the tasks
responsible for helicopter control must be met, while the
system must also provide an acceptable quality of service
to the video and audio applications. To deal with multi-
media data, Kaneko et al [14] proposed the use of a peri-
odic task that is dynamically created and scheduled along
with hard real-time tasks. This periodic task, named
multimedia server, must schedule multimedia tasks in the
best possible way so they can meet their deadlines. The
multimedia server encapsulates one or more multimedia
tasks creating a unique schedulable entity and delivering
it to the hard real-time scheduler. The server is given a
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fraction of CPU time and is responsible for controlling
the execution of multimedia tasks. An algorithm like
EDF can now be used to schedule hard real-time tasks
and the multimedia server task. Multimedia tasks can be
assigned to the server in two di�erent ways: proportion-
ally or individually. Proportional allocation makes each
task instance be proportionally split into a multimedia
server instance. Individual allocation maps each mul-
timedia task instance individually to a server instance.
The latter approach can provide deterministic guarantee
for each execution of the multimedia task instance, since
the multimedia server is guaranteed too.

In order to achieve a given quality of service (QoS),
the computation time and period of the multimedia
server must be properly de�ned. If hard-real time tasks
need more CPU time than it is available to meet all
tasks, QoS of multimedia server may be degraded to al-
leviate system overload. This can be accomplished by
decreasing the computation time of a multimedia server,
increasing its period, or eliminating some of its instances.
The problem is how to relate variation of these parame-
ters to the schedulability of hard-real time tasks. This is
not an easy issue, since as stated before the problem of
scheduling hard real-time tasks is by itself generally NP-
hard. The solution presented uses an iterative algorithm
to adjust the load of multimedia tasks and hard real-time
tasks. When a new task needs execution, the algorithm
attempts to meet all task deadlines. If this is not possible,
a loop is initiated where CPU time devoted to multime-
dia tasks is successively adjusted and the overall task set
is tested. The times dedicated to the multimedia tasks
and the hard real-time tasks are monitored through the
concepts of multimedia server ratio (Rs) and hard real-
time task ratio (Rr). The hard real-time task ratio Rr

is the sum of the execution time of hard real-time tasks
divided by the schedule length. The schedule length is
computed as the di�erence between the latest hard real-
time task deadline minus the current time. Similarly, the
multimedia server ratio Rr is the sum of the computation
time of server instances divided by the schedule length.
A simple schedulability test in this approach is thus given
by:

� = Rs +Rr � 1 (4)

since a processor cannot have utilization greater than
hundred percent. This mechanism has the disadvantage
of degrading multimedia QoS only in terms of server com-
putation time and its period (i.e. multimedia server ra-
tio). Therefore, the impact of this adjustment in the
�nal application is not addressed. Another remark is
that hard-real time applications are very special purpose
applications. In a system really safety critical it might
not be a good idea mixing di�erent kinds of tasks in a
processor.

An important argument in favor of dedicated hard-
ware used to deal with multimedia tasks is the propor-

tionally larger time needed to process interrupts that ma-
nipulate audio and video. The high data rates of several
streams imply that the operating system implementation
must be highly e�cient if the CPU is to be involved with
data transfer and manipulation. In fact, the overheads of
I/O processing can impact the ability to guarantee mul-
timedia processing at a high frequency. A description of
this issue can be found in [15]. In this sense, a feasi-
ble solution is applying a Digital Signal Processor (DSP)
subsystem to deal with this kind of data. DSP operat-
ing systems are simpler than general purpose operating
systems. Some higher level services have been set aside
for the favor of highly e�cient implementations which
can meet the needs of fast interrupt rates. For instance,
two di�erent DSP kernels are Mwave/OS from IBM and
SPOX from Spectron Microsystems. Those systems pro-
vide admission control to ensure that the time require-
ments of incoming tasks can be met while the previous
executing tasks keep their guarantees. Mwave/OS uses
EDF scheduling to share CPU time, while SPOX uses
�xed priority scheduling methods.

IV.2 Integrated Scheduling

Using no special hardware to deal with real-time tasks
imposes the problem of sharing CPU bandwidth between
several classes of tasks in a way that conicting objec-
tives are met. For instance, hard-real time applications
require a strict determinism to handle the maximum
processing delays experienced by their tasks. Non real-
time applications may require high throughput, but this
must not hold back the time guarantees of real-time ap-
plications. In between, multimedia applications need a
mix of throughput and time guarantees in conformance
with their QoS requirements. Each class of tasks has
its own requirements and therefore demands special pur-
pose scheduling algorithms for better achievement of its
goal. Solutions to this problem generally focus on im-
plementing di�erent scheduling policies for the various
classes of tasks much in the way previously discussed for
integrating hard-real time tasks and multimedia tasks.
The di�erence here is that no special hardware support
is present and therefore real-time tasks share CPU band-
width with non real-time tasks. Some of the approaches
do not support hard-real time tasks, and they only deal
with soft real-time applications. The basic idea is hence
to share CPU bandwidth among the several classes of ap-
plications, apply a speci�c algorithm to each class inside
its CPU time share and at the same time coordinate the
achievement of conicting class goals.

The soft real-time framework proposed in the previ-
ously cited MMOSS project is an example of a solution
to the multimedia scheduler problem. This framework
consists of process taxonomy, timing enforcement mod-
els and a scheduling subsystem. Processes can be clas-
si�ed into one of three groups. The "best-e�ort" class
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comprises those tasks that need no execution time guar-
antee. Tasks with timing constraints belong to the "sure"
or "maybe" classes. None of these tasks has strict guar-
antees of execution time. This taxonomy imposes an or-
der of service to the tasks in the sense that a class may
be prioritized over another. A timing enforcement model
speci�es how the scheduler will proceed in order to main-
tain the quality of service initially promised. The project
speci�es three such models. In the cooperative approach
the scheduler assumes that the timing constraints of real-
time tasks will be observed strictly by the tasks. There-
fore no further monitoring is implemented. In the semi-
imperative timing enforcement model the scheduler mon-
itors task execution to observe any deadline violation. If
a deviation of the timing speci�cation occurs, an appro-
priate handler must be invoked. Finally, the imperative
model enforces strict observance of task deadlines. This
means that a task will be preempted by its deadline time
although its service is incomplete. The use of one of these
three models depends on the needs of the applications
and the system environment. The scheduling subsystem
contains an admission controller and a dispatcher imple-
menting basic scheduling methods like: CO-SCHEDULE
and SIM-SCHEDULE. These methods reect the coop-
erative timing enforcement model and semi-imperative
timing enforcement model respectively. Both scheduling
methods are designed by integrating some elements from
rate-monotonic, priority-based scheduling and weighted
round-robin. The CO-SCHEDULE scheduler supports a
set of time constrained processes being scheduled accord-
ing to rate-monotonic algorithm. Any time constraint
task has precedence over "best-e�ort" tasks, thus being
able to preempt them. The tasks that belong to the
"best-e�ort" class are scheduled using weighted round-
robin. Since the timing enforcement model implemented
is cooperative, no monitoring of task execution time is
performed. Therefore it is impossible to have good con-
trol of timing constraints violations caused by imprecise
estimation of processor usage. This solution is clearly
poor to meet fairness in the share of the CPU among dif-
ferent task classes. The SIM-SCHEDULE tries to min-
imize this problem by preempting a task that occupies
the processor more than it was supposed to do and in-
voking a handler that will decide the action that must be
performed. A feasible action is to resume the preempted
task execution.

A more elegant and e�ective way of splitting CPU
bandwidth was presented in [16]. The solution is based
on a hierarchical scheduler that de�nes di�erent levels of
scheduling in a tree structure. Each task in the system
belongs to exactly one leaf node, and each node in the
tree represents an application class or a group of appli-
cation classes (Figure 2). In this approach, each internal
node allocates a fraction of the CPU bandwidth, which
is distributed to its children. Tasks in a leaf node are
scheduled using an algorithm appropriate for the applica-

tion requirements. For instance, a round-robin scheduler
can be used for non-real time tasks. Intermediate nodes
are scheduled by the Start-time Fair Queuing algorithm
(SFQ). This algorithm has the following properties:

1. SFQ achieves fair allocation of CPU regardless of
variation in available processing bandwidth. In
fact, it is a near-optimum fair scheduling algorithm
since no other known algorithm achieves better
fairness;

2. SFQ does not require a priori knowledge of com-
putational requirements of tasks;

3. SFQ provides bounds on maximum delay incurred
and minimum throughput achieved by the tasks;

A brief description of SFQ is given next. Assume a
set of tasks S=T1...Ti...Tn. Each task Ti 2 S has an as-
sociated weight wi that indicates the proportion of CPU
bandwidth required by it. Each task accesses the CPU
for a variable length quantum at a time. Now, let us
de�ne:

1. q(j; Ti) : j
th quantum of time of task Ti;

2. l(j; Ti) : duration of jth quantum of time of task
Ti;

3. A[q(j; Ti)] : time at which the jth quantum of time
of task Ti is requested;

The following parameters are used by the SFQ algo-
rithm to de�ne the task scheduling order:

1. S(Ti): start tag of task Ti;

2. F (Ti): �nish tag of task Ti;

3. v(t): virtual time, where t is a physical clock time;

Soft Real-Time

(SFQ)

Hard Real-Time

(EDF)

Best-Effort

root

User 2

(SFQ)

User 1

(round-robin)

Figure 2 - Quality of Service Management

First, the �nish time of every task has initial value
equal zero. The virtual time used by the scheduler also
is initiated to zero. When the CPU is busy at time
t, v(t) is de�ned to be equal the start tag of the task
being executed. When the CPU is idle, v(t) is set to
the maximum value of �nish tag currently assigned to
a task. When a task Ti requests its q

th quantum, it is
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stamped with start tag S(Ti) computed as the maximum
value between its current �nish tag F (Ti) and the vir-
tual time of this request v(A[q(j; Ti)]). When the qth

quantum �nishes, the �nish tag of task Ti is incremented
as F (Ti) = S(Ti) + l(j; Ti)=wi. Tasks are always served
in increasing order of the start tags and ties are broken
arbitrarily.

The properties of this algorithm indicate that it is
well suited for the integration of tasks of di�erent classes.
In particular, it is a highly adaptive approach in the sense
that there are no static reservation of bandwidth: if there
is only one class of tasks in the system it will receive hun-
dred percent of CPU time. It also avoids that an overload
of tasks belonging to a speci�c class degrades the speci-
�ed performance of tasks of other classes. SFQ presents
another characteristic that is highly desirable in schedul-
ing multimedia tasks: it does not require a priori knowl-
edge of computational requirements of tasks. As stated
before, a problem of using EDF and RM to schedule mul-
timedia tasks is that by assumption the worst case exe-
cution time must be known a priori and is constant. If it
does not happen, those algorithms can degrade their per-
formance in an unpredictable way. However, the amount
of execution time needed, for example to play back a sin-
gle frame of video, can vary a lot as a result of changes
in scene and contents making it di�cult to de�ne a tight
upper bound. A conservative upper bound can be de-
�ned at cost of poor utilization of the CPU. Therefore,
SFQ can be used to schedule leaf nodes of the tree struc-
ture representing multimedia tasks besides intermediate
nodes in the hierarchical structure. Its ability to pro-
vide bounds on maximum delay incurred and minimum
throughput achieved by the tasks is highly desirable in
scheduling multimedia tasks.

The QoS manager of a hierarchical scheduler de-
scribed in the previous paragraph is implemented by the
use of deterministic or statistical admission control al-
gorithm which utilizes the capacity allocated to a given
class to determine if a new request can be satis�ed. Ob-
serve that the arrival of new best-e�ort task requests
does not require a priori admission control of the QoS
manager, because the SFQ algorithm by itself enforces a
bandwidth share that it always observed. Nevertheless,
a speci�c policy of resource sharing to the non real-time
tasks may exist that controls admission of tasks belong-
ing to this group. A QoS manager can also dynami-
cally change the hierarchical partition to reect the rel-
ative importance of various applications. The approach
described above does not address how one can be sure
that real-time tasks will meet their deadlines using this
scheme.

All the methods discussed until now do not con-
sider the existence of precedence relations between tasks.
Solutions to schedule a set of tasks with this kind of
constraints are normally based on a graph model that
shows such dependencies and eventually other constraints

presented by the task set to be scheduled. In [17] a Mul-
timedia Task Graph is proposed speci�cally to address
the problem of multimedia task scheduling with prece-
dence constraints. An MTG is a labeled, directed and
acyclic graph. Each node of this graph represents the
computation of a task and each link represents a prece-
dence relation between the tasks of the two adjacent
nodes. The precedence between two tasks can be a re-
sult of messages sent in a communication link. Therefore,
this model is appropriate for also de�ning distributed
scheduling. There are three types of tasks in the MTG

model: starting tasks, processing tasks, and terminal
tasks. Starting tasks are source nodes of the graph and
represent activities related to input of continuous data
stream in the system. Those tasks are periodic for they
must collect data at some rate. Processing tasks are rep-
resented by all the nodes in the graph that are neither
sources nor sinks. They perform some kind of process-
ing in the incoming data stream and pass the data away.
Those tasks must also be periodic since they are receiving
periodic input. Finally, terminal tasks are represented
by sink nodes in the MTG and are responsible to gener-
ate output. Each terminal task has a speci�c deadline
and/or a utility function. In the graph, two tasks that
have a vertical relationship are dependent and must be
executed in a given order. Figure 3 is an example of such
a graph.

Starting Tasks

Processing Tasks

Terminal Tasks

Figure 3 - MTG example

A utility function is a common concept in the op-
timization area and gives a measure of the quality of a
solution to a given problem. In multimedia systems, the
strict observance of deadline is not mandatory, but the
quality of a scheduling is increased if tasks are executed
before their deadlines. Therefore, a utility function pro-
vides a way to evaluate a given schedule. In real-time
application this function is normally monotonically de-
creasing with time, which means that a schedule that
has more delays has less quality.

The MTG approach may be used to de�ne static
schedules. It means that all scheduling decisions are
made o�-line and a dispatch table is responsible for im-
plementing those decisions. This permits the use of time
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consuming heuristics to de�ne near optimal schedules.
The quality of each solution is evaluated using the util-
ity function. The MTG model may also be implemented
giving support to a modi�ed version of EDF that at each
time selects for execution the task with earliest deadline
that is ready for execution at the moment.

Distributed Multimedia applications introduce new
design challenges to the scheduler. The problem of meet-
ing time constraints of tasks must also face the shar-
ing of communication media besides other resources nor-
mally shared. The real-time Mach microkernel-based op-
erating system [18] focuses on the subject of distributed
real-time OS mechanisms and services for developing and
supporting real-time and multimedia applications. The
philosophy behind RT-Mach is �rmly based on real-time
scheduling theory and in particular on priority-driven
preemptive scheduling. The principles behind the re-
source management philosophy have many implications
to OS subsystems including scheduling policies.

RT-Mach implements the concept of a resource ker-
nel. This means that the kernel provides timely, guaran-
teed and protected access to all system resources. Ap-
plications need to specify only their resource demands
leaving the kernel to satisfy those demands using hidden
resource management schemes. The basic mechanism is
reserving resources as required by the applications and
enforces this reservation by admission control in the same
generic model applied by all multimedia systems. Based
on the timeliness requirements of reservations, the kernel
prioritizes them, and executes a higher priority reserva-
tion before a lower priority reservation if both are eligible
to execute.

The RT-Mach resource reservation model employs
the following parameters: computation time C every t

time-units for managing the network utilization of a re-
source, a deadline D for meeting timeliness requirements,
a starting time S of the resource allocation, and L, the
life-time of the resource allocation. These parameters C,
t, D, S and L are referred as explicit parameters of the
reservation model. The semantics are as follows. Each
reservation will be allocated C units of usage time every
t units of absolute time. These C units of usage time will
be guaranteed to be available for consumption before D
units of time after the beginning of every periodic inter-
val. The guarantees start at time S and terminate at time
S+L. The resource kernel also implicitly derives, tracks
and enforces the implicit parameter B for each reserva-
tion in the system. B represents the maximum (desirably
bounded) time that a reservation instance must wait for
lower priority reservations while executing. If its B is un-
bounded, a reservation cannot meet its deadline. There-
fore, a priority inheritance protocol is applied when a
reservation blocks, waiting for a lower priority reservation
to release a lock. Chorus is another example of a micro-
kernel with real-time features. Despite of that, Chorus is
not directly suitable for the support of distributed multi-

media applications because of its lack of support for QoS
control and resource reservation. In [5], it is proposed an
extension to the Chorus API with new low level calls and
abstractions to support distributed continuous media ap-
plications. The scheduling system uses EDF. However,
there is no attempt to provide absolute guarantees as
in the classical approach. The implementation architec-
ture of the real-time scheduling comprises a single kernel
scheduler and cooperating user level thread schedulers
in each actor. An actor is an abstraction of the Chorus
micro-kernel and corresponds to an address space and a
set of resources. Therefore this scheme is bi-level. Each
user scheduler is responsible for scheduling user threads
in its actor using EDF. The kernel scheduler chooses to
execute the kernel thread of the actor containing the
user thread with globally earliest deadline. The neces-
sary information exchange between the kernel scheduler
and the user level schedulers is done via a combination
of shared memory and upcalls. This bi-level mechanism
results in considerable time saving as context switching
is cheaper at user level. The extension proposed to Cho-
rus attempts to integrate communication and scheduling
for more e�ective scheduling decisions. In conventional
operating systems, communications and scheduling are
generally not well integrated. Newly arriving messages
are received by a system thread running a transport pro-
tocol then placed in a bu�er. An integrated approach
can provide a more e�ective scheduling by observing the
deadlines of the arriving messages and making the proper
decisions to meet the timing constraints.

Dynamic mechanisms for globally scheduling soft-real
time tasks in distributed systems can be found in [19]
and [20]. These mechanisms may be used to improve the
number of tasks scheduled in accordance with their time
requirements. In a distributed system it may occur that
some nodes become overloaded while others are almost
idle. Dynamic global schedule schemes try to take advan-
tage of this situation transferring the execution of some
tasks from overloaded nodes to idle nodes. The problem
here is how to identify the loading state of each node
in order to make a good transfer decision. Load states
change dynamically and nodes cannot know precisely the
actual state of remote nodes due to communication delays
in the transfer of state messages. The simplest solution
would be to choose a remote node randomly and transfer
the execution of a task to it.

More elaborate schemes use state information ex-
changed between the nodes to de�ne a good destina-
tion to a transferring task. Focussed addressing [20] is
a method that relies in a very poor inference procedure
to guess the load state of remote nodes. Basically, a node
that wants to transfer execution of a task "believes" with
little restriction in the old state information that it has
about remote nodes and make transfer decisions based
on them. It is has the advantage of being a fast method
but not very precise.
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Bidding [20] is a mechanism that makes an over-
loaded node send an o�er for the system when it wants
to transfer a task execution. All nodes that consider
themselves able to execute the tasks reply with a bid.
Then, the overloaded node can choose what is the best
bid. This method is more precise than the previous two
but is more timing consuming and the deadline of the
transferring task can be missed during the process.

A combination of the Bidding and Focussed address
is called Flexible method [20]. When a node needs to
transfer a task it performs a simple focussed address al-
gorithm, but additionally makes an o�er to the system
to be replied to the chosen node of the focussed address
method. If the chosen node of the �rst method cannot
cope with the transfer task, it will have a set of bid that
will help him to choose another node to redirect the trans-
ferred task execution.

Finally, a Bayesian [19] approach is a mechanism that
uses Bayesian theory to infer the system load based on
previous state information collected through messages.
This scheme is more precise than all the above providing
better results [19].

V Conclusions

A successful approach to build systems that give sup-
port to multimedia applications involves cooperation of
many di�erent parts of an operating system. The ba-
sic problem to are solved is how to share resources be-
tween processes in a way that timing constraints of ser-
vices be met. In a distributed system this concern may
involve for instance the communication media sharing.
Processors are important resources of a computer sys-
tem and the task scheduling problem is related to �nd-
ing ways of distributing processors cycles between pro-
cesses in order to achieve their logical and temporal con-
straints. Despite of the special characteristics presented
by multimedia tasks many of the solutions applied for
their scheduling are based on small modi�cations of hard-
real time algorithms. Solutions are grouped into two ma-
jor approaches: integrated scheduling and autonomous
scheduling. Integrated scheduling has the advantage of
less hardware, exibility and scalability but introduces
more complexity to the scheduler for its general-purpose
characteristic. Autonomous scheduling requires minimal
modi�cation to the host operating systems, but more
complex hardware is needed. Distributed Multimedia ap-
plications introduce new design challenges to the sched-
uler. However, the soft-real time characteristic of mul-
timedia applications can be exploited in distributed sit-
uations to increase the number of tasks executed in ac-
cordance with their timing constraints. Speci�cally, task
execution transfer can be applied to alleviate overloaded
nodes.
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