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Overview 

In this assignment you will implement the Lucas-Kanade algorithm for computing a dense optical flow 

field at every pixel. You will then implement a corner detector and combine the two algorithms to 

compute a flow field only at reliable corner points. For a real-world application, you will also use the 

estimated optical flow motion to do video stabilization. Your input will be pairs or sequences of images 

and your algorithm will output an optical flow field (u,v). Three sets of test images are available from the 

course website. The first contains a synthetic (random) texture, the second a rotating sphere
1
, and the third 

a corridor at Oxford university
2
. Before running your code on the images, you should first convert your 

images to grayscale and map intensity values to the range [0,1].  

 
 

Part A: Single-Scale Optical Flow [5pts] 

Implement the single-scale Lucas-Kanade optical flow algorithm. This involves finding the motion (u,v) 

that minimizes the sum-squared error of the brightness constancy equations for each pixel in a window. As 

a reference, you should read pages 191-198 in “Introductory Techniques for 3-D Computer Vision” by 

Trucco and Verri
3
. Your algorithm will be implemented as a function with the following inputs,  

function [u,v] = optical_flow(I1,I2,windowSize) 

Here, u and v are the x and y components of the optical flow, I1 and I2 are two images taken at times t =1 

and t=2 respectively, and windowSize is the width of the window used during flow computation. In 

addition to these inputs, you should add a threshold  such that if the smallest eigenvalue of A
T

A is smaller 

than , then the optical flow at that position should not be computed. Recall that the optical flow is only 

valid in regions where  

                                                           

1
 Courtesy of http://www.cs.otago.ac.nz/research/vision/Research/OpticalFlow/opticalflow.html 

2
 Courtesy of the Oxford visual geometry group 

3
Available from the course webpage 
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has rank 2 (why?), which is what the threshold is checking. A typical value for  is 0.01; if you use 
something different please specify this in your report.  

What to turn in for this section: 

 Your matlab code 

 Quiver plots of (u,v) for the following image pairs / window sizes (6 quiver plots total) 

- SYNTH : I1 = ’synth 000.png’, I2 = ’synth 001.png’  

windowSize = 9x9, windowSize = 15x15 

- SPHERE : I0 = ’sphere.0.png’, I1 = ’sphere.1.png’  

windowSize = 15x15, windowSize = 21x21 

- CORRIDOR : I0 = ’bt.000.png’, I1 = ’bt.001.png’  

windowSize = 15x15, windowSize = 21x21 

 Any modifications to the window size and/or thresholds you used.  

 Does this algorithm work well for these test images? If not, why?  

 Try experimenting with different window sizes. What are the tradeoffs associated with using a 

small vs. a large window size? Can you explain what’s happening?  

 

Part B: Corner Detection [2pts] 

Use your corner detector from Assignment #3 to detect corners in the provided images.  
 

What to turn in for this section  

 Your matlab code. 

 Show images of detected corner points on the following images using the matlab command 

plot(x,y,’o’) for both  = 0.01 and = 0.1.  

- SYNTH : I0 = ’synth 000.png’ , windowSize = 9x9  

- SPHERE : I0 = ’sphere.0.png’ ,  windowSize = 15x15  

- CORRIDOR : I0 = ’bt.000.png’ ,  windowSize = 15x15  

 Any modifications to the window size and/or thresholds you used.  

 Does this algorithm work well for these test images? If not, why?  

 

Part C: Sparse Optical Flow [3pts] 

Combine Parts A and B to output an optical flow field only at detected corner points. 

 
What to turn in for this section  

 Your matlab code. 

 Show 3 quiver plots on the same images from Part B, displaying a flow vector at each corner 

point. 

 Select the values for windowSize and τ that give you the best results, and include those numbers in 

your report.  

 

 



What to turn in: 
 
      Hard copies of reports and code should be placed in my mailbox (Andrew Ziegler) located on the 

second floor of CSE by 9:00 am on Saturday 12/3/2011.  

 
a. A report which includes the outputs described above. Also, include a short description of your 

conclusions based on your experience while completing this assignment. 

b. Hardcopy of your code. 

c. Email me (aziegler@cs.ucsd.edu) a tar or zip file with the code and report. Please name the file 

in the following format <First name>_<Last name>_CSE252_HW4. In the subject line, please put 

the string: CSE252HW4.  
 

mailto:aziegler@cs.ucsd.edu


Implementation Tips  

Useful Matlab Commands  

The following list of Matlab hints might help to reduce debug time (hopefully). Note that some of these 
commands require the image processing toolbox.  

 Working with *.avi file (link): aviread(), avifile(), frame2im(), im2frame(), addframe() 

 Gaussian smoothing. The following code snippet will smooth an image with a σ =1.5 Gaussian 

kernel, 

H = fspecial(‘gaussian’,[5 5],1.5); 

I = conv2(I,H,’same’); 

 Spatial gradient. The matlab command gradient will compute the gradient of an image for you. 

For example, 

[Ix Iy] = gradient(I); 

 Summing over a windowSize region. The matlab command conv2 can be used to quickly compute 

the sum over a windowSize neighborhood. For example  yx II can be computed for all pixels in 

the image using  

Ixy= conv2(Ix.*Iy, ones(windowSize), ’same’) ; 

 Quiver plots. The matlab command quiver can be used to generate quiver plots. However, because 

Matlab uses a different coordinate system for images than for other types of data, getting quiver to 

correctly plot u and v can be tricky. To save you time, here’s a code snippet that will generate a 

nice looking quiver plot to display your optical flow field.  

function quiver_uv(u,v) 

% Resize u and v so we can actually see something in the quiver plot 

scalefactor = 50/size(u,2); 

u_ = scalefactor*imresize(u,scalefactor,’bilinear’); 

v_ = scalefactor*imresize(v,scalefactor,’bilinear’); 

%Run quiver taking into account matlab coordinate system quirkiness 

% and scaling the magnitude of (u,v) by 2 so it is more visible. 

quiver(u_(end:-1:1,:),-v_(end:-1:1,:),2); 

axis(’tight’); 

 

Some Common Pitfalls  

 Accidentally switching x and y indices.  

 Image boundary issues. There are several ways to handle the image boundary. If you implement 

all commands using conv2, then you shouldn’t have to worry about this (although of course flow 

and corners near the boundary of the image won’t be reliable). Otherwise, you can pad the input 

images with zeros or to only compute the optical flow for regions where the neighborhood 

window is well defined. A third approach that may yield slightly better results is to only use 

portions of the neighborhood window that lie inside the original images. Any of these approaches 

is perfectly fine for this assignment.  

 Suppressing non-maximal corner points. To avoid producing too many corner points, you may 

find it necessary to select corner points that are maxima within some neighborhood region (say 

within a windowSize neighborhood) rather than just strict local maxima.  

 

 

http://www.mathworks.com/support/solutions/en/data/1-1B60B/index.html?product=ML&solution=1-1B60B

