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Basics 
•  Transaction – A group of operations that perform a particular 

function. 
–  Eg. File Creation (Transaction) requires multiple writes (operations) to 

update the metadata of the parent directory and new file. 

•  Transactions need to meet ACID Properties for reliability of data. 

–  Atomicity 

–  Consistency 

–  Isolation 

–  Durability 

The transaction is a complete success or a 
complete failure. Even if a part of a transaction fails 
to work, the entire transaction will fail. 

In case of failure, the System should remain in its last 
consistent state. 

The intermediate state of a transaction is invisible 
to other transactions.  

After a transaction successfully completes, 
changes to data persist and are not undone, even 
in the event of a system failure. 
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Motivation 
•  Who requires these Transactional properties 

–  File/Database Systems 

•  Current Issue : 
–  Transactional Features implemented in the File Systems using 

WaL(Write-ahead-Logging), CoW(Copy-on-Write) methods 
causes extra overhead. 

•  Solution : 
–  TxFlash supports Transactional features efficiently using Flash 

Devices. Lets see how. 
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Transactional API in SSD’s 
•  SSD’s are the ideal medium to support 

Transactional APIs 
–  Reasons are 

•  Flash Devices have spare/metadata 
portion part of a page. FTL uses this 
space to store logical and physical page 
mapping. This space can also be used 
to support transactional features. 

•  Copy-on-write nature of SSD’s which 
avoids in-place write of data, thus 
helping meet the consistency property. 

•  High concurrency with multiple flashes 
connected, hiding large erase time. 

•  Fast Random Reads 
•  FTL implement Garbage collection logic 

to free-up space, for efficient wear-
levelling. This logic can be easily 
enhanced to support Transactional 
Features. 

Fig: 4KB Flash Page with 224B 
Spare/Metadata portion 

Fig: SSD Controller with multiple 
Flash Devices connected for 
Concurrency 



5 

Paper’s Goal 
•  Design TxFlash using properties of Flash to support 

Transactional Features (i.e ACID properties) with 
–  Low Performance Overhead 
–  Low Space Overhead 

•  TxFlash supports WriteAtomic (p1 … pn) command 
–  which ensures atomicity i.e either all pages are written or none of 

them is written. 
–  Usage 

•  Multiple commands required to create a new file can be mapped to 
a WriteAtomic Command, to guarantee atomicity. 
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TxFlash Implementation 

Is TxFlash HW or SW? 

 

TxFlash and FTL are 
SW, which runs on the 
Processor in the SSD 
Controller 

The RAM (usually DDR) 
used for temporary 
metadata storage. 

Host Interconnect is 
usually a PCIe/SATA 

Host 

SSD 
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Commit Logic 
 Specifies the steps for 
writing data to the flash 

 
Recovery Logic 

 Decides whether the 
transaction was indeed 
successfully committed 
incase of system failure. 
Done during system 
reboot. 

  
Garbage Collection 

 Creates free space by 
converting dirty blocks into 
free blocks. 

TxFlash Architecture & API 

s 

WriteAtomic(p1…pn) 

In-progress 
tranx 

Not issue 
conflict 
writes 

Core of 
TxFlash 
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Commit Protocols 
•  How does TxFlash ensure Atomicity? 

–  Using Commit Protocol (The novel idea proposed in the paper) 

•  Commit Protocol specifies  
–  steps needed to commit a transaction  
–  the recovery procedure. 
–  the garbage collection process 

–  Commit Protocol discussed in the paper 
•  Traditional Commit (TC) 
•  Single Cycle Commit (SCC) 
•  Back Pointer Cycle Commit (BPCC) 
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Traditional Commit (TC) 
•  Supporting ACID Properties across 2 pages 

using TC 
•  Example 

•  Disadvantages ?? 
–  The commit record can be written only 

after all intention record writes are 
completed. This introduces extra 
latency per write transaction. 
(performance overhead) 

–  Commit record can be erased only 
after previous intention records are 
made obsolete new transactions. 
(space overhead) 

IR : Data1 
IR: Data2 

Commit Record 

(only after data1, data2) 

Step1 

Step2 
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Paper’s Contribution –  
Back Pointer Commit Protocol (BPCC) 

•  Stores a link to the next record 
in the metadata of an intention 
record. 

•  Creates a cycle among the 
intention records of the same 
transaction. 

•  Eliminates need for separate 
commit record for each 
transaction. 

•  Transaction is committed once 
all the intention records are 
written. 
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Back Pointer Cyclic Commit contd.. 
•  What is the issue with SCC? 
•  SCC Invariant mandates that, an 

uncommitted intention needs to be 
erased before a new version can be 
created. 

–  Eg: A2 (uncommitted version) needs to 
be deleted before A3 can be checkedin 

•  This erasure will add latency during 
writes. 

•  BPCC overcomes this limitation. 
•  BPCC indicates the presence of 

uncommitted intention record using the 
page metadata. 

•  The metadata r.back explicitly 
indicates that last committed version. 

•  A3 is the straddler of A2, as it 
straddles the uncommitted version A2. 

r.back pointing 
back to version 1 
indicating that 
verison 2 is 
uncommitted. 

Version3 can be 
written even 
before version2 is 
garbage collected. 
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BPCC Invariance 
•  BPCC Invariant: For a highest 

version numbered intention 
record Ph ∈ S, let Ql = 
Ph.next. If there exists a Qk ∈ 
S with k > l and there exists no 
straddler for Ql, then Ph is 
committed.  

•  In the adjacent figure,  
–  B3 is committed since 

B3.next = A3. And there 
exists A4 with no straddler 
for A3. 

–  A2 is uncommitted, since a 
B3 Straddles B2 
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BPCC Recovery 
•  Recovery done a system reboot to 

classify if a highest ordered version of a 
page is committed or not. 

•  Case1: hQ > l 
–  C2 is marked uncommitted, since C2.next 

= D2. A newer version of D (D4) straddles 
D2. 

•  Case2: hQ < l 
–  E4 is marked uncommitted, an intention 

record with C4 doesn’t exist 

•  Case3: hQ = l 
–  A3.next = B3 (case 1 and 2 not satisfied) 
–  B3.next = A3 (case 1 and 2 not satisfied). 
–  Since a cycle is formed, both are marked 

committed. (recursive analysis) 
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    Result : Cyclic commit vs. Traditional commit 
 

•  Throughput Comparison: Cyclic Commit ~100% better than TC for small 
transaction sizes 

•  Reason ? 
•  Extra write latency required in TC for the commit record is more prominent 

during transactions with smaller size. 



15 

Results – End-to-End Performance 
•  TxExt3 with TxFlash Vs Ext3-

with-SSD 

•  TxExt3 – Uses Atomic 
Transaction Capability of 
TxFlash 

•  EXT3 with SSD using the 
journaling module to guarantee 
atomicity 

•  Runtime improved since the 
commit record write and WAL 
(checkpointing) are avoided in 
TxFlash. 

Runtime reduced for IO 
Intensive Computations. 
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Overhead of TxFlash 
•  Volatile memory required in 

store extra the metadata 
[ transactions in progress, 
extra metadata per page etc] is 
25% more in TxFlash 
compared to an SSD. 
–  5MB volatile memory required 

per 4GB Flash package in 
TxFlash compared to 4MB in 
SSD. 
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Conclusion 
•  TxFlash supports WriteAtomic Command which has Transactional Features 

–  Atomicity   - Commit Protocol (FTL) 
–  Consistency  - Commit Protocol (FTL) 
–  Isolation   - Isolation Layer (FTL) 
–  Durable   - SSD 

•  TxFlash S/W contains the 
–  Commit Logic 
–  Recovery Logic 
–  Garbage Collection 
–  Metadata 

•  Overhead 
–  Performance Overhead  - Negligible 
–  Space Overhead   - None. Using the per page spare area available 

in the    flash page 
–  Volatile RAM   - 25% extra required. 

•  Results 
–  The throughput with TxFlash improves by ~100% for small sized transactions. 
–  Runtime of real time system with TxEXt3 with TxFlash improved ~50% compared 

to Ext3 with SSD 
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Related Work –  
2010 – Princeton Univ; 2011 – Ohio State Univ 

FusionIO 
•  DFS – Direct File System 

using FusionIO 
–  http://dl.acm.org/citation.cfm?

id=1837922&CFID=54440450
&CFTOKEN=57940763  

•  Atomic Writes in FusionIO 
–  http://nowlab.cse.ohio-

state.edu/publications/conf-
papers/2011/ouyangx-
hpca2011.pdf 

–  Atomicity protocol built into the 
FTL. Uses flag bits that are 
stored part of metadata to 
guarantee atomicity. 
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Questions 
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Backup slides 
•  Transaction – Collection of instructions that perform a single logical function. 

•  Journaling – log-structured file systems 
–  Similar to WAL using logs. 

•  CoW 
–  Don’t do in-place write. Create a copy and make the edits. Change the mapping later. 
–  Helps in maintaining consistency incase of failure 

  
•  WAL 

–  All modifications (old data and new data) done by the transaction on data is stored in a log 
(also inside the non-volatile memory). The information in the log used to perform recovery in 
case of system failure. 

–  Disadv – log consumes extra space and writing the log reduces performance 

•  Checkpointing 
–  Similar to WAL. Reduces the overhead of WAL. 
–  The information in the log is backed up in the non-volatile memory at frequent intervals. The 

data that is part of the transactions at that timestamp also transferred to nvs. 
–  A checkpoint added to the log. 
–  During recovery, only the data in the log that starts after the last checkpoint needs to be 

written again to the flash. 


