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•  Power	  consumpSon	  ñ	  
•  Heat	  dissipaSon	  ñ	  
•  System	  risk	  ñ	  
•  Cost	  $$$	  ñ	  



MoSvaSon

•  Chip-‐level	  mulSprocessors(CMP)	  
– Homogeneous	  (MulSple	  copies	  of	  the	  same	  core)	  

– All	  high	  performance?	  
Waste	  energy	  when	  execuSng	  low-‐requirement	  apps	  

– All	  low	  performance?	  
Latency	  happens	  when	  execuSng	  high-‐requirement	  apps	  

•  Different	  applicaSons	  	  
-‐>	  different	  resource	  requirements	  
– Ex.	  InstrucSon-‐level	  parallelism(ILP)	  

• Wide-‐issued	  superscalar	  CPU	  
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Heterogeneous	  MulS-‐core
•  Heterogeneous	  
– Different	  compuSng	  capaciSes	  
– Different	  performance	  level	  
– Different	  energy	  efficiency	  
–  System	  evaluates	  the	  resources	  requirements	  while	  
minimizing	  energy	  consumpSon	  

– Area	  efficiency	  
	  

•  Why	  Single	  ISA?	  
–  CompaSble	  with	  exisSng	  programs	  
– Only	  have	  to	  compile	  one	  version	  
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Architecture

•  4	  Alpha	  cores	  
–  2	  in	  order	  cores	  

•  EV4	  (21064)	  
•  EV5	  (21164)	  

–  2	  out	  of	  order	  cores	  
•  EV6	  (21264)	  
•  EV8-‐	  (21464)	  	  <=	  single-‐threaded	  version	  

•  Private	  L1	  D-‐cache	  &	  I-‐cache,	  Shared	  L2	  
•  Single	  thread	  execuSng	  on	  a	  single	  core	  at	  any	  Sme	  
•  Unused	  cores	  are	  completely	  powered	  down	  
•  Totally	  14	  Benchmarks	  are	  simulated	  
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Figure 1. Relative sizes of the cores used in
the study

tectures. Note that technology mapping across a few gener-
ations has been shown to be feasible [24].

Figure 1 shows the relative sizes of the cores used in
the study, assuming they are all implemented in a 0.10 mi-
cron technology (the methodology to obtain this figure is
described in the next section). It can be seen that the result-
ing core is only modestly (within 15%) larger than the EV8-
core by itself.

Minor differences in the ISA between processor gener-
ations are handled easily. Either programs are compiled to
the least common denominator (the EV4), or we use soft-
ware traps for the older cores. If extensive use is made of
the software traps, our mechanisms will naturally shy away
from those cores, due to the low performance.

For this research, to simplify the initial analysis of this
new execution paradigm, we assume only one application
runs at a time on only one core. This design point could
either represent an environment targeted at a single applica-
tion at a time, or modeling policies that might be employed
when a multithreaded multi-core configuration lacks thread
parallelism. Because we assume a maximum of one thread
running, the multithreaded features of EV8 are not needed.
Hence, these are subtracted from the model, as discussed in
Section 3. In addition, this assumption means that we do
not need more than one of any core type. Finally, since only
one core is active at a time, we implement cache coherence
by ensuring that dirty data is flushed from the current core’s
L1 data cache before execution is migrated to another core.

This particular choice of architectures also gives a clear
ordering in both power dissipation and expected perfor-
mance. This allows the best coverage of the design space
for a given number of cores and simplifies the design of
core-switching algorithms.

2.3 Switching applications between cores.

Typical programs go through phases with different exe-
cution characteristics [35, 39]. Therefore, the best core dur-
ing one phase may not be best for the next phase. This ob-
servation motivates the ability to dynamically switch cores
in mid execution to take full advantage of our heterogeneous
architecture.

There is a cost to switching cores, so we must restrict the
granularity of switching. One method for doing this would
switch only at operating system timeslice intervals, when
execution is in the operating system, with user state already
saved to memory. If the OS decides a switch is in order, it
powers up the new core, triggers a cache flush to save all
dirty cache data to the shared L2, and signals the new core
to start at a predefined OS entry point. The new core would
then power down the old core and return from the timer in-
terrupt handler. The user state saved by the old core would
be loaded from memory into the new core at that time, as
a normal consequence of returning from the operating sys-
tem. Alternatively, we could switch to different cores at the
granularity of the entire application, possibly chosen stati-
cally. In this study, we consider both these options.

In this work, we assume that unused cores are com-
pletely powered down, rather than left idle. Thus, unused
cores suffer no static leakage or dynamic switching power.
This does, however, introduce a latency for powering a new
core up. We estimate that a given processor core can be
powered up in approximately one thousand cycles of the
2.1GHz clock. This assumption is based on the observa-
tion that when we power down a processor core we do not
power down the phase-lock loop that generates the clock for
the core. Rather, in our multi-core architecture, the same
phase-lock loop generates the clocks for all cores. Conse-
quently, the power-up time of a core is determined by the
time required for the power buses to charge and stabilize.
In addition, to avoid injecting excessive noise on the power
bus bars of the multi-core processor, we assume a staged
power up would be used.

In addition, our experiments confirm that switching
cores at operating-system timer intervals ensures that the
switching overhead has almost no impact on performance,
even with the most pessimistic assumptions about power-up
time, software overhead, and cache cold start effects. How-
ever, these overheads are still modeled in our experiments
in Section 4.4.

3 Methodology

This section discusses the various methodological chal-
lenges of this research, including modeling the power, the
real estate, and the performance of the heterogeneous multi-
core architecture.

Proceedings of the 36th International Symposium on Microarchitecture (MICRO-36’03) 
0-7695-2043-X/03 $ 17.00 © 2003 IEEE 



Core	  Switching	  Algorithms	  -‐	  Oracle

•  StaSc	  selecSon	  
–  Assign	  the	  program	  to	  the	  core	  with	  best	  energy-‐efficiency	  

•  ApplicaSons	  have	  different	  phases.	  
•  Demands	  vary	  across	  phases	  of	  a	  single	  program	  
•  Dynamic	  selecSon	  
–  OpSmize	  for	  energy	  

•  10%	  performance-‐loss	  constraint	  
–  OpSmize	  for	  energy-‐delay	  (ED)	  

•  50%	  performance-‐loss	  constraint	  
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Oracle	  Comparison
Energy	  
Savings(%)

Energy-‐Delay	  
savings(%)

Energy-‐Delay2	  
savings(%)	  

Performance	  
Loss	  (%)

Dynamic	  for	  
energy 38.5 35.4 37.0 3.4	  

(10%	  constraint)

Dynamic	  for	  
energy-‐delay 72.6 63.2 50.6

22.0	  
(50%	  constraint)



StaSc 31.9 31.3 30.4 2.6
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Overall:	  Dynamic	  >	  StaSc	  
with	  appropriate	  performance	  constraint



Core	  Switching	  Algorithms	  -‐	  RealisSc
•  Oracle	  is	  idealized	  and	  impossible	  to	  implement	  
•  RealisSc:	  switching	  happens	  if	  the	  sampled	  core(s)	  has	  

lower	  energy-‐delay	  
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•  Neighbor	  
–  One	  of	  the	  neighboring	  cores	  is	  
randomly	  chosen	  to	  be	  sampled	  

•  Neighbor-‐global	  
–  Same	  as	  neighbor	  except	  considering	  
accumulated	  energy-‐delay	  

•  Random	  
–  One	  other	  randomly-‐chosen	  core	  is	  
sampled	  

•  All	  
–  All	  cores	  are	  sampled	  

EV8-‐

EV6

EV5

EV4

Perform
ance

ne
ig
hb

or




RealisSc	  Dynamic	  Switching
•  Trend	  of	  performance	  and	  

energy	  saving	  is	  close	  to	  oracle	  
result	  

•  Averagely	  a	  liEle	  worse	  energy	  
saving	  &	  energy-‐delay	  saving	  
than	  oracle	  

•  Averagely	  beEer	  performance	  
than	  oracle	  

•  Cost	  of	  switching	  is	  not	  heavy	  
if	  only	  sampling	  one	  core	  

•  More	  cores	  are	  sampled,	  
greater	  switching	  overhead	  
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Area	  efficiency
•  MulS-‐threaded	  
•  On	  the	  same	  chip	  area	  
•  Homogeneous	  

–  4	  EV6	  
–  20	  EV5	  

•  Heterogeneous	  
–  3	  EV6	  &	  5	  EV5	  
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Figure 2. Benefits from heterogeneity - static scheduling
for inter-thread diversity.

the performance difference between executing on a different
core and the potential shared L2 cache interactions. How-
ever, determining this configuration is only possible by run-
ning all possible combinations. Instead, as a simplifying as-
sumption, our scheduling policy assumes no knowledge of L2-
interactions (only for determining core assignments – the in-
teractions are still simulated) when determining the static as-
signment of workloads to cores. This simplification allows us
to find the best configuration (defined as the one which max-
imizes weighted speedup) by simply running each job alone
on each of our unique cores and using that to guide our core
assignment. This results in consistently good, if not optimal,
assignments. For a few cases, we compared this approach to
an exhaustive exploration of all combinations; our results in-
dicated that this results in performance close to the optimal
assignments.

The use of weighted speedup as the metric ensures that
those jobs assigned to the EV5 are those that are least affected
(in relative IPC) by the difference between EV6 and EV5.
In both the homogeneous and heterogeneous cases, once all
the contexts of a processor get used, we just assume that the
weighted speedup will level out as shown in the Figure 2. The
effects when the number of jobs exceeds the number of cores
in the system (e.g., additional context switching) is modeled
more exactly in Section 4.2.

As can be seen from Figure 2, even with a simple static
approach, the results show a strong advantage for heterogene-
ity over the homogeneous designs, for most levels of thread-
ing. The heterogeneous architecture attempts to combine the
strengths of both the homogeneous configurations - CMPs of a
few powerful processors (EV6 CMP) and CMPs of many less
powerful processors (EV5 CMP). While for low threading lev-
els, the applications can run on powerful EV6 cores resulting

in high single thread performance, for higher threading levels,
the applications can run on the added EV5 contexts enabled
by heterogeneity, resulting in higher overall throughput.

The results in Figure 2 show that the heterogeneous con-
figuration achieves performance identical to the homogeneous
EV6 CMP from 1 to 3 threads. At 4 threads, the optimum
point for the EV6 CMP, that configuration shows a slight ad-
vantage over the heterogeneous case. However, this advantage
is very small because with 4 threads, the heterogeneous con-
figuration is nearly always able to find one thread that is im-
pacted little by having to run on an EV5 instead of EV6. As
soon as we have more than 4 threads, however, the heteroge-
neous processor shows clear advantage.

The superior performance of the heterogeneous architec-
ture is directly attributable to the diversity of the workload
mix. For example, mcf underutilizes the EV6 pipeline due
to its poor memory behavior. On the other hand, benchmarks
like crafty and applu have much higher EV6 utilization. Static
scheduling on heterogeneous architectures enables the map-
ping of these benchmarks to the cores in such a way that over-
all processor utilization (average of individual core utilization
values) is maximized.

The heterogeneous design remains superior to the EV5
CMP out to 13 threads, well beyond the point where the het-
erogeneous architecture runs out of processors and is forced
to queue jobs. Beyond that, the raw throughput of the homo-
geneous design with 20 EV5 cores wins out. This is primar-
ily because of the particular heterogeneous designs we chose.
However, more extensive exploration of the design space than
we show here confirms that we can always come up with a
different configuration that is competitive with more threads
(e.g., fewer EV6’s, more EV5’s), if that is the desired design
point.

Compared to a homogeneous processor with 4 EV6 cores,
the heterogeneous processor performs up to 37% better with
an average 26% improvement over the configurations consid-
ering 1-20 threads. Relative to 20 EV5 cores, it performs up
to 2.3 times better, and averages 23% better over that same
range.

These results demonstrate that over a range of threading
levels, a heterogeneous architecture can outperform compa-
rable homogeneous architectures. Although the results are
shown here only for a particular area and two core types (as
discussed in Section 3.1), our experiments with other configu-
rations (at different processor areas and core types) indicate
that these results are representative of other heterogeneous
configurations as well.
4.2 Open system experiments

Graphs of performance at various threading levels are in-
structive, but do not necessarily reflect accurately real system
performance. Real systems typically operate at a variety of
threading levels (run queue sizes), and observed performance
is a factor of the whole range. Thus, while a particular ar-
chitecture may appear to be optimal at a single point (even if
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Conclusion
•  Proposed	  Single-‐ISA	  Heterogeneous	  MulS-‐core	  
Architecture	  to	  reduce	  power	  consumpSon	  

•  Dynamically	  choose	  the	  most	  appropriate	  core	  to	  
opSmize	  energy	  efficiency	  

•  Provide	  beEer	  area-‐efficient	  coverage	  of	  the	  
whole	  spectrum	  of	  workload	  

•  Significant	  Results:	  
– OpSmize	  for	  energy	  efficiency	  w/	  Sght	  constraint	  

•  39%	  avg.	  energy	  saving/	  3%	  performance	  lose	  
– OpSmize	  for	  energy-‐delay	  w/	  loose	  constraint	  

•  73%	  avg.	  energy	  saving	  /	  22%	  performance	  lose	  
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