
Lecture 12

Performance modeling an
 iterative method

Scalability
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¥ Office hours cancelled today
¥ CSE 260 Symposium
¥ Thursday and Friday, 12/4 and 12/5

ÐThursday during class time
ÐFriday: 3 hours, 1PM to 4PM

Announcements



Iterative methods for solving systems
of equations



11/4/08 Scott B. Baden /CSE 260/ Fall  '08 4

Iterative method in 1D
¥ JacobiÕs Method

  Repeat until the result is satisfactory
      for i = 1 : N-1
            unew[i] = (u[i-1]+u[i+1] +h*h*f[i])/2

            end for
            Swap u and unew

      end Repeat
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Parallel Implementation
¥ We partition the data into intervals, assigning each to a unique

processor
¥ Each interval depends on two endpoint values found on

neighboring processes
¥ We add ÒoverlapÓ or ÒghostÓ cells to hold a copies off-

processor values
¥ Collective communication for convergence check

     P0             P1              P2              P3
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JacobiÕs Method in 2D

¥ The update formula

for (i,j) in 0:N-1 x 0:N-1
   uÕ[i,j] = (u[i-1,j] + u[i+1,j]+ u[i,j-1]+ u[i, j+1] - h2f[i,j])/4
    u =uÕ

     0   1    0
     1  Ð4   1
     0   1    0
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Partitioning
¥ Splits up the data over  processors
¥ Different partitionings according to the

processor geometry
¥ For P processors geometries are of the form p0 !  p1,

where P = p0 p1
¥ For P=4, 3 possible geometries

0

0

1

2

3

1 2 3

0 1

2 3

      1 !  4                      4 !  1                   2  !   2
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Ghost cells high dimensions

¥ Ghost cells surround each local subproblem
¥ Non-contiguous data
¥ Inefficient to communicate individual values
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Periodically refresh the ghost cells
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Some results in 3D on an IBM SP2
with 16 processors

            Total        Without communication
Geometry  MF/s  Time  Comm  MF/s   Time
 16x 1x1     510   15.80    2.41     601    13.39
 1x16x 1     655   12.29    2.43     816      9.87
 1x 1x 16     547   14.72    8.33   1260      6.39    57%   communication
 4x 4x 1      611   13.18    0.90     656    12.27      6.8% communication
 4x 1x 4      674   11.94    2.71     872      9.23
 1x 4x 4      621   12.96    2.77     790    10.19
 8x 2x 1      554   14.54    1.43     614    13.11
 8x 1x 2      619   13.00    1.21     683    11.79
 4x 2x 2      629   12.81    1.10     688    11.71
 2x 4x 2      629   12.81    1.07     686    11.74
 2x 2x 4      671   12.00    2.48     846      9.52
 2x 8x 1      669   12.03    1.39     757    10.64
 2x 1x 8      617   13.06    4.40     931      8.65
 1x 2x 8      560   14.37    4.43     810      9.95
 1x 8x 2      693   11.63    1.84     823      9.79    15.8% communication

1

2

3
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Modeling the parallel running time

¥ The model has two parts

Ð Local computation

Ð Communication

¥ We may ignore the convergence test (check infrequently)

¥ Communication overheads are due to ghost cell updates

¥ LetÕs start with the 1D ODE solver and then move to higher

dimensional spaces

¥ WeÕll use valkyrie.ucsd.edu
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Model assumptions and definitions: 1D case

¥ T(1,n) = running time of the best ser ial
algor ithm on a problem of size n

¥ T(P,n) = running time on P processors

¥ T"(P,n) = gr ind time

ÐTime to perform a single mesh update

ÐHelps us normalize with respect to problem size

ÐT"(P,n0) = T(P,n)/( n ¥ Niter)
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¥ T(1,n) = n T" NIter, where T" is the cost of
performing an update

ui = (ui+1+ui-1 +h2 fi)/2

¥ On Valkyrie
 T" #  20$

¥ Datum are 8-byte double precision numbers,
message passing time = %+8$N

Local Computation time
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¥ Make the na•ve assumption that T"(1,n) is
independent of n

¥ Tcomm = local communication for ghost cells

¥ T(P,N) = T(1,N/p)  +

¥ = 20N$/P +  2(%+8$)
# 20N$/P

More on the Performance model

!  

comm

local

T
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The curse of dimensionality

¥ In higher dimensional spaces
Ð Many more possible processor geometries
Ð  Communication involves higher dimensional arrays
Ð Fraction of communication increases for a fixed number of unknowns

¥ In 1D
Ð There is only one possible processor geometry
Ð Each process communicates at most 2 points

¥ In 2D
Ð There are 1D and 2D geometries
Ð Each process communicate a set of 1D arrays

¥ In  D dimensions
Ð D different sets of geometries
Ð Each process communicates several  (D-1) dimensional arrays
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Model assumptions and definitions : 2D case

¥ T(1,(m,n)) = running time of the best serial algorithm on
a problem of size m !  n

¥ T(P,(m,n)) = running time on P processors

¥ T"(P,(m,n)) = grind time on P processors

Ð T"(P,(m,n)) = T(P,(m,n))/(m ¥ n ¥ Niter)

Ð Ideally T"  is independent of m, n, and P

¥ Following analysis applies to LaplaceÕs equation, a special
case of PoissonÕs Equation with f=0
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Performance

¥ 2 components

ÐLocal computation

ÐGhost cell communication

Ð(Convergence check, including global
communication)
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¥ T(1,(m,n)) = m! n! T!  where

     T!  
 =  grind time on one processor

¥ For the Blue Horizon IBM SP3 system at the San Diego

Supercomputer Center (with Power3 CPUs)
 T" # 16 $

ui,j = (ui+1,j+ui-1,j + ui,j+1+uj,i-1)/4

Local Computation time
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Completing the Performance model

¥ Message passing time  T(N) = %+8$N

(8-byte double precision numbers)

¥ Processor geometry is p !  q

Ð Strips or box Ðlike partitions

¥ T(P,(N,N)) = T(1,(m,n)) +

      m = N/p, n = N/q

!  

comm

local

T



11/4/08 Scott B. Baden /CSE 260/ Fall  '08 21

Communication performance for 1D

¥ P divides N evenly
¥ N/P > 2
¥ For horizontal strips, data are contiguous

Tcomm = 2(%+8$N)
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2D Processor geometry

¥ Assume &P divides N evenly and N/&P > 2

¥ Ignore the cost of packing message buffers
¥ Tcomm = 4(%+8$N/&P )
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Summing up the performance models

¥ 1-D decomposition

              (16N2 $/P) +  2(%+8$N)

¥ 2-D decomposition

 (16N2 $/P) + 4(%+8$N/&P )
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Comparative performance

¥ Strip decomposition will outperform box
decompositionÑ resulting in lower communication
timesÑ when    2(%+8$N) < 4(%+8$N/&P )

¥ Assuming P' 2:      N < (&P/(&P Ð2))(%/8$)

¥ On SDSCÕs IBM SP3 system ÒBlue HorizonÓ
"  = 24 us
# = 1/(390 MB/sec)

¥ N < 1170 (&P/(&P Ð2))
¥ For P = 16, strips are preferable when N < 2340,
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Parallel speedup and efficiency

¥ 1-D decomposition
   SP = T1/TP   = 16N2$ / (16N2$/P +  2(%+8$N))
   EP = SP / P    = 16N2$ / (16N2$ +  2P(%+8$N))

       =  1 /( 1 + (%+8$N)P/ (8N2$))

¥ 2-D decomposition
    SP = T1/TP   = 16N2$/(16N2$/P+4(%+8$N/&P)))
    EP = SP / P = 16N2 $/((16N2$)+4(%P+8$N&P))
                  = 1 / (1 + (%P+8$N&P)/(4N2 $))
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Putting these formulas to work

¥ 1-D decomposition
¥ LetÕs plot EP as a function of N, varying P

as a parameter
EP = 1 /( 1 + (%+8$N)P/ (8N2$))

¥ LetÕs also plot the fraction of time spent
communicating
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Communication fraction
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Surface to volume ratio affects performance

¥ The surface to volume ratio of a geometry is the maximum
number of points on the surface (perimeter) over all
partitions divided by the volume

¥ As we increase N while leaving P fixed, we decrease the
surface to volume ratio, which gives us a measure of the
relative cost of communication

¥ As volume increases, S/V drops
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Surface to volume ratio

1 unit of work
4 units of communication

16 units of work
16 units of communication
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The curse of dimensionality

¥ As we move to higher dimensional spaces,
communication becomes relatively more
costly

! In 2D: 4N / N2   = 4/N
! In 3D: 6N2 / N3  =  6/N
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Refinements to the performance model
¥ Transmitting non-contiguous data is more expensive than

transmitting contiguous data, strides larger in 3D than 2D
¥ The grind time is sensitive to the aspect ratio of the local

grid
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Scalability

¥ Earlier we talked about the isoefficiency
functionÉ

¥ This function tells us how quickly
serial work W must grow as we increase PÉ .
so that the efficiency will remain constant

¥ We now consider scalability in greater detail
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Overhead

¥ Ideally, TP (  W/P, or  W (  P TP

¥ In practice, TP > W/P
¥ Define To (  PTP - W

Ð total overhead or
Ð overhead function

¥ PTP  is the cost, or
processor-time product

¥ It follows that EP = W / (P TP) = W / cost
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Cost optimality

¥ A  system is cost-optimal if cost of the
parallel computation grows at the same
asymptotic rate as fastest serial algorithm

¥ The cost  should grow at the same rate as W,
i.e. PTP = $ (W)

¥  What about Ep?
¥ Tight bound

!  

" (C, # C > 0),n0 : $ (n > n0)  |Cg(n) |  <  | f (n) |  <  | # C g(n)
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An example

¥ Consider a serial algorithm running in time
n log n

¥ Let TP = (log n)2 on P=n processors:
cost =   n(log n)2

¥ The system solving this problem is not cost
optimal

¥ If it were, then the cost would be n log n
¥ But, it is not far off
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Why does efficiency decrease with P?

¥ Recall that efficiency EP % W/(PTP)

¥ Plugging this into the overhead equation
 To % PTP - W  we have

EP % 1/(1 + To/W)

¥ If W remains fixed
ÐOverhead (PTP) often increases with P
ÐEfficiency must therefore decrease
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A non-cost optimal example

¥ Summing N numbers on N processors
ÐW = N-1
ÐTN = lg(N)

¥ Cost = N lg N
¥ Efficiency = EP % 1/(1 + To/W)

              =         1/(1 + (Cost Ð W)/W)
                =         1/(1 + (N lg N-N)/N)
               =         1/(1 + lg N)

                 =         1 / (lg N) << 1
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A cost optimal variant

¥ Summing N numbers on P < N processors
ÐW = N-1
ÐTP = (N/P) + lg(P)

¥ Cost = N + P lg(P)

¥ If we maintain N = " (P log P), then system
is cost optimal

¥  " ( ) is an  asymptotic lower bound
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Scalability

¥ We say that a system is scalable if we can maintain a
(nearly) constant running  time as we increase the work
with the number of processors

¥ Equivalently, a system if scalable if we can maintain a
constant level of parallel efficiency

¥ When we think about scalability we ask:
Òhow quickly must the computational work grow with P?Ó
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Scalability and cost-optimality

¥ A cost optimal system has an efficiency of # (1)
¥ A scalable system can be made cost-optimal if we grow the

problem size sufficiently with N
¥ For example, with summation, we can maintain cost-

optimality if we grow N as # (P lg P)
¥ The isoefficiency function tells us the required growth

rate, and how scalable the system is
¥ System dependent
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Isoefficiency function

¥ How quickly must the workload grow, as a
function of P, in order to maintain a
constant level of efficiency

¥ Consider the ODE solver
ÐN = Problem size
ÐP = Number of processors
ÐComputational work = W = 3N (= T1 )
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How do we come up with the
isoefficiency function?

¥ EP = W/PTP  = W / (W + To(W,P))

     =  1 / (1 + To(W,P) /W)

¥ Solving for W
W = EP /(1-EP ) To(W,P) = K To(W,P)

¥ This is the isoefficiency function, the required
growth of W as a function of P

¥ In order for a system to remain cost-optimal as it
is scaled up, we require that W = " (f(P)), where
f(P) is the isoefficiency function
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Isoefficiency function for the ODE solver
¥ Let a floating point operation take unit time
¥ Normalized message start time = %
¥ Parallel running time  TP

Ð Perfect parallelization of W + overheads
W/P         +      2%

¥ Parallel efficiency
EP = T1 / (PTP) = 3N/(2%P + 3N)

¥ Rewriting to obtain expression for N in terms of P
N = (2/3) %P (EP/(1- EP)) = O(P)

¥ So long as we can grow N with P, then the system is
scalable
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Re-examining scaled speedup

¥ We define the speedup as

          W / TP(W,P)
¥ The scaled speedup (linear scaling) is

      PW / TP(PW,P)
¥ If we are scaling a problem according to the

isoefficiency function ) (P lg P), what is the
scaled speedup?

¥ PW lg P / TP(PW lg P , P)
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Scaling (Problem 5.7, p.230)
¥ Plot the efficiency for the problem of adding n numbers on p

processors
Ð t_add = 10,  time to communicate = 1
Ð p = 1, 4, 16, 64, 256

¥ Fixed workload
Ð Let n=256, W = 255
Ð Speedup = W/TP(W,P)

¥ Scaled workload, base case n=256, p=1
Ð W = )  ( P )
Ð Scaled speedup = PW/TP(PW,P)

¥ ÒIsoefficient scaled workloadÓ
Ð W = )  ( P log P)
Ð Isoefficient scaled speedup =

PW lg P / TP(PW lg P,P)
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Results
¥ Running time to sum n numbers on p processors:

n/p -1 + 11 lg p

¥ Fixed workload speedup
Ð Let n=256Ó W = 255
Ð Speedup = W/TP(W,P)
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¥ W = )  ( P )

¥ Scaled speedup = PW/TP(PW,P)
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Time constrained scaling

¥ For the summation problem of adding up N
numbers of P<N processorsÉ .

¥ Determine the largest problem that can be
solved in a given amount of time
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Performance model
¥ Local additions: N/P - 1
¥ Reduction: (1+%)(lg P - 1)
¥ T(N,P) =  N/P + % lg P
¥ Determine the largest problem that can be solved in time

T= 104 time units on P=512 processors
 where % = 10 time units,
and addition costs one unit of time

¥ Consider T(512,N) *  104

 +  (N/512) + % lg(512) *  104

 +  (N/512) + 90 *  104

 +    N *  5! 106 (approximately)


