L ecture 2

Memory Hierarchies
Address Space Organization
Performance and Scalability



Announcements

¥ Office hours;
Mondays 3p to 4p, Thursdays 4p to 5p
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An important universal:
the locality principle

¥ Programs generally exhibit two forms of locality when
accessing memory
b Temporal locality (time)
b Spatial locality (space)
¥ Often involves loops
fort=0to T-1
fori1=1to N-2
uli]= (u[i-1] + u[i+1] - 8*h*h )/ 2
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Memory hierarchy pyramid
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Memory hierarchies and locality

¥ Smaller memories are faster (and more expensive) than
larger ones

¥ Memory hierarchies rely on this property to improve
memory access times througiuse

Put recently accessed data in the small, fast memory

Memory access time approaches that of cache with
iIncreasing likelihooaf a cacheghitO

¥ Underlying principles for improving cache re-use
also apply to local and remote data graeallel computer

K K
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A cache memory hierarchy
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Some terminology

If we find what we are looking for, we haveache hit
If not, we have acache misgmiss rate)
The time it takes to access cache on a hit isithteme

The percentage of time that we hit (miss) in the cache is
called thehit ratio (miss ratio)

The time it takes to obtain the data we need from the next
higher level of the hierarchy is tin@ss penalty

¥ The unit of transfer iIs calledidock

K K K K

K
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Power 5 memory hierarchy

Fabric Controller
On-chip memory controller &

L3 cache directory
‘ Memory |

http://computing.linl.gov/tutorials/ibom_sp (IBM)

L1 D-cache: 32KB / proc
128 B line, 4-way assoc

L1 I-cache: 64KB / proc
128 B line, 2-way assoc

L2: 1.9MB / chip (shared)
128 B line, 10-way assoc

1 GB - 256 GB memory
~16 GB/seanem-CPUBW

L3: 36 MB / chip (shared)
256B line, 12-way assoc

80 CP access time
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Address Space Organization

¥ We classify the address space organization of a
parallel computer according to whether or not it
provides global memory

¥ When thereis aglobal memory we have a Ghared
memoryOor Ghared address spaceOarchitecture
b multiprocessor vs partitioned global address space
¥ Where thereis no global memory, we have a
Ghared nothingOarchitecture, aso known as a
multicomputer
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Shared memory organization

¥ The address space is global to all processors

¥ Hardware automatically performs the global to local
mapping using address trand ation mechanisms

¥ Two types, according to the uniformity of memory
access times

¥ UMA: Uniform Memory Access time

b In the absence of contention all process@E==
observe the same memory access time

b Also calledSymmetric Multiprocessors "7 \ ~._
b Usually bus based: not a scalable soluti

Ilﬁ@
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Multichip module implements and SMP

DCM

http://computing.linl.gov/tutorials/ibm_sp (IBM)
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| nductive Construction
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Cell@ memory hierarchy
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NUMA

¥ Non-Uniform Memory Accesstime
b Processors see distant-dependent access times to memoil
b Implies physically distributed memory

¥ We often call thesdistributed shared memory
architectures
b Commercial example: S@ltix, up to 512cores

b Elaborate interconnect with a directory structure to
monitor sharers

P P
M M M
) JimDemme)

[ network U.C. Berkeley CS Division
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Why do we use shared memory?

¥ A natural extension for existing single
processor execution model

¥ We don@® have to distinguish local from
remote data

¥ More natural for the programmer :-)

¥ But an efficient program, may end up having
to mimic a message passing program!

9/30/08 Scott B. Baden /CSE 260/ Fall '08 18



K K K K K

Partitioned Global Address Space

Direct access to remote memowmythout requiring an explicit, participating recipient

Bypasses cache

There may be private memory, too

One-sided communication
Best of both worlds: message passing and shared memory, but also some of the

disadvantages

Thread, Thread, Thread
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Architectures without shared memory

¥ There is no global memory
¥ Each processor has direct access to local memory only

¥ Send and receive messages to obtain copies of data from oth
Processors

¥ We call this ashared nothing architecture, or a
multicomputer

[ Interconnection network

(—4
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Message Passing

¥ Message based communication requires that the sender and
receiver be aware of one another

¥ There must be an explicit recipient of the message
¥ In message passing there are two events:

Message buffers
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Hierarchicalorganization

¥ Each node is a multiprocessor, usually an SMP

¥ Nodes communicate by passing messages, processors witr
a hode communicate via shared memory

¥ All multicomputersystems today

Interconnection Network
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Generic parallel computer

A collection ofP processor-memory pairs (memory may be cache)
Processors execute independent instruction streams
There may or may not be a global shared memory

It may or may not make a difference whether the programmer knows what the
interconnect looks like
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& Interconne/&tion Network

Memory

K K K K

Jim Demmel, U.C. Berkeley CS Division
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Parallel Memory Memory Hierarchies

¥ A paralel computer extends the notion of atraditional memory
hierarchy to the collection of multiple local memory hierarchies

¥ PMH Mode

Alpern, Carter, & Ferrante
Modeling Parallel Computers as Memory Hierarchies,01993
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Control mechanisms

¥ In addition to address space organization,
architectures are also classified according to
their control mechanism

¥ How do the processors issue instructions?

¥ Today, most parallel computers execute their
Instruction streams independently

¥ Some specia purpose machines execute a
global instruction stream in lock-step
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Flynn@ classification (1966)
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SIMD

Two notable SIMD designs
b ILIACIV (1960s)
P Connection Machine Model 1 and 2 (1980s)

Vector computer: Cray-1 (1976)

Intel and others support SIMD parallelism for multimedia and graphics
b SSE = Streaming SIMD extensiordtivec
b STI Cell Broadband Engine
b Operations defined on vectdrgp://x86.ddj.com/articles/sse_ptl

Excel at operating on regular arrays of data
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Limitations of SIMD

¥ lrregularity or data dependent computations lead to poor
performance

forall 1=0:n-1
If (x[i] <0)then

forall 1=0:n-1

x[i] = y[i] * z[i] ST
end forall elsey[l] = Xl
y[i] = ' x[i]
end forall
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Measures of Performance

¥ Why do we measure performance?

¥ Measure of performance
b Completion time

P Processor time product
Completion time " # processors

D Throughput: amount of work that can be
accomplished in a given amount of time

b Relative performance: given areference
architecture or implementation
AKA Speedup
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Parallel Speedup and Efficiency

¥ How much of an improvement did our parallel
algorithm obtain over the serial algorithm?

¥ Define the parallel speedup, S;

_ Runningtimeof thebestserialprogramonlprocesso

S =
Runningtimeof theparallelprogramon P processors

¥ T, Isdefined as the running time of the
(best serial algorithmO

¥ In general: nat the running time of the parallel
algorithm on 1 processor

¥ Definition: Parallel efficiency E;= SJ/P
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What can go wrong with speedup?

¥ Speedup Is not always an accurate way to
compare different algorithms or machines

¥ We might be able to obtain a better speedup
al the cost of alonger running time

¥ We have a super-linear speedup when
E->1/ S>P

b Super-linear speedups are often an artifact of
Inappropriate measurement technique

P Where there I1s a super-linear speedup, a better
serial algorithm may be lurking
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