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1 Introduction

The concept of metacomputing and the emergence of
a high-performance “Grid” has been the subject of
much discussion. It has been said that the unprece-
dented increase in available computing power that is
possible with the grid will have revolutionary effects
similar to the introduction of railroads into the heart
of America [12]. One of the most important factors in
fully harnessing the power of a metacomputing sys-
tem is efficient scheduling across nodes to maximize
application performance. If nodes end up sitting idle
because of poor scheduling, the performance benefits
of metacomputing are left unrealized. Scheduling an
application in a metacomputing environment is sig-
nificantly more complicated than scheduling an ap-
plication for a traditional supercomputer.

Because of the heterogeneous nature of a meta-
computing system, the scheduler now has to deal
with differing CPU speeds, quantity of CPU’s per
machine, memory configurations, and architectures.
The fact that nodes are largely non-dedicated and be-
ing used for their own purposes forces the scheduler
to take into account potentially drastic fluctuations
in things like CPU load, memory usage, and available
network bandwidth. The geographically distributed
nature of the system causes bandwidth between nodes
to be greatly varied, and can often put the system at
the mercy of current internet traffic. There is also the
possibility of more frequent node failure. Groups of
resources can be spread across numerous independent
domains of jurisdiction, each of which is free to imple-
ment their own schedule of routine maintenance and
other forms of scheduled downtime. For a scheduler
to be effective, these issues must be addressed.

Our focus in this paper is scheduling for the
metacomputing environment and how it relates to
the optimization of massively parallel applications.
We have chosen for discussion systems which either
represent significant differing approaches or are im-

portant because they are widely used. Some inter-
esting systems which are no longer in development
or do not apply to general metacomputing have been
left out.

2 Scheduling

Programming parallel applications is difficult, and
not worth the effort unless large performance gains
can be realized. Parallel computers are expensive to
build and maintain, and not worth the effort unless
they are kept busy and the users are kept happy.
These goals have complemented each other in the
evolution of scheduling for parallel computers, where
strategies can be found that promote both applica-
tion performance and system utilization. A scheduler
using such a strategy will typically have metrics such
as fairness or overall utilization to evaluate candidate
schedules. These metrics will yield good average ap-
plication performance if some assumptions about the
processing resources hold, such as dedicated access,
homogeneity, and lack of contention. These assump-
tions do not hold in grid environments, and so there
can be conflict between the goals of optimizing appli-
cation behavior and system behavior.

The conflicting performance goals in grid sched-
uling have caused a situation where a grid applica-
tion is likely to encounter two levels of schedulers on
its way to execution, one that decides what grid re-
sources to use, and another scheduler at each loca-
tion that enforces local policies. Local scheduling is
most likely to be the kind described earlier, which at-
tempts to keep overall system performance high. The
challenge of grid scheduling is how to make decisions
about what grid resources to use when computing
power and communication characteristics are hetero-
geneous and varying, and the number of resources
under consideration may be very large.
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2.1 Application-Level Scheduling

The position held by the AppLeS project [7] is that
scheduling must be done on a per-application basis
using as much knowledge of the application character-
istics as possible to achieve performance on the grid.
Their approach, called application-level scheduling,
results in custom schedulers for each application that
attempt to maximize application performance, mea-
sured as runtime or speedup, with little regard to
overall system performance. It also results in a large
amount of custom work on each individual algorithm,
on the order of work required for a Master’s thesis.
Depending on the characteristics of an application,
different amounts of information may be necessary.
A recent implementation of an AppLeS-style sched-
uler [16] combines information about CPU availabil-
ity, network bandwidth, and interactive user require-
ments to schedule parallel tomography computations
and visualization. It can be argued that this amount
of dedicated work is worthwhile for scientific applica-
tions whose implementor’s career hinges on reaching
a result quickly, but there are other intended clients
of grid systems who may not have the time or exper-
tise to write their own complex scheduler.

An older system that is an example of a general
purpose application-level scheduler is the MARS sys-
tem [14]. This system does not appear to be under
development anymore, but is worth mentioning as an
early influential project, and one that includes fea-
tures many systems today do not have. It attempts
to minimize execution time by monitoring both the
application’s communication pattern and the network
and processor performance. The system builds a de-
pendency graph for an application based on iden-
tifying independent blocks of the program between
communication. MARS will then attempt to improve
task to processor mappings by checkpointing and mi-
grating tasks. This ability to evaluate the current
mapping and improve it is missing in other more cur-
rent systems and is an important capability for mak-
ing very large grid applications feasible.

2.2 Resource-Level Scheduling

Other approaches that are less optimal but more gen-
eral are also under investigation. These projects, us-
ing the AppLeS terminology, are resource-level sched-
ulers, because they do not use much information spe-
cific to the application. One such approach, the

WINNER system’s wpvm scheduler, [4] assumes that
the user requests P nodes in a cluster or grid, and
starts parallel jobs on the P processors with minimal
load. This only takes into account the CPU availabil-
ity, so it may produce very bad schedules if network
topology is not uniform. A sample adversarial grid
situation that thwarts such a scheduler is a case where
there are 50 nodes connected by a fast local network,
and another 10 connected remotely via the internet.
If the remote nodes are more lightly loaded than
the local ones, then a job requesting more than 10
nodes will be forced to communicate over the internet
and may experience a heavy performance hit despite
having faster processors available. Even applications
which have completely independent jobs, which re-
quire no communication between running jobs, bene-
fit from information about the network. In fact, such
jobs can be optimally scheduled using only network
information, a result discussed in [5]. This research
shows that total execution time can be minimized by
allocating independent jobs to children in order of
their communication time, regardless of CPU speed.
Because this is purely theoretical and has not been
incorporated into any systems yet, we will not discuss
it further here, except to note that it is an interesting
result and the subject of further research at UCSD.

The Condor project [15, 19] has a large scope
and has supported research on several different sched-
uling systems. One revision of Condor’s scheduling
system combines dedicated and opportunistic sched-
uling to allow programs to use unused cycles on idle
workstations [15]. Opportunistic scheduling assumes
that jobs may be interrupted at any time, and is ca-
pable of migrating a job to a different host if the
owner of a workstation returns. This system enables
grid style computing using PVM, but does not ad-
dress the issues of grid scheduling as discussed be-
fore - it assumes that the application schedules it-
self. However, its use of checkpointing and migra-
tion is important because rescheduling (see section
2.3) requires these features, and they are missing in
some grid systems. Another scheduler built on top
of Condor, MW, attempts to optimize master-worker
algorithms with an adaptive algorithm [19]. MW ini-
tially distributes tasks randomly, then keeps dynamic
statistics of average runtime for nodes it is using and
sends tasks to nodes in order of runtime. It deter-
mines the optimal number of processors for the task
by calculating parallel efficiency, and adjusting the
number of workers to achieve high efficiency with-
out unduly reducing execution time. The user must
provide a maximum number of tasks, however, and
the system will never attempt to grow beyond that
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number. This could be a problem if the application
might benefit from a large number of tasks and the
user is unsure of what values to use. The overhead
of testing and adjustment could be bad if the user
makes a poor initial guess. Results are given that
show that this strategy can maintain good efficiency
and speedup for parallel applications, but MW cur-
rently assumes homogeneity of CPUs and networks.
Therefore, a conclusion on the system’s usefulness for
the grid cannot be made until results are given for
more heterogeneous environments. In particular, it
would be interesting to see if the MW runtime-based
strategy of balancing efficiency and speedup would be
more able to verify the theoretical result seen in [5]
than a simpler algorithm.

2.3 Rescheduling

The ambition of the grid to enable large distributed
applications to achieve high performance requires
that grid applications and schedulers become more
robust than they are now. Long running jobs must
be able to adapt to nodes leaving the grid due to
failure or scheduled downtime, or other nodes be-
coming useless because of clogged network connec-
tions. A useful grid scheduler must have the abil-
ity to reschedule, whether that means acknowledging
failure and re-sending lost work to a live node, or
stopping and moving a job away from a slow node.
A level of indirection in job names is also required,
because communicating processes in models such as
MPI refer to each other through process id’s, which
must be preserved when moving a job. Most current
systems acknowledge the need for rescheduling, in-
cluding AppLeS’ tomography scheduler [16], Legion
[11], and Globus [13]. Condor’s MW library supports
limited rescheduling [15]. MARS, an obsolete system,
claimed support for general rescheduling as discussed
above, but did not last long enough to publish exper-
imental results.

The AppLeS Parameter Sweep Template [10] is
capable of limited rescheduling, in that it can ad-
just future schedules, but cannot move current jobs.
APST is able to assume the existence of many in-
dependent tasks in each application because it is de-
signed for parameter exploration applications. It com-
putes a schedule for all its tasks and may adapt the
schedule at tunable intervals to compensate for re-
source variations. This is an interesting technique,
but not a general metacomputing solution, because

not all parallel applications consist of independent
jobs. The most promising current work on reschedul-
ing is the Cactus project [1], which dynamically checks
the performance of the application to determine if it
has violated a contract, and moves the application to
a different set of processors to improve performance.
The contract is defined as not degrading a particular
metric such as iterations per second too much, and
detects things like new load on a processor. The im-
plementation has the ability to grow the size of the
job if requested by the application, but does not do
so unless asked.

Rescheduling is an important issue for grid sched-
ulers, and no current system implements a complete
set of rescheduling features. A mature scheduler with
rescheduling should be able to adjust current sched-
ules, move jobs from poorly performing nodes, and
recover from failures. This area must become a focus
of attention for grid scheduling research in order to
realize the promise of metacomputing.

2.4 Competition

A major issue in scheduling for the grid which has
not been addressed by most current efforts is how
to deal with multiple schedulers competing for grid
resources. Such competition could cause the perfor-
mance of all applications to suffer, and it may be
possible to improve application performance in the
face of competition through cooperation and negoti-
ation between schedulers. A current project inves-
tigating this is the Grid Architecture for Computa-
tional Economy (GRACE) project [8]. This paper
presents an argument for a system in which users ne-
gotiate payment for use of computational resources.
A user can set deadlines and maximum costs, and the
program will automatically negotiate with resources
to schedule itself. The GRACE API is discussed at
a very high level, and little explanation of techni-
cal issues is given. The scalability of such a scheme
would definitely be a concern, because potential users
of a resource must contact the resource and negoti-
ate, potentially a time consuming process. Though
the paper referenced says that scalability is achieved
through decentralization of allocation decisions, a re-
source in heavy demand might spend all its time ne-
gotiating. This problem would affect any economy-
based approach, and one might imagine solutions such
as a separate broker for in-demand resources, caching
prices, and limited negotiation. The GRACE project
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proposal does not suggest any solution to this prob-
lem. The idea of computational economy is an inter-
esting one, and it has been mentioned as worthwhile
in other literature [6], but the GRACE project seems
unlikely to produce useful software. The Condor
project’s ClassAds interface [19], which supports sub-
mitting jobs in the form of a classified ad requesting
resources, might be a good candidate to be extended
into being used in negotiation by attaching a cost
model, but no published work about this exists. The
problem of how to keep application performance high
with multiple competing applications is an interest-
ing open question, and will have to be solved before
a large scale computational grid can be in wide use.

3 Modeling & Simulation

It is impractical to think that the development of ef-
fective scheduling strategies can be done in a pro-
duction metacomputing environment. In the con-
text of ordinary desktop computing, this would be
like an end-user sharing his desktop with an OS de-
veloper, creating more contention for resources in a
system where resource availability is already under
considerable strain. One can imagine that neither
end-user nor OS developer would be very happy with
this situation. In addition, any experiment run on a
production system would only be applicable to that
system’s configuration. For those involved in sched-
uling research whose work is not tied to any particular
grid computing platform, this is clearly unacceptable.
There is also the issue of being able to accurately re-
peat experiments to evaluate the effects of changes
in the scheduler. In other words, suppose an initial
experimental run with scheduler X yields a certain
set of results. Scheduler X is then modified and the
experiment is re-run. To truly compare the two ver-
sions, one must ensure that both runs will encounter
the exact same set of environmental changes as the
application executes. In a production system, these
environmental factors are out of the programmer’s
control. Finally, because of the long-running nature
of most metacomputing applications, repeated exper-
imentation in a production environment would simply
take far too long. As a result, there has been a sig-
nificant amount of research dedicated to developing
realistic grid simulation environments.

The MicroGrid simulation framework [17], which
is designed specifically for Globus [13] applications,
addresses most of the above issues by providing a

layer of virtualization between the application and
the underlying grid-simulation hardware. MicroGrid
provides the infrastructure necessary to create a set
of virtual hosts with differing configurations and runs
the actual application code on top of the virtual grid
layer. All work is mediated through this layer and
passed on to the dedicated hardware below, but as
far as the application is concerned, it believes it is
running on whatever virtual grid has been designed.
With this methodology, an application need not be
run on a production grid environment, many different
grid configurations can be simulated, and changes in
network bandwidth can be repeated through
MicroGrid’s network simulation component. There
are still issues with the MicroGrid approach, how-
ever. First of all, there is no consideration given
to simulating the non-dedicated nature and poten-
tial failure of nodes, both of which are important
factors in the metacomputing environment, as pre-
viously mentioned. Perhaps more importantly, since
MicroGrid runs the actual application code through
a virtual layer and ultimately on top of a hardware
platform that most likely pales in comparison to an
actual grid platform, simulations actually take many
times longer than actual production runs. This makes
running a simulation quite expensive, and puts more
pressure on the scheduling researcher to “get it right
the first time”.

A newer effort called Simgrid [9] attempts to ad-
dress these issues. Unlike MicroGrid, Simgrid does
not run actual application code. Instead, it requires
that the programmer translate his or her application
to be represented as a Simgrid Task Model, the nodes
of which are individual tasks, and the edges of which
represent task precedences. Tasks can map to com-
putational tasks, data transfer tasks, and data access
tasks, among others. Once this task model is com-
plete, the Simgrid programmer translates it into a
basic C program, using the Simgrid API. Resources
and latencies between resources are also included in
the program, and the simulation is then ready to be
run. Simgrid even provides the ability to vary the
prediction accuracy of the scheduler being analyzed,
thus roughly simulating varying resource availability.
The biggest win of Simgrid is the fact that since the
entire experimental run is a simulation, as opposed to
MicroGrid’s emulation, time can be completely virtu-
alized and scaled down to the point that experimental
runs representing hundreds of hours can be executed
in seconds. Simgrid admittedly sacrifices a degree
of accuracy with its approach, but improving this is
the subject of future work, as is enhancing Simgrid’s
ability to simulate more complex grid environments.
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4 Sensing

In order to cope with the dynamic nature of the grid,
a scheduler needs to have some way of incorporat-
ing state information about available resources into
its decision making process. This is somewhat anal-
ogous to an ordinary compiler for a single processor
machine. The compiler needs to know how many reg-
isters and functional units exist and whether or not
they are available or “busy”. It should also be aware
of how much memory it has to work with, what kind
of cache configuration has been implemented, and the
various communication latencies involved in accessing
these resources. It is through this information that a
compiler can effectively schedule instructions to min-
imize resource idle time. Similarly, the metacomput-
ing scheduler should always know how many nodes
it can access, how busy they are, how long it takes
to communicate with them, and how long it takes
for them to communicate with each other. With this
information, the scheduler can better “pipeline” its
jobs to make more efficient use of its resources.

The main challenge in sensing is trying to gener-
ate useful information as often as needed with as little
overhead as possible. At one extreme, there could ex-
ist a single sensing daemon that serially queries one
node at a time, taking note of its current CPU load,
available memory, and how long it took for the query
to complete, thus giving an idea of current network
latency to that node. Such a scheme incurs minimal
overhead, but also provides a fairly useless set of data
that is likely to be constantly out-of-date. At the
other extreme, imagine a sensing daemon running on
each node that queries its corresponding node every
second and sends this information to a central node
that maintains a database which keeps an infinite his-
tory of each node’s activity. One would be able to
have an extremely accurate view of the system’s per-
formance over time, but implementing such a scheme
is obviously impossible on multiple levels. Clearly the
ideal solution lies somewhere between these two ex-
tremes, and the challenge is to find what information
is most useful, how often it should be collected, and
how long this information should be kept around.

The Network Weather Service [18] is a sensing
system that attempts to provide accurate resource
state information at minimal cost. Each node runs a
“sensor process” to gather information about itself,
and reports it to its “persistent state” process which
aggregates the information so that it can respond

to queries from a “forecaster” process. Unlike many
sensing applications that have a single central node
that collects all dynamic resource information, NWS
distributes its persistent state processes across mul-
tiple nodes, thus eliminating a potential bottleneck
and single point of failure. NWS further attempts to
minimize the network traffic it generates by group-
ing sensor nodes into representative “cliques”. The
key observation to me made here is that the network
topology of a grid often times contains certain net-
work links that tend to dominate the communication
time between nodes on either side of the link. There-
fore, if a particular sensor node is trying to determine
its communication latency to fifty different machines
that lie on the other end of a slow network link, it can
safely assume that the latency it experiences commu-
nicating with one of these nodes will roughly equal
that of the others. This obviates the need to perform
fifty separate queries and thus reduces the network
traffic generated by NWS.

Dome is another system that uses a slightly dif-
ferent approach to evaluating the state of its resources.
Dome’s philosophy is that the monitoring of multiple
attributes for each node is not necessary, and that
what really matters is simply the observed execu-
tion time for the application at hand. Upon program
execution, Dome distributes tasks uniformly across
nodes and executes a pre-determined number of in-
structions. Based on the resultant execution time
statistics, load balancing is performed. While this
approach may seem to avoid considerable overhead
on the underlying system, an application loses some
of the major benefits of a more modular framework
like NWS. The performance statistics in Dome are
valid only for the duration of the program execution,
whereas NWS can leverage its historical data to pro-
vide more accurate predictions. In addition, one can
imagine several Dome programs running concurrently
on the same grid, each maintaining its own indepen-
dent statistics on resources. Multiple programs run-
ning concurrently with NWS, on the other hand, may
actually be able to benefit from sharing a common
resource performance forecaster. NWS could poten-
tially weight its predictions based on what kind of
queries have been issued to it, and how it has re-
sponded, such that all programs do not simultane-
ously detect an idle node and subsequently bombard
it with new tasks. Let us remember that metacom-
puting environments are most often shared among
many users, each of which could be running their own
distributed application. It is for these reasons that
we feel that a modularized, central sensing mecha-
nism that provides resource information for the grid
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as a whole is preferable to the implementation of dis-
parate sensing methods on a per-application basis.

5 Conclusions

There are many approaches to scheduling in meta-
computing today. In possibly the most widely known
system, SETI@home [2], there is almost no notion
of scheduling. Work packets are arbitrarily sent out
to the thousands of client machines as they become
available. For reliability, checkpointing is used to en-
sure that computation can endure in the presence of
failure, but there is no true concern for the perfor-
mance of individual machines or work packets.
SETI@home can afford to schedule work in this man-
ner largely due to its course grained and massively
parallel nature, however this approach does not ap-
ply to many applications.

When applications are finer-grained in nature,
synchronization and communication between nodes
become important factors. In these contexts, a triv-
ial scheduling system like that of SETI@home be-
comes inappropriate. Condor [19] is a system that
focuses on scheduling in the context of clusters of
workstations. Scheduling is built around the grant-
ing of ClassAds, which are essentially requests for
resources. Any workstation in the cluster may sub-
mit these requests and effectively become the master
in a master-worker relationship. This system is ap-
propriate for groups of individuals that would like to
see the performance of their applications, serial or
parallel, improved through the utilization of idle ma-
chines. However, it may not provide enough potential
for optimization to support high-end applications.

Default schedulers may provide adequate per-
formance for occasional users, but for a large portion
of the grid computing community high performance
is absolutely critical. Currently, attaining this level
of performance requires a scheduler that is specific to
both the current application and the current grid con-
figuration. This is the focus of the AppLeS [7] project
which designs customized schedulers for individual
grid applications. AppLeS is not so much a system as
a methodology for designing high-performance sched-
ulers. Some grid systems extend their scheduling
functionality by providing a framework that allows
for the use of custom schedulers in lieu of the default.
Legion [11] is one example of a current system that
features this modularity. Integrating an application-

specific scheduler simply requires the implementation
of a Scheduler module that will make the mapping
decisions. The other components of the scheduling
system will then enact the policy defined by the cus-
tom scheduler and will also handle rescheduling, if
necessary.

The grid middleware system with the most mo-
mentum, Globus [13], aims to enable high perfor-
mance scheduling by combining a customizable reser-
vation system with an adaptive rescheduler that uti-
lizes dynamic feedback to evaluate the current per-
formance of the application on the grid. This work
is far from complete, but the initial results show pos-
sibility for great performance improvements from a
scheduler that questions the effectiveness of its reser-
vation decisions. Since Globus is a modular toolkit, it
allows users to provide their own schedulers until this
adaptive scheduling reaches maturity. For instance,
the AppLeS tomography scheduler [16] uses Globus’
other services to enact its schedules.

No direct comparisons of scheduling methodolo-
gies on the same application have been published.
This seems to be because of a different set of goals
in the research. The AppLeS approach appears to
be targeted at traditional users of high performance
computing such as large research projects and com-
putational scientists, who may work on a parallel
program for years, and benefit greatly from any per-
formance improvement. Other approaches would be
more appropriate for programmers who wish to use
the grid but do not have the resources to write some-
thing custom, and may not benefit as much from the
increase in performance possible with more specific
scheduling. It is possible, however, that the number
of applications for which a general strategy such as
in Condor [15] or MARS [14] will yield acceptable
performance is small, and writing a custom scheduler
(at least for each in a class of applications) will be-
come a necessity for grid programming. Because this
is a very recent field, there is not yet an opportunity
to evaluate a large number of grid applications with
both strategies, but in the future, such a study would
definitely be worthwhile.

As we have stated, scheduling for the grid is the
subject of a large amount of research. It is clear that
there exist many different philosophies about how to
handle the variety of problems. An accurate and ro-
bust simulation environment is the key to exploring
these philosophies and obtaining practical evidence to
assess their validity. Simulation allows for rapid pro-
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totyping of schedulers, and the ability to quickly test
how a particular scheduler performs on a wide variety
of grid configurations. In addition, simulated grids
can very easily keep up with technological trends.
The way in which simulation could most drastically
catalyze the field of scheduling research, however, is
through the potentially huge reduction in experimen-
tal time it allows. If instead of being able to analyze
results of a new scheduler on a single application for
a single grid after a week of an experimental run,
a researcher had the ability to simulate the behav-
ior of that scheduler on several different applications
and several different grid configurations, the poten-
tial benefit is obvious. The fast aggregation and sheer
quantity of experimental results would help the re-
searcher see the broader picture, and could possibly
provide insights that might otherwise be lost. Note
that full-scale experimental runs can always be un-
dertaken to validate simulated results. Knowing this,
a simulation environment could be used as a plat-
form on which to develop “proof-of-concept” before
actual verification on real-world resources. This ap-
proach could help to identify less fruitful endeavors
before they consume more than their share of research
years. Any scientist, in order to make progress, needs
a controlled environment for experimentation. In the
case of scheduling research, that environment is the
simulated grid.

The state of grid research today is somewhat un-
certain. Some popular projects have come and gone,
including MARS [14] and Dome [3]. Others seem
to be gaining momentum, especially Cactus [1] and
Globus [13], both of which are actively well funded.
The Cactus project’s research into rescheduling
should prove to be very important to practical use
of the grid. The Globus framework appears to be
close to becoming the assumed standard for grid mid-
dleware, mainly on the strength of its modular de-
sign, enabling programmers to benefit from its ser-
vices (such as a scheduler) without requiring them to
use everything. The future of scheduling in Legion
[11] is uncertain, as the original primary investiga-
tor has started a private company to commercialize
the technology, and seems to be focusing on adding
features that appeal to corporate users, such as secu-
rity, leaving scheduling unmentioned in recent publi-
cations. Many systems have been described at a high
level, of which GRACE [8] is just one example, that
do not seem likely to be used widely if they are imple-
mented. We believe that a focus on properly imple-
menting grid software and extending existing systems
such as Globus is important to maintain progress in
grid research.
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