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Abstract 
 
With rapid advances in computer technologies and the trend in personal computing 
advancing towards mobile computers, small personal digital assistants (PDAs) are getting 
more and more popular. PDA are fast becoming a way of life. Designing a convenient, 
lightweight and powerful PDA involves many constraints. We will talk about overcoming 
some of these issues in the operating system. This paper deals with issues in power 
management, file system, and adaptation.  
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1. Introduction 
 
With advances in technology and a trend towards miniaturization, we see the wide-spread 
of mobile computing and specifically an increase in personal digital assistants (PDA). 
With mobile computing comes some new constraints on a computer, as well as the 
underlying operating system. With PDAs, these constraints are further manifested. 
Battery power becomes a critical issue, as well as memory management. With the 
improvements to wireless technology, not only are we concerned about PDAs able to 
function on its own, but also how it connects to the rest of the world. Security becomes 
an issue. Bandwidth comes into play. Below, we’ll discuss how the operating system 
handles some of these issues. 
 
2. Power 
 
Power is one of the natural restrictions of PDAs. [10] Unlike desktops with continuing 
power supply, mobile computers, such as PDAs, have limited power life from the 
batteries. After analyzing the breakup of energy consumption, we find that the liquid 
crystal display (LCD) dominates the system power consumption. Besides the display, the 
CPU also dominates a large portion of the power usage. 
 
2.1 Power Reduction Techniques 
 
We can extend the life of the batteries by using some high-life batteries, but we have to 
think about the weight, the size, and the cost of the batteries, because portability is the 
most important issue when dealing with PDAs. Researchers already have tried a number 
of power reduction techniques to achieve a longer battery life. The following are some 
methods they used commonly: 1) slow down the scan rate of the display when the screen 
does not require precise coordinate monitoring; [5] 2) turn the display off after a period of 
on use; [5] 3) turn the power off after a period of inactivity; 4) reduce the CPU cycle 
time; save power by scheduling jobs at different clock rates. [5]  
 
2.2 Reducing CPU power consumption 
 
Because the hardware technology in LCD is still rapidly evolving, it is not clear that the 
display will continue to be the dominant power cost. After eliminating the display 
backlighting that consumes much of the display-related power, CPU power consumption 
is significant. We will talk about reducing CPU power consumption in the following. 
 
Here we introduce a new metric for CPU energy performance, millions-of-instructions-
per-joule (MIPJ) [5]. Reducing clock speed alone does not reduce MIPJ, since to do the 
same work the system must run longer. Several methods are considered for varying the 
clock speed dynamically under control of the operating system, and the performance of 
these methods against workstation traces are examined. The primary result is that by 
adjusting the clock speed at a fine grain, substantial CPU energy can be saved with a 
limited impact on performance. 



 3

The fine grain control of CPU clock speed and its effect on energy use can be evaluated 
by means of trace-driven simulation. The trace data show the context switching activity 
of the scheduler and the time spent in the idle loop. The goals of the simulation are to 
evaluate the energy savings possible by running slower (and at reduced voltage), and to 
measure the adverse affects of running too slow to meet the demand. No simulation is 
perfect, however, and a true evaluation will require experiments with real hardware. 
 
Trace driven simulation is used to compare three classes of schedules: unbounded-delay 
perfect-future (OPT) that spreads computation over the whole trace period to eliminate all 
idle time (regardless of deadlines), bounded-delay limited-future (FUTURE) that uses a 
limited future look ahead to determine the minimum clock rate, and bounded-delay 
limited-past (PAST) that uses the recent past as a predictor of the future. A PAST 
scheduler with a 50 msec window shows power savings of up to 50% for conservative 
circuit design assumptions (e.g., 3.3 V), and up to 70% for more aggressive assumptions 
(2.2 V). These savings are in addition to the obvious savings that come from stopping the 
processor in the idle loop, and powering off the machine all together after extended idle 
periods. The energy savings depends on the interval between speed adjustments. 
 
2.3. Disk Management 
 
Even though currently PDAs do not use hard disks, we decided to take a look at how to 
reduce power in disk usage because it’s possible in the future that PDAs use hard disks. 
Since disks consume a significant portion of the system-wide power in mobile computers, 
minimizing power consumption of disks is quite important. 
 
2.3.1 Power and Response Time 
 
The only way to minimize power consumption in disks other than improving disk 
hardware technologies is to prevent a disk from spinning when it is not being accessed. A 
spinning disk consumes a large amount of power compared to a disk that is not spinning. 
A disk spinning all the time yields the best possible response time; however battery life 
would be jeopardized. Several algorithms are considered below that manage trade-off 
between power consumption and access time. These algorithms determine the best time 
to spin-down or spin-up a disk. The algorithms suggested below can be adapted for a disk 
depending on the characteristics of the disk. For example, if a disk’s spin-down cost is 
larger than another disk then it would be better to spin-down that disk less often than the 
other disk. 
 
2.3.2 Algorithms 
 
The algorithms for managing disks are based on a few policies described below. There 
are the off-line policies that are based on the fact that future disk accesses are known and 
the on-line policies that are based on the history of disk accesses. We have discussed the 
threshold, predictive and off-line policy below.  
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The off-line policy gives the best result in terms of saving power without affecting 
response time. This is because, armed with the knowledge of future disk accesses, the 
algorithm using the off-line policy can spin-up the disk just in time for the actual disk 
access. However, the success of the off-line policy depends on knowing future accesses, 
which cannot be known accurately at all times. One way to have knowledge about future 
references that we can imagine is by maintaining a queue of disk requests.  
 
The offline policy defines a time, Td as the amount of time the disk must spin before the 
cost of spinning the disk continuously equals the cost of spinning it down immediately 
and then spinning it up again prior to a disk access. This policy consumes the minimum 
possible power because the disk is kept spinning only when there is a disk access, not 
otherwise.  The response time too is as good as a continuously spinning disk because it 
appears to the disk accessor that the disk is continuously spinning. 
 
The threshold policy is the standard time-out based policy, i.e. if the disk is not accessed 
within a fixed period of time (threshold time) then the disk is spun-down. The timeout 
value depends on environmental characteristics (e.g. whether the machine is running on 
battery or on A/C power).  
 
The predictive policy predicts a possible future disk access based on the history of disk 
accesses. There can be several heuristics to predict a future disk access based on the 
previous record of accesses. However, these heuristics work well only when the inter-
arrival times of disk jobs are fairly consistent. As experimentally verified by [2], the 
predictive policy does not fare any better than the threshold policy for job schedules that 
are fairly inconsistent. Therefore, it is important for the disk accesses to fairly consistent 
for the predictive algorithm to work well. However, it is usually the case that disk 
accesses are not consistent in terms of inter-arrival times. 
 
The policies described above can be implemented independently and separately for 
deciding when to spin-up or deciding when to spin-down. A few combinations of such 
algorithms would be as follows, with the first word determining the spin-down policy and 
the second word determining the spin-up policy: 
 

a) OPTIMAL-OPTIMAL:  The word OPTIMAL refers to the off-line policy                     
described above (since it is indeed optimal) 

b) OPTIMAL-DEMAND:  The word DEMAND refers to the fact that a disk is spun-up 
or spun-down (spun-down in this case) whenever a request for disk access arrives. 

c) THRESHOLD-DEMAND: The work THRESHOLD refers to the threshold policy 
(based on time-outs, which most manufacturers of disks implement) 

d) THRESHHOLD-OPTIMAL: The Threshold policy is applied for spin-down and 
the offline policy is applied for spin-up. 

e) PREDICTIVE-DEMAND: The word PREDICTIVE refers to the Predictive policy 
f) PREDICTIVE-PREDICTIVE: One predictive policy given by John Wilkins 

suggests adjusting spin-down time-outs based on a weighted average of recent 
inter-arrival times. The calculation of the weights is difficult and can be based of 
statistical data or online data. 
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3. File System 
 
A traditional file system first reads all or a portion of a file into a memory buffer from 
disk, using and/or updating the information in the memory buffer, and then writes the 
updated memory buffer back to disk. This is different from the PDA file system. In order 
to decrease the weight and reduce the power consumption, and as mention above, there is 
no hard disk drive (HDD) in PDAs. In fact, PDAs have only limited amounts of memory 
for storing data. PDAs access and update all information in place. This works well 
because it reduces dynamic memory requirements and eliminates the overhead of 
transferring the data to and from another memory buffer involved in a file system. 

 
3.1 A Flash-memory Based File System 

 
Here we will talk about one of the possible method to use memory to implement file 
system. Flash memory, a nonvolatile memory IC (Integrated Circuit) that can hold data 
without power being supplied, is usually a ROM (Read Only Memory) but its content is 
electrically erasable and re-writable. The use of flash memory in the form of an IC-card 
commonly replaces the HDD or is used for auxiliary storage in PDAs [3]. Its lightweight, 
low energy consumption, and shock resistance make it very attractive for mass storage in 
PDAs. 
 
Flash memory has two main disadvantages limiting its use in computer systems. One is 
that its content cannot be overwritten: it must be erased before new data can be stored. 
The other disadvantage is that the number of erase operations for a memory cell is 
limited. An advantage of flash memory, however, is that its read speed is much faster than 
that of a HDD. The performance of flash memory in read operations is, in fact, almost 
equivalent to that of conventional DRAM. 
 
Figure 1 depicts the data structure built on an underlying flash memory system. The flash 
memory system is logically handled as a collection of banks. A bank corresponds to a set 
of flash memory chips and each set can perform erase or write operation independently. 
The banks are in turn divided into segments, each of which corresponds to an erase sector 
of the flash memory system. Each segment consists of a segment summary and an array 
of data blocks. The segment summary contains segment information and an array of 
block information entries. Segment information includes the number of blocks the 
segment contains and the number of times the segment has been erased.             
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Each block information entry contains flags and the physical block number to which this 
data block corresponds. The flags are written sequentially so that the driver can record 
the change of the block status without erasing the segment. To manage block allocation 
and cleaning, the driver maintains a bank list and a cleaning bank list. Figure 2 shows the 
relationship between these lists. The driver allocates a new data block from the active 
bank, so data write operations take place only on the active bank. When the free blocks in 
the active bank are exhausted, the driver selects from the bank list the bank that has the 
most free segments (i.e., free blocks) and makes it the new active bank. The segment 
cleaning operation takes place during the allocation process when the number of available 
flash memory blocks for writing becomes low. When a segment is selected to be cleaned, 
the bank containing that segment is moved to the cleaning bank list. The bank stays in the 
list until an erasure operation on the segment finishes. Because the bank is no longer on 
the bank list, it never becomes an active bank, and thus avoids being written during the 
erase operation.  
 
4. Security 
 
Typically, networks are made secure by using Secure Sockets Layer (SSL). However, for 
PDAs where the network bandwidth is low, using such verbose protocol is impractical. 
Palm implemented a level of security for the wireless portion of the network that is 
equivalent to the 128-bit SSL encryption algorithm, but optimized for use on a wireless 
network. This security covers encryption, message integrity checking, and server 
authentication. Message encryption is done via an elliptic curve cryptography engine 
supplied by Certicom Corporation. Message integrity checking protects against 
transmission errors or message manipulation. Server authentication prevents the wireless 
session between the Palm device and the proxy server from being hijacked or spoofed 
[10]. 
 
5. Adaptation 
 
Adaptation is the key to mobility. Oftentimes a mobile client is faced with changing 
environments. Network connectivity tends to vary considerably in bandwidth, latency, 
reliability, and cost. Other examples include the available disk space on the mobile client 
and the battery power remaining. How the mobile client reacts to its changing 
environment determines the quality of service for the end user.  
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Although current PDAs execute only one application at a time, the ability to execute 
multiple independent applications concurrently on a mobile client is vital. This ability is 
taken for granted on the desktop, but not yet implemented on the PDA. We feel that in 
the near future, many mobile users will find it valuable to run background applications in 
addition to the foreground application that dominate their attention. To support 
concurrent applications, one must control their use of limited resources. Operating 
systems, which have traditionally managed CPU cycles and memory, must now manage a 
broader range of resources such as network bandwidth, disk cache space, and battery 
power. 
 
When considering how a mobile client must adapt to its environment, we ask some 
questions. What form should such adaptation take? Which system components should 
bear responsibility for adaptation? Should the operating system or individual applications 
adapt to varying resources? Or should the responsibility lie somewhere between the two? 
We explore three possibilities in the following sections. 
 
5.1 Application-Transparent Adaptation 
 
In the first model of adaptation, the system is wholly responsible for adapting to changes 
in the supply of and demand for resources. This model is called the application-
transparent adaptation. Systems such as the Coda and Bayou use this approach. 
Individual applications have no say in how to make use of available resources such as 
network bandwidth. The system automatically handles changes in connectivity between 
hosts and transparently decides how to allocate certain resources to applications. 
 
Some benefits of this approach include simplicity for the client applications, ability for 
legacy applications to run unmodified, and a central point of resource control. However, 
because the system is making all the decisions, sometimes it may not be possible to 
support diverse applications that wish to make different adaptation decisions for the same 
data. For example, a mobile client may be receiving a streaming video from a server. If 
the client application is a video player, then the player’s goal may be to allow a 
continuous running movie and sacrifice image quality when faced with lowered network 
bandwidth. However, a scene editor under the same resource restraints may wish to 
maintain high image quality and sacrifice fast download time. It is hard for the system to 
have a single policy that can adequately service both of these applications’ needs. 
 
5.2 Laissez-Faire Adaptation 
 
At the opposite end of the spectrum, applications are solely responsible for dealing with 
limited system resources. This model is called the laissez-faire adaptation. Applications 
such as Eudora use this approach. In such systems, applications monitor the availability 
of system resources, and make their own adaptation decisions in isolation of other 
applications in the system. 
 
The laissez-faire approach provides two significant benefits: no system support is 
necessary, and applications get precisely the adaptation behavior they want. The 
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drawback is that this approach does not offer a single point of resource control and does 
not support application concurrency. Because applications are external to the system, 
they are not well-positioned to monitor the availability of resources; what they see 
individually is often not representative of the machine as a whole. Furthermore, when 
two running applications both see an increase in a certain resource, such as network 
bandwidth, they both react to the increase independently. Both applications are likely to 
perform poorly if they both adapt to the increase in resource when there’s only enough 
increase in bandwidth for one application. 
 
5.3 Application-Aware Adaptation 
 
The middle ground between these two extremes is a collaborative effort between system 
and applications. The system is better able to monitor resource availability, enforce 
resource allocation decisions, and optimize the use of client-wide resources. Applications 
must be informed by the system of significant changes in the availability of resources and 
react to those changes in whatever way they see fit. Research done on the Odessey 
explores the use of application-aware adaptation. 
 
The benefit of such an approach is two–fold. Allowing applications to determine how 
changing resource availability should affect fidelity levels accommodates diverse 
applications. Allowing the system to retain control of resource monitoring and arbitration 
supports concurrent applications. The drawback to such a model is that it required the 
system to provide interfaces to individual applications to detect resource changes and a 
tight integration between system and applications. Legacy applications do not work and 
new applications need to collaborate with the system in negotiating resources. 
 
5.4 PDA 
 
PDAs currently do not support concurrency; consequently it does not subscribe to any of 
the above models. However, we see application concurrency being supported in the near 
future and given the unpredictability of network connections, adaptation-aware 
adaptation might be the solution for handling concurrent and diverse applications. Even 
though this would involve modifications to the operating system and applications for the 
existing PDAs, we feel that such modifications are inevitable. 
 
6. Conclusion 
 
Even at the high rate of technology advance, we still see plenty of room for improvement 
when it comes to personal digital assistants. Some of the issues would be hardware, and 
some would come from the changes in operating system. By the intrinsic smallness of 
PDAs, power consumption is a key issue for describing PDAs. In this paper, we discuss 
different strategies for reducing power consumption. We discuss ways to reduce hard 
disk spinning to pave the way for hard disks in PDAs; we also discuss how to use flash 
memory to replace hard disk to implement the file system. We discuss how PDAs need to 
adapt for a changing environment by presenting three different adaptation strategies. 
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