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1. Introduction 
 
Increasingly technology has become more of an asset in our every day lives.  It has been become common 
to see significant investments in hardware, software, and network technologies.  To rationalize such 
expenditures end users, ISVs, and OEMs are ever more aware of new applications that could help increase 
the return on investment.  A possible solution to add value to technology investments is to reuse them to 
compose new applications.  This becomes the motivation for BeComm’s Strings system.  In the system’s 
current implementation, there is one significant area where the system is lacking.  There is no security or 
protection in the Strings system that could be discovered.  This paper will discuss a protection scheme and 
some features for security.   
 
Before continuing any further it is important to concretely distinguish between security and protection.  
Security is defined as the techniques that control who may use or modify the computer of the information 
contained in it [6].  Historically the definition of protection is more narrowly defined as just those security 
techniques that control the access of executing programs to stored information [6].   
 
The paper is organized as follows.  Section 2 gives an overview of BeComm’s String system, and brief 
summary of previous and related work to system protection.  In section 3 we outline why protection in 
Strings would be beneficial by outlining some problematic scenarios and we propose a protection system to 
solve the problems.  Section 4 discusses a possible architecture for service discovery with security and 
access control.  Finally, we summarize and conclude in section 5.   
 
2. Background 
 
2.1 Overview of BeComm’s Strings System 
The goal of Strings is to provide an application framework to support reuse engineering that is used to 
prepare technology assets to be reusable.  With this goal, two main principles are defined as the Strings 
Methodology: 1) to turn application logic into services, 2) to augment the process-centric paradigm with a 
dataflow-centric paradigm [16].  The Strings System is composed of three main components including 
Beads, declarative rules, and Strings engine.   
 
Beads are an abstraction where resources are encapsulated and presented as services that export a specific 
unit of functionality.  Encapsulated resources can be most anything that can be defined as a service 
including a speaker, TCP/IP, text-to-speech generators, and databases.  Programming of Beads are not 
limited to one specific programming language, rather the underlying implementation is hidden and 
interfaced by the Bead Schema which describe its Edges.  Edges correspond to operations or functions that 
a Bead implements.  The Bead Schema is written in XML and describes all the necessary information need 
to use the Bead consisting of the number and direction of its Edges, the conditions for when its input Edges 
can be used, and the type of data going through its output Edges.  What is implemented underneath this 
interface is a set of handlers including a message handler that processes messages going through an Edge, 
and creation/destruction handlers for data flows.   
 
Declarative rules define a set of rules for configuring Strings.  Attached with a rule are constraints that must 
be fulfilled before a number of steps can be executed.  The collection of steps associated with a rule is 
called a route.  There are three types of steps: 1) a bead step which maps data to a particular bead, 2) a seed 
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step which assigns the namespace of an application context, 3) a loopback step that identifies what should 
be sent back in the other direction of the data flow.  Again this is interfaced through a XML description.   
 
The String Engine is made up a constraint solver and a resource manager.  The constraint solver figures out 
where a message should be processed considering the available rules and beads.  The resource manager 
defines a path of namespaces which in essence strings together the beads.   
 

 
The above picture shows the conventional application structure (left) contrasted with Strings structure 
(right) [16]. 
 
2.2 Previous and Related Work on System Protection 
 
The main abstractions in Multics [13] are access control lists (ACL) and descriptors.  ACL represents a list 
of allowable users, where each entry has three levels: User, Project, and Compartment.  Each entry also has 
a set of access modes, which is a combination of read, write and execute permissions.  When more than one 
entry in the ACL corresponds to a single user, the first matching entry is used to determine access rights.  
This methodology allows a system administrator to setup a general security strategy allowing individual 
freedom for setting up personal security policies (in a restricted sense).  Thus, ACLs allow for hierarchical 
control.  The virtual memory of the system permits sharing of objects with the use of descriptors, which 
extends the modes of access of the users to a subsystem. 
 
Saltzer and Schroeder [6] also present a concrete list of design principles for security which is the heart of 
this particular paper.  For our Strings Protection design, more bias toward applying these design principles 
will be placed. 
 

• Economy of mechanism - Keep it simple and small 
• Fail-safe defaults - Default should be lack of access 
• Complete mediation - All accesses must be verified 
• Open design -  "Security through obscurity" doesn't work 
• Separation of privilege 
• Least privilege - Principals should get only the privileges they legitimately need, and no others 
• Least common mechanism - Minimize shared mechanism 
• Psychological acceptability - User interface on top of protection mechanism should match the 

users’ mental image; otherwise, susceptible to error 
• Work factor - Security is economics; just have to make the cost of breaking security high enough 

to deter intruders.  
• Compromise detection -  (aka intrusion detection) analysis of audit logs to detect (rather than 

prevent) violations of the security policy. 

Again, these are the two main abstractions we wish to re-illustrate in the Strings Protection. 

1. Capabilities. Can be implemented with hardware support by tagging (or else in software with 
crypto).  Do access checks at initial bind time; then the capability can be used, copied, and shared 
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freely.  Thus capabilities can be very efficient, since access check need only be done at initial bind 
time.  Disadvantage is that revocation and propagation control gets really hard.  

2. Access control lists. Objects have an ACL associated with them that says who can get what access 
to the object. Revocation, etc. gets easy, but performance suffers since the heavyweight access 
check is performed at every access.  

Motivations for protection by Lampson [14] are also put into consideration, basically to keep user malice or 
error from harming other users.  The kinds of harm Lampson focuses in on include destroying or modifying 
another user’s data, reading or copying another user’s data without permission, and degrading the service 
another user gets.  Two motivational concepts: (1) users → protection from kernel and (2) programs → 
protection from kernel.  With these motivations, the goal is toward enforcing the rules of modular 
programming (guaranteeing that errors in one module will not affect another module) and supporting 
proprietary programs.  Lampson provides an abstract model to prove a uniform discussion of protection by 
way of Access Matrices. 
 
3. Protection for Strings 
So far we have given an introduction to strings and given a brief summary of related protection work that 
provides us with a foundation for devising protection systems.  In this section we will discuss the reasons 
for our endeavoring to develop protection in strings, the general goals of our protection system, and a 
suggested design.   The section ends with a summary of protection in other related systems and how ours 
differs or was influenced by those.  
 
3.1 Why Protection in Strings? 
The Strings architecture is one where services are strung together to allow data to flow.  The strings system 
is used to design an application from reusable beads.  Therefore, in the trivial example, strings can be used 
to design a self-contained application.  This application would only require protection in the form of 
authentication at the onset of the dataflow.  
 
One application example can be a MP3 player.  The MP3 player can be an application made up of various 
beads that control the multiplexing and conversion of dataflow from a MP3 file to a speaker.  The MP3 
player will authenticate the user, which allows access to files to be controlled through normal operating 
system mechanisms.  This would be a simple case that leaves authentication up to the highest layer in the 
application. 
 
Obviously, this simple authentication and protection scheme would be sufficient if the system were only to 
be used in this trivial case.  The system, however, can allow beads to be used within the context of multiple 
applications.  This is because the strings system has shifted the paradigm of the idea of an application.  An 
application in the strings methodology can be considered a dynamic path between beads.  This is the shift 
between the process-centric paradigm to the data-flow paradigm.  Since these services can be used and 
reused the protection must be more granular than that of the previous MP3 player example.  
 
The speaker bead in the MP3 player is an example of a bead that provides services that could be used by 
many applications.  To allow certain principals to have network access from the computer, access control 
can be placed on the speaker bead itself.  To be able to protect a service in such a way the granularity of the 
protection system would have to be on the bead.   
 
Another goal of strings is to allow for distributed applications.  For the strings system to be used in the 
distributed domain, protection and security becomes a bigger issue.  In a distributed application beads can 
be used from different hosts at once.  This is another strong argument for having the granularity of 
protection to at least that of the bead itself.  The trivial MP3 example can be expanded into a distributed 
one.  In a small office or household a bead that allows access to the speakers can represent a stereo.  Since 
the string system can exist on any platform a MP3 player can be on a desktop PC, a notebook and a PDA.  
The owner of the stereo may not want to allow access to the speaker system by the user of the PDA.  The 
access rights of the stereo bead would therefore have to be controlled.  
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In certain cases the designer of a Strings bead may not want to limit a bead to one exposed function.  To put 
it into Strings terminology, there may be a need for a bead to expose several edges that are slightly 
dissimilar.  The edges may provide different qualities of service that are accessible by different users or 
principals.  The bead may also expose diagnostic edges that should only be used by the system 
administrator. 
 
Another goal of the strings system is to allow for downloadable beads for application updates and 
enhancements.  An example of this could be a pay for feature application that allows the user to download 
more “feature” beads for more money.  The act of downloading a new component into a functional 
application is not one of mutual suspicion, but one of suspicion of the newly downloaded component.  This 
is similar to downloading a Java applet on to a machine.  The Java applet can be easily sand-boxed as 
shown in [7] because the language is type-safe.  Strings cannot afford that luxury since a bead can be in any 
language.  Strings must therefore perform a type of authentication to allow the newly installed bead to gain 
access to and be used by the rest of the system.  This will be discussed in the proposed secure service 
discovery section.     
 
Once we decided that the strings system does require protection, we had to decide on what type of 
protection to offer.  Since this question could not be explored in a vacuum, we must explicitly state the 
goals of strings and how that affects protection mechanisms.  The fundamental goal of the strings system is 
to allow for beads to be reused and configured within different applications.  Another goal of strings is to 
provide an application framework for distributed programs.       
 
We had three goals in mind when designing a protection system for the Strings system.  First, the 
protection system must be applicable to the Strings system and not be counter to any goals of the system.  
This means our protection mechanism could not directly hinder any of the goals of the Strings project 
stated above.  The protection must be extensible and live outside of the code of the bead to satisfy this.    
 
Secondly, the protection mechanism should not impact the Strings engine design greatly.  We aimed to 
only make minor changes if any to the Strings engine.  The Strings system architecture is already in place 
and any redesign of that architecture would be a major task.  We aimed to provide a way of protection that 
could be easily implemented and tested in a short time.   
 
Finally, previously released beads should not be impacted by the protection mechanism.  If beads have 
already been downloaded and been in use, the protection mechanism of a new engine should not render 
these beads useless.         
 
3.2 Access Control Lists 
In this section we discuss the high-level aspects of our protection system.  We describe how this protection 
can be hooked into strings and a little bit about its viability. 
 
We have chosen to implement a system based on access control lists similar to those used in the Windows 
NT systems.  This form of protection was also used in the Multics system [11] to protect the sharing of 
information. An access control list is a list of access rights associated with a resource.  An access control 
list in our system contains a list of the principals that have access rights to the beads and edges. The 
principals can be users or groups of users to ease in system administration.  Access to beads is much like 
controlling the file system on the Windows NT system.  The beads represent top-level directories within a 
flat file system, and the edges are akin to files within those directories.  This way access to the bead object 
has to be granted before access to any edge can be given.     
 
The ACL for a bead will be registered with the engine upon package loading.  Upon startup, Strings loads a 
configuration composed of packages that contain beads, objects, rules and a manifest file.    The 
configuration builder builds this configuration and combines all packages in a configuration into a single 
manifest.  A package manifest is a bill-of-materials for a package.  The manifest specifies the type, 
location, and type-specific metadata for each constituent item of the package.  The manifest file will 
contain a pointer to the ACL for each bead described. When a package is first placed on a system the ACL 
for the beads will only contain the root user of Strings.   The MP3 application that was mentioned before 
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would therefore have a configuration that contained the various packages.  The manifest file for the 
configuration would contain pointers to where the ACLs are stored for the UI, the decoder, and the other 
beads.  These ACLs would then be loaded into the string’s constraint engine.  
 
So far we have discussed what ACLs are and how they are created and managed from the user and 
administrator’s point of view.  The ACLs must be usable by the Strings system itself to perform access 
checking and permission granting.  The control for this will be embedded into the constraint engine.  When 
building a path the constraint engine must currently take into account the rules downloaded with the 
package.  Currently the rules that are checked are the XML rules that are contained within the package.  We 
will just add an additional check to an ACL when building a path.  Access to the bead object itself will be 
checked upon before the constraint engine can seed the resource manager with an application namespace.  
Edge rights can be checked when determining the next step in the path.  Protection merely adds one more 
external constraint to the engine.     
 
In order for the constraint engine to make decisions based on the user it has to be aware of the user’s 
identification.  User information will have to be embedded into the path context for a session.  When beads 
are strung together a unique statefull path is created as a session.  The user information will just be added to 
the state information associated with the session. 
  
 This implementation does not in turn impact the bead at all.  The Strings engine and the access control list 
solely control the bead’s protection.  This can be done because of the strong separation between interface 
and implementation in the Strings system.  This is viable scheme because the Strings engine is involved in 
every communication.  The engine is not only responsible for creating paths through the beads, but as the 
pipe of communication between beads.  When a bead needs to pass the message along to the next one, its 
does so by calling directly into the Strings API. 
 
Strings also allows for dynamically re-configurable applications.  This means that the protection must not 
only live outside the code of the bead, but that it must be dynamically changeable.  There must be a way for 
users to gain new rights as the system expands.  Acquiring new rights is accomplished by adding a user to 
the access control list for a bead.  The application of this protection scheme to a distributed environment 
would require that user information be sent over the network in-line with data messages.  Strings can place 
the user information in a message if it destined for a networked component.   
 
In order to have a system that grants access to users based on access rights, an authentication system is 
required.  Users must be able to log into the system and prove their identity. 
 
3.3 Kerberos Network Authentication Service 
In order to provide complete protection within the Strings operating system, one needs to provide a means 
of authenticating each user.  By authenticating each user, the system will know what privileges and rights 
the user has in order to determine which beads he or she has access to.  In doing so, we apply the Kerberos 
network authentication protocol Version 5.  Prior to this, we could have simply left the system to use 
“authentication by assertion” but we felt a user’s identity is quite important for a flexible system like 
Strings. 
 
The trend of implementing authentication is to use a kind of cryptography by encrypting passwords when 
sending them over the network.  Kerberos does just this by providing a strong authentication service for 
client/server applications by using secret-key cryptography.  As an industry standard, Kerberos proves itself 
as being a part of Windows 2000 security.  Not only will it be the foundation for String’s authentication 
service, but will be a part of the underlying security system for Strings.  Refer to the Kerberos papers for 
more implementation details [15]. 
 
Some of the reasons why we chose Kerberos besides its popularity are listed below: 

(1) Faster Connections – It can authenticate the client by examining credentials presented by the 
client.  Clients can then obtain credentials for a particular server once and reuse them 
throughout a network login session. 
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(2) Mutual authentication – Not only does the server know who is at the client end, but the client 
will have information about the server as well.  Therefore, both parties at each end will have 
confirmation of identity. 

(3) Interoperability – meaning that the implementation of the protocol in Strings would allow 
communication of other software/ hardware on multiple machines which use Kerberos V5. 

(4) Restricted authentication - tickets passed between clients and servers in the Kerberos 
authentication model include timestamp and lifetime information, allowing limitations on 
duration time. 

(5) Secure session – As a side-effect of the dual-key encryption scheme, a service-session key is 
generated which constitutes a shared secret between a particular client and service, allowing 
further enhanced security over continued communication. 

 
One design goal for the protection of Strings is to restrict from changing the underlying architecture.  By 
relying on the integrated Kerberos system in the operating system, the Strings engine will be launched on 
each login into a user’s environment.  And if Kerberos does not exist on the underlying operating system, it 
can be installed as an added authentication feature.  By having a simple interface to Kerberos, Strings will 
be easily able to detect whether or not a user has proper authentication. 
 
Since the Strings server is now the authentication server, as a user logs in, Strings interfaces the Kerberos 
system and checks for authentication.  If properly authenticated, the user will then be able to simply launch 
the mp3 player and use all beads within the string accordingly. 
 
3.4 Comparison to other systems 
In choosing a method for controlling access in Strings many other systems were examined.  The 
mechanisms used in strings is a compromise of security and useable and reflects information gathered 
about these systems. 
 
3.4.1  DCOM Protection 
Using access control lists to protect services or objects in a distributed environment is employed in DCOM 
security.  The DCOM system makes use of the underlying operation system for user authentication.  For 
Windows 2000 this would also be the kerberos system as it is in Strings.  The problem with this is that 
DCOM relies on the operating system having a strong authentication system, or one being present on the 
system.  The Strings system uses the strong kerberos authentication server and could therefore be used on 
any insecure OS without any risks.  This is especially important since Strings was designed to be used on 
embedded devices that may not contain a security-rich RTOS.   Access control lists in DCOM are attached 
to objects but not to the individual methods of the objects.  The only way to protect methods in the DCOM 
system is by having the application itself manage protection.  In our proposed Strings protection system the 
access control is based on the edge or method and therefore no special provisions have to be built into the 
application code to handle this.   
 
Our first attempts to devise a protection scheme lead us down the path of capabilities.  Capability based 
protection is used in many service location and mobile object systems.  We will briefly discuss some of 
these systems and why we believe the mechanisms involved are unneeded or not suitable for Strings.   
 
Pure capability based systems can be more general than access list controlled systems.  Capabilities shift 
the access control from a list-oriented to a ticket-oriented system [6].  Users must still be authenticated and 
then must be granted capabilities to use objects or services.  Such systems can as granular as necessary and 
can be extensible by adding new capabilities.  Hydra [10] was one early capability system that allowed for 
a general system and protection architecture.  Every object in the system was protected and any access 
required capabilities.  This type of access control can lead to a system that is too general and complex.   
 
3.4.2 Java Mobile Objects Protection 
A software capability scheme was developed for protection with Java mobile objects and is described in 
[7].  The creator of an object owns the capabilities for an object.  A capability is a token that ids the object 
and contains the access rights for the object.  It can be a subset of the object's methods that are exposed for 
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invocation by outside objects.  This capability for the object can be passed to other agents (Lampson's 
copy). 
 
Agents exchange capabilities via an interface definition language (IDL).  This allows the capability 
definition to be separated from the code.  Registration can also be used for exchanging of capabilities.  The 
IDL allows for the definition of views.  A view describes the methods that are authorized by the access 
rights described in the capability.  This allows capabilities to be transferred in terms of a view. Each agent 
describes its on view of the capability to allow for evolution of capabilities.   
 
The mobile Java object view based scheme works in a system where objects need direct communication to 
each other.  It can work because all the objects are developed in the type-safe Java language.  Capability 
distribution is very unclear in this system without a central authority described.             
   
3.4.3 SDS Protection 
Secure Service Discovery Service (SDS), described in [8] in the Ninja project is a system that allows users 
to dynamically useable services and devices.   XML is used for both service descriptions and queries.  
Objects and services in the system are created in Java.  Security is the core of the system and involves a 
complex blend of encryption, certification, authentication, and capabilities for access control.  We mention 
this system because it is an example of a highly secure system that has some similarities to strings.  Beyond 
the XML interface similarity the systems are similar in that services are distributed and dynamically 
available for different users and operations. 
 
SDS consists of a directory look-up service, a capabilities manager, and certificate authority.  Like strings, 
services encode their metadata in XML documents and register them with the SDS.  This metadata consists 
of location, services provided, required capabilities and Java RMI address.  Clients use XML queries that 
are used to match to a service.   
 
To insure privacy in the system encryption using asymmetric and symmetric-key cryptography is used for 
all communications.  Strong authentication between endpoints is established using a principal name and a 
public key certificate.  With this principal the client can obtain the capabilities allowable from the 
capability manager.  A capability in the system is a signed certificate indicating that the client has access to 
a class of services. 
 
Capabilities are used in the ninja system because it is designed to work over a wide-area-network.  Central 
authority is not as necessary in a capability system since the clients contain their capabilities or tickets with 
them. 
 
The ninja system while very flexible and seemingly powerful was designed for a system that uses Java 
RMI.  Strings does not use such an insecure invocation method, since messages are passed through the 
engine, it does not require strong encryption for every transaction.  Ninja was designed for a scalable 
service discovery system that can include hundreds of thousands of services.  This seems greatly beyond 
the scope of what Strings was designed for.  Using such a complex system as Ninja would be in excess. 
 
Beyond the reasons stated above capabilities posed an implementation problem in the Strings system.  
Capabilities of a particular user would need to be propagated when the user makes an access.  Strings 
involves the gluing of multiple services within a user’s path context to create the data flow.  Therefore the 
capabilities of the user would have to be propagated in the path context that could potential cause large 
amount of information to be sent over the network unnecessarily.  By keeping ACLs on the beads and local 
to the machine that contains the beads excess information in the form of a complete capabilities list for the 
user would not need to be sent.  The only propagation that would be necessary would be that of user 
authentication information that could be disseminated through Kerberos.    
 
4. Service Discovery: Security and Access Control  
 
4.1 Service Discovery Requirements 
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The goal of the Strings application framework is to "yield solutions that are dynamic enough to adapt 
reusable components to changing networks, media types and device types at runtime in unanticipated ways; 
distributed so as to leverage services within the WAN and LAN".  Strings does this by stringing together a 
dynamic set of discrete services called beads.  The defining principle of the application is the goal rules that 
control the stringing of beads. The sequence of beads can be defined in an ad-hoc manner.  
 
Any resource that can be encapsulated as a service can be encapsulated within a bead. Examples of such 
resources are: 

• Hardware such as a video display, speaker, microphone, Ethernet etc. 
• Protocols such as TCP/IP, HTTP, SOAP, SMTP etc. 
• Transformational algorithms such as audio/video decoders etc. 
• Backend services such as databases etc. 

 
Thus, service discovery mechanisms for Strings should be able to discover and use services across LANs 
and WANs.  The services can vary from hardware to transformational algorithms to protocol 
implementations to backend services.  
 
4.2 A Possible Architecture 
4.2.1 Overview  
The architecture uses a Jini-style [3] service discovery mechanism for LANs and an LDAP (Lightweight 
Directory Access Protocol)-based mechanism for WANs.  The IETF does have a standards-track protocol 
called the Service Location Protocol (SLP). SLP also has a wide-area extension called WASRV.  However 
in a white paper written by the creators of SLP [5], they say "...SLP will not likely be able to displace the 
current deployment of LDAP...  Thus we are exploring ways in which SLP can best offer support to 
simplify the administration of LDAP directories, and to enable SLP to return information obtained from 
LDAP directories as needed". 
 
4.2.2 Secure Service Discovery for LANs 
Services register their beads with one or more lookup servers on the network along with access control 
information.  The network referred to here is the network of an organization such as a university or 
company.  The lookup server stores bead descriptions for discovery by a client (a Strings engine).  Bead 
descriptions are in XML.  Since the Strings engine is intelligent enough to reason about the goal rules and 
find the beads to be strung together, it would also be able to compose service discovery requests in the form 
of XML.  
 
Service registration is as follows:  

1. A service desiring to offer service multicasts a request on the LAN for one or more lookup servers.   
2. The service then uses Secure RPC [2] to register its bead description or bead itself with one or 

more lookup servers identified in the previous step.  The service also registers an ACL (Access 
Control List). 

 
Service usage is as follows: 

1. A Strings engine identifies the need for a particular bead.  It locates one or more lookup servers 
using multicast. 

2. It then uses Secure RPC to send its bead request to the lookup server.  
3. If the bead is available and access is allowed according to the ACL, the Strings engine makes use 

of it. 
 
Some points to be noted are: 

1. The authentication and key establishment protocol used in [2] is similar to Kerberos [4].  However 
Kerberos can be used instead because it is standard and widely available.  A protocol such as 
Kerberos is ideal for authentication and key establishment within an organization.  An 
organization can form a Kerberos realm.  If Kerberos is used, private key-public key 
authentication can be avoided. 
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2. The bead could either be run on the client or on a service provider.  If it is to be run on the client, 
the bead would have to be registered with the lookup server.  If the bead is not to be run on the 
client, then a proxy or client stub would have to be registered in the lookup server.  When the bead 
is to be executed on the service provider, secure RPC could be used again. 

 
4.2.3 Secure Service Discovery for WANs 
There could possibly be bead providers.  A Strings Engine could then download beads from some remote 
server or access the bead as an Internet service (for example, if a new compression algorithm will be 
offered by its inventors only as an Internet service).  Such bead servers could be distributed using LDAP. 
LDAP is a protocol for storing and retrieving information from LDAP directories. A directory is a 
distributed, hierarchical, object-oriented database [12].  
 
An LDAP directory can distribute its content over many servers.  User operations see these distributed 
servers as one single server.  The distribution is transparent to the user. Each object (also called entry) in 
the directory is uniquely identified by a Distinguished Name (DN).  The DN is made up of attribute-value 
pairs. It is analogous to a pathname in a file system. 
 
A possible sequence is: 

1. A Strings engine decides it wants a certain bead.  It makes a search request using the Strings-
LDAP API to a certain bead provider's LDAP server.  

2. The requested bead is searched for in the directory. Search filters can be used.  For example, 
search for DNs with a certain substring in them can be done. 

3. The bead server returns the DNs of the bead entries which match the search request. 
4. The Strings Engine then requests a certain bead. 
5. The server performs access control and allows usage of the bead.  

 
Example: 
When a Strings engine requires a bead, it contacts the LDAP server of a bead provider. Suppose the 
required bead is a compression algorithm. The DN returned by the server could look something like this, 
“Organization=’BeadSoft’, OrganizationalUnit=’Algorithms’, OrganizationalUnit=’Compression 
Algorithms’, OrganizationalPerson=’Ultra Compressor’ “.  This DN uniquely identifies the object in the 
LDAP server corresponding to the compression algorithm (Ultra Compressor) required by the Strings 
Engine. The Strings Engine then uses this DN in a subsequent request (of the Strings-LDAP API) to fetch 
or use the bead. Only one DN is returned in the example. However in general, more than one DN can be 
returned and the Strings Engine can decide which DN it wants to use. 
 
The attributes used in the example, i.e. Organization, OrganizationalPerson, OrganizationalUnit and 
OrganizationalPerson are standard object classes [11] required to be supported by all LDAP servers. The 
bead provider (BeadSoft) could be offering bead for various types of algorithms like encryption algorithms, 
compression algorithms etc. Thus, there would be sub-trees under the ‘Algorithms’ object, like 
‘Compression Algorithms’, ‘Encryption Algorithms’, etc.  
 
The Strings engine may also compose a request using the Directory Services Markup Language (DSML).  
DSML is a markup language defined for describing directory content.  It has been recently standardized.  
An API would eventually be made (if not already made) for performing directory operations using DSML.  
The Strings engine can then compose a request using DSML. 
 
Some points to be noted are:  

1. The Strings-LDAP API used in (1.) above would be a Strings specific LDAP API.  That is, it can 
have special operations for Strings.  Such a thing could be implemented by having a Strings front-
end for the LDAP server.  Thus, for example a Strings engine could make secure API calls to the 
remote server.  API calls could be made to verify the authenticity of the server (public-key 
certificates could be used for this) etc. 

2. If the bead is to be downloaded to the client, the bead could be encrypted with the private key of 
the bead provider.  This encryption can be done offline. 
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Access control can be done by the bead server using LDAP's access control model [1].  This access control 
model is based on access control lists and is given in.  The model is quite rich and can allow a wide variety 
of access control policies to be expressed. For example, one can allow access to all compression algorithms 
with one ACL entry and similarly forbid access to all encryption algorithms with another entry. 
 
5. Conclusion 
 
We began with an overview of some the fundamental papers historical describing protection.  Next we gave 
reasons why protection is needed in strings and illustrated a high-level protection system.  We compared 
this protection system to other service discovery systems.  Finally, we proposed a secure dynamic service 
discovery protocol for Strings.  We hope that these ideas prove useful and may be implemented into String 
in the future.   
 
In order to gain some insight into the workings of strings we consulted the strings BDK.  We downloaded 
the strings system onto a linux box and a windows 2000 box.  The linux version of strings never ran due to 
a problem with the version of python on the box.  For the windows 2000 box we were able to run through 
the simple tutorial given in the BDK.  This makes a trivial message discarder bead with a sink edge.   The 
more interesting examples were unable to build due to problems with the makefiles and missing modules.  
However, from the first tutorial we learned how to create a configuration and download it to the strings 
engine.  From this we believe that an ACL configuration utility can be written in python and integrated into 
the Strings package.     
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